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Chapter 1

Introduction
1.1

Overview

This section and its subsections give a very general overview of the topics of
this thesis. In the remainder of this chapter some of these themes are then
elaborated on.
The work concerns itself with the task of sampling dependency trees. Dependency trees are a formalism for expressing the internal syntactic structure of sentences and they are frequently used in Natural Language Processing [59]. Sentences which are annotated in this way can serve as an
input for further Natural Language Processing tools solving tasks as diverse
as translation, discourse analysis, information retrieval and language modelling [59, 42, 43, 16]. In recent years more and more complicated models
for the generation of dependency structures have been proposed. They tend
to violate the independence assumptions which have traditionally been necessary in order to implement fast, exact algorithms for the computation of
all kinds of sums and optima and some workaround must often be found to
make use of these models [83, 59, 82, 84, 72, 74].
In this environment approximate techniques become more and more
interesting. They often represent a principled way to implement these
workarounds. One of the most widely used approximation techniques is
sampling from some distribution of interest [40, 97]. By generating a sequence of examples distributed according to some probability function of
interest, it is possible to both produce a guess concerning the position of
optima and, maybe even more importantly, generate an approximation of
relevant sums. Often these sums are expectations. These play a central role
in Machine Learning [2, 3, 6, 92].
Markov Chain Monte Carlo Methods (MCMC) [40, 97, 64, 63] are a general technique for sampling from complex distributions and there have been
some previous attempts at the implementation of MCMC techniques for dependency trees. These investigations have come in two flavours. Some have
9
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basically reduced the problem to the sampling of integer valued vectors, either by ignoring the internal structure of dependency trees or by attempting
to capture this structure in an ad hoc manner [78, 69]. Others have only
regarded subsets of the possible dependency trees and have made use of alternate representations [67, 70, 68, 115, 8]. The latter algorithms also often
require some auxiliary design choices that have to be made for every new
model. In this thesis a series of MCMC sampling algorithms is developed
that is both applicable to general dependency trees, while respecting and
exploiting their structure, and able to deal with more constraint problems.
These constraint settings are the sampling of projective dependency trees
and trees that have only a single root word. It will be seen that the first
problem can be dealt with quite elegantly by extending the main techniques
of the thesis, while the latter requires some additional effort.

1.1.1

Local MCMC Strategies

One of the main results of the thesis are local strategies which change the
structure of dependency trees by little increments and which have the benefit
of being simple, out-of-the-box solutions that can be applied to almost any
model. Because these techniques make only small changes, which are also
expected to not violate any of the constraints in any of their intermediate
steps, the question becomes whether they can successfully explore the complete space of the admissible trees. The thesis provides theoretical insight
and proofs detailing the conditions which must be met in order for this to
be the case. Where the single root constraint makes it impossible to easily
extend the basic techniques, more complicated ones are proposed to handle
this problem without sacrificing generality.

1.1.2

Global MCMC Strategies

Sampling approaches that are based on small local steps can easily become
“stuck” in the area around one of the optima of the function to which they
are applied [64]. This problem can be mitigated somewhat by extending the
sampling algorithms with steps that change the dependency tree “globally”
- techniques that transform the complete tree structure in a single move
[56, 115]. For this to be feasible it is necessary to use an auxiliary function
to approximate the actual model which is sampled. This thesis develops such
techniques and proves their correctness. To the knowledge of the author this
is the first time that such an approach has been proposed for unrestricted
dependency trees. Similar techniques have been applied to projective dependency trees and constituency trees by other authors[56, 115, 68]. One
of the global steps developed here is widely applicable for any type of constraint that may be imposed on dependency trees. This technique is based
on greedily constructing a complete dependency tree. The other global ap-
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proach, based on sampling spanning trees from weighted graphs, is more
restricted, but can potentially be used with less computational resources
and with a more easily designed approximation.

1.1.3

Evaluation

While the presentation of the new algorithms in this thesis includes a discussion of their runtime properties and proofs of their correctness, no presentation of a new algorithm is complete without some evaluation of their
performance on actual tasks. This is done with two different scenarios. The
first is an artificial model that allows for diagnosing the convergence of the
sampling process towards some analytically predictable expectations. Problems with some actual relevance in Natural Language Processing lack this
feature - otherwise there would be no reason to apply an approximation
technique. This allows for some very detailed evaluation.
The second evaluation task is an unsupervised learning task[6, 57]. An
existing model for the unsupervised prediction of dependency trees [69] is
slightly extended and the behaviour of the sampling algorithms is presented
and discussed. It is not possible to use this problem for a detailed evaluation
as far as computing expected values goes. Again, if this were otherwise there
would be no reason to use MCMC. This means that the insights gained from
this evaluation are somewhat weaker than those from the artificial task. At
the same time the unsupervised learning task is likely to have more relevance
to practitioners which think about using the algorithms.

1.1.4

Contributions

The thesis develops a set of small change algorithms on the basis of well
established principles that can be applied to very general models and which
will usually move to sample at least around one local optimum of that model.
These samplers are shown to be correct and remarks on their efficient implementation are made. In order to help the exploration of the space of dependency trees, even in case of models that generate multiple optima, some
global sampling techniques are presented that help in escaping these optima
in a single, large step. All of the presented algorithms are couched in the
Markov Chain Monte Carlo Framework and could easily be combined with
other techniques developed to improve MCMC techniques. Two constraints
on dependency tree structures and their handling by sampling algorithms
are discussed. Restricting consideration to projective and/or single rooted
trees is not only an end in itself, a way it might be seen because both are
argued to be helpful linguistic constraints, but can also provide some inspiration how other constraints may be handled. The developed algorithms
are then evaluated extensively on two tasks. One a complicated artificial
problem that allows deep insight into the behaviour of the MCMC schemes

12
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and the other a more applied unsupervised learning task. In this evaluation
it is shown that reducing the set of trees under consideration by constraints
can actually improve the performance of MCMC algorithms.
So far this section has given a birds eye view of the contents of this thesis.
The remainder of this chapter will be concerned with elaborating on some
of the themes mentioned so far.

1.2

Dependency Trees and Their Relevance to Natural Languages Processing

Consider figure 1.1. The figure contains two possible annotations for a sentence. The first given annotation is in the form of a constituency parse tree
[39] and the second in the form of a dependency tree [59]. The parse tree
gives a notion of how the sentence can be analysed by “splitting it” into
shorter sub-sequences. The dependency tree tries to express which words in
a sentence are more strongly “related”. Even without detailed knowledge
of what these notations express and how they are motivated it should be
possible to see that they might be useful in Natural Language Processing.
One of the main goals of adding structure to linguistic data is the more
efficient use of information. This is based on the idea that information in
natural languages is encoded by splitting everything that needs to be represented up into smaller parts and then putting them together into ever larger
units. An algorithm for English to German text translation could use the
constituency parse tree annotation to “find out” that the task of translating the sentence in figure 1.1 can be split up into subtasks. One would be
translating the sequence “The janitor” and another translating “cleaned the
dirty bathroom”. It could also be used to decide, based on the tree structure,
that the latter task can be split up further. The dependency tree could be
used to feed a database with the knowledge that it was the bathroom that
was dirty according to the sentence and not the janitor. In both cases the
added structure allows for extracting smaller “parts” of information from
the larger unit of information that is represented by the sentence. This
can then be used in additional processing task as a type of dimensionality
reduction [2, 113]. It could also be used to explore the information stored
in a corpus by searching for certain substructures. Here constituency trees
and dependency trees were both used to show the importance of structure
in Natural Language Processing.
In this thesis the focus will be on dependency structures. They received
a lot of attention in the last few years [59] and can easily be used to extract complex semantic information from sentences [42, 16]. Dependency
trees are somewhat simpler than constituency trees. They consist only of
the edges between words that establish dominance relations. Constituency
trees include some complex hierarchical information that may not be neces-
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janitor
cleaned
the

dirty

bathroom

The janitor cleaned the dirty bathroom ROOT
Figure 1.1: A simple sentence analysed as a parse tree and a dependency
tree.
sary in order to extract information from sentences. Dependency structures
also have the advantage, compared to models that only use linear word adjacencies as input [65], that they can represent relationships that are more
complicated and divided by larger distances. Often certain roles are also
assigned to the different dependency relations. This is not explored in this
thesis, but the reader should have little trouble in extending the algorithms
presented here to handle labels for the edges.
Dependency edges also express things like argument/predicate relationships which are of great importance in natural language grammar [87]. This
accounts for the fact that they are such a crucial link between the observed
language data and underlying semantic levels.
Dependency trees are seemingly simple structures, but finding the correct
dependency tree for a sentence is a non-trivial task [82, 75, 73, 59]. This
means that very complex models are generally used to predict dependency
trees.
One very important topic of the thesis is dealing with certain restrictions on dependency structures. The most obvious one is that the they are
actually trees. Another restriction is that to projective dependency trees.
This means that there are no dependency edges that “cross”. An example
for this is given in figure 1.2. Most natural language corpora annotated
for dependency structure by linguistic experts generally contain very few
crossing edges [59]. This means that this constraint can be very helpful as
a guideline in machine learning tasks concerned with dependency trees.
Another constraint is the restriction to the use of only a single word as
the root for a dependency tree. This means that only one word is attached
at the artificial root node “ROOT”. It is argued later in this thesis that this
is actually a tendency that can be observed in natural language corpora.
More importantly, it is an example of a very hard constraint, which, when

14
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A hearing is scheduled on the issue today ROOT
Figure 1.2: A simple dependency tree with crossing edges. The edge between
“hearing” and “on” crosses with that between “scheduled” and “today”.
This example is taken from Kübler et. al.[59]
an algorithm can deal with it effectively, can serve as inspiration for how
other hard constraints could be handled. A similar hard constraint, that
could be used instead, would be to force certain words to have exactly one
edge of a specific type. The latter constraint is not considered here since it
is very similar in nature to the single root constraint.

1.3

Sampling for Dependency Trees

This thesis develops Markov Chain Monte Carlo (MCMC) algorithms for dependency trees. MCMC is generally used for one of two tasks [40]. The first
is approximating a complex sum. The second is stochastic optimization [64].
An approximate approach to summation can be necessary when a complex
function needs to be calculated in order to chose one of a number of possible
options. This is important in applications of Bayesian decision theory [2]
and Bayesian inference [40, 63]. Summation may also be necessary in other
algorithms. The widely used expectation maximization algorithm [28, 118]
requires that expectations are repeatedly calculated. Since expectations are
sums related to a probability function, MCMC algorithms can be extremely
useful in this context. Expectations are also sometimes necessary to compute gradients to train graphical models [3], which have become popular in
Natural Language Processing [60, 33, 34, 35, 36, 107, 109]. The described
use of MCMC to compute sums is the main goal of this thesis and its use in
optimization is a secondary concern.
The use of MCMC in stochastic optimization is related to evolutionary
algorithms [97] and swarm based optimization [1]. All these algorithms
propose a sequence of possible function arguments in order to find one that
might maximize or minimize some function of interest. They only differ in
the way these sequences are generated. The advantage that MCMC may
have compared to the other algorithms is that eventually the frequency
with which arguments are proposed will approach the frequency predicted
by the normalized weight function [17]. This means that values with high
weight are guaranteed to be visited much more frequently then those with
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low probability, at least in the long run. Combining evolutionary algorithms
and MCMC may produce even better optimization techniques [62].
One popular approach for predicting dependency trees is the specification of some kind of objective function that maps each possible annotation
onto a measure of quality. Then the annotation is chosen that maximizes
this measure. This is the most obvious connection between dependency trees
and sampling. The actual computation of such a measure of quality might
require a complex summation that cannot feasibly be computed analytically.
This is often the case if Divide and Conquer approaches can no longer be
used because independence assumptions do not apply. This is increasingly
becoming the case for newer dependency models, which use features that
consider more than a single edge at a time [59]. It is also the case in the unsupervised learning of dependency structures [57, 45] by Bayesian Inference
[67, 22], which creates connections between different parses assigned to the
sentences in a corpus. In these situations sampling based summation can be
used as a technique for approximating an exact value.
MCMC algorithms allow for an approach to sampling that is both principled and very general. MCMC approaches, as the Markov Chain part
of the name would suggest, draw their next sample based on the previous
one[40]. MCMC algorithms based on proposal distributions are among the
most general algorithms in this class. While it is often easy to design applicable MCMC algorithms for all types of problems, it is also true that
applicability does not guarantee good performance. If the proposals are of
low quality then the sampling algorithm might be highly inefficient. For
optimization problems in particular, but also for successful summation, it
is often helpful if the subsequent proposals have a tendency to be better or
at least not significantly worse in terms of the weight assigned to them[64].
This can usually be made more likely by applying “small change” operations. In the case of a vector such a small change is easy to implement.
The standard solution is to add a vector drawn from an easy to sample from
distribution which puts most of its probability mass onto vectors which have
a small euclidean distance from the origin. The approach is not as easy if
complex structures are sampled. As an alternative approach the so called
Gibbs sampler [46, 40] implements small change operations by splitting the
variables up into a number of blocks that are then sampled iteratively. This
is actually a technique that seems very natural for dependency trees. It
would seem easy to sample dependency trees by re-sampling the head assignments for the words one at a time. In fact this approach has been
used for dependency structures before [78]. Here the difference between the
words “structure” and “tree” are important. Most sampling algorithms for
dependency trees that have been presented previously either ignore the tree
structure [78, 12] or enforce it by some additional ad hoc technique that is
not investigated for its correctness [69]. If there is a desire to only work
on the space of dependency trees or an even more restricted set, then sam-
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The janitor cleaned the dirty bathroom ROOT

The janitor cleaned the dirty bathroom ROOT
Figure 1.3: Two example dependency trees that are not easily connected
through small changes.
pling head by head becomes more difficult. This is illustrated by the two
dependency trees in figure 1.3. Transforming the lower tree into the upper
one by small change operations is trivial if it is admissible to simply remove
one edge and then add any other, but for dependency trees the options are
actually more restricted. With these constraints in place one can understand why it might be difficult to change the graph in small steps. It is
always possible to relax any restrictions and sample the space of allowed
annotations by moving through a larger space that also includes ill formed
structures. Such a technique has the problem of being potentially extremely
wasteful with its computing time. This is the case since there are either a
lot of samples of structures that are of no interest, or one has to restrict the
movement through these structures by changing the weight function. The
latter would create a behaviour similar to the original restricted case. It
may also be the case that the function to be sampled is only definable on
the more constrained structures. Consider for example a model based on
the distance from the root. If a structure contains cycles, then this distance
would be ill defined. This would make it impossible to actually sample on
the full space without creating some auxiliary model.

1.4

The Design Goals of MCMC Schemes for Dependency Trees

In order to understand the goals this thesis pursues in the development of
different samplers it is first necessary to understand that there is one very
crucial problem in the development of MCMC algorithms. One approach to
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MCMC that will be used throughout this thesis is based on the MetropolisHastings style of MCMC sampling. This means that given the last sample
that was created a new value is drawn from some proposal density and then
accepted or rejected. Here acceptance means that the new value is used
as the next sample, while rejection means that the last values is repeated.
Acceptance is generally based on the probability value of the new value under
the distribution that one is attempting to sample from. If new proposals are
of low probability compared to the preceding value, then they are likely to
be rejected. In summation this can mean that one is “stuck” in a sub-area of
the space being sampled and this can diminish the quality of the sample. In
optimization this means that a number of proposals are made that provide
no benefit toward searching for an argument with a better function value.
In order to avoid an overly large number of rejections, it is generally useful
to propose a new value by making a small change to the last sample that
was drawn in a style similar to Gibbs sampling as mentioned before [40].
This will be one of the guiding principles in developing MCMC samplers
throughout this work. A Gibbs sampler only changes a small number of
variables at a time and computes an exact probability of this change for
each setting of the variables. In this thesis, these variables will be the
single heads. MCMC algorithms are developed throughout that sample the
dependency trees one head at a time. One strain will be considered with
a Gibbs style sampler that thoroughly explores the possible settings while
another will sample head by head with uniformly random proposals which
save a large number of computations. It will be seen that, at least as far
as reaching a local optimum goes, both algorithms are surprisingly efficient.
Being able to reach such an optimum quickly is important in sampling since
these need to be represented with high frequency in any sample. At the same
time this head by head change can lead to making “steps” that are too small
or iterating inside a small subsection of the sampling space. Both problems
can usually be characterized as being “stuck” in local optima. Once a value
has been found that has a high probability samples similar to it will be
generated over and over again. This is complicated even further by the fact
that structured variables are sampled. The dependency trees are bound by
their tree property. Then there are also the constraints to projective trees
and single roots that are investigated here. These make it even harder to
move freely through the space of possible settings. For optimization this
means an insufficient exploration of the space of possible annotations. For
summation it means that the convergence towards the desired expectations
can take a long time. In order to solve this problem the sampling in small
steps will be extended by a number of approaches that allow for making
larger, global steps. These strategies will be general enough to allow for
their extension to a number of similar problems.
Now the twin goals of being able to sample by making small changes and
being able to escape local optima by enabling informed proposals on a more
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global level are in place. The last goal that will be pursued through the
thesis is that of generality. The samplers that are developed should work
with a wide range of measures of quality or functions to be summed. Part
of this goal is also to keep the number of parameters that need to be tuned
small. This could encourage an out of the box use of the samplers by practitioners and allow for more time being spend on searching for interesting
models instead of developing algorithms to work with them. This goal is
somewhat weakened in order to allow for global steps, which will require a
form of auxiliary weight functions. Since MCMC schemes can be combined
surprisingly easily, the global schemes will generally be combined with the
local approaches. This means an attempt is made to make a single large,
global step and then “fine tune” the settings with the more local approaches.

1.5

Why Markov Chain Monte Carlo?

Sampling based approaches are used when there is no obvious way of solving
the problem of summing or optimizing some given goal function exactly.
Both tasks can still be computationally expensive and often there are no
guarantees of finding a good solution within a given running time. With this
in mind one may question the decision of using sampling based algorithms at
all. This question becomes even more obvious when alternatives are brought
into play. For summation there are approaches like Variational Inference
and Belief Propagation [6, 3]. For Optimization there are Evolutionary
Algorithms and the widely used numerical algorithms based on gradients
[97, 44].
One of the most obvious benefits of the sampling based approaches is
the fact that they have guarantees with respect to their exactness. Usually
only very weak guarantees can be made. These state that a reasonably close
approximation to an optimum or the distribution in question can be made
eventually. There is also a guarantee that any level of exactness in these
goals can be achieved. This is usually not offered by variational methods
or Belief Propagation. Gradient based and variational techniques may also
require additional information like gradients and expectations. Here the
different algorithms can be used together with MCMC, which can provide
the expectations needed. Afterwards Variational Inference or gradient based
methods can be used to solve other parts of the problems in question.
The most well known competitors in the field of optimization that also
have a similar generality are evolutionary and swarm based algorithms [116,
1]. There is little competition here, as it is easy to combine MCMC algorithms and Evolutionary Algorithms [30, 62].
Sequential Monte Carlo (SMC) [14, 76] is another sampling based technique and can be used as a direct alternative to MCMC. A derivative of these
methods is the so called Population Monte Carlo [15]. Both sum up func-
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tions by Sampling-Important-Re-Sampling in which a large number of possible new candidates are drawn from a proposal function and then accepted
or rejected based on their relative weight. The reader will immediately see
the similarity to the Metropolis-Hastings method mentioned earlier. This
means that1 the algorithms presented here could easily be changed in order
to be usable in this new context.
Almost all commonly used alternatives discussed in this section can make
some use of the results of MCMC techniques. Therefore the work in this
thesis should be seen less as an advocacy for an exclusive use of MCMC and
more as contributing a number of MCMC techniques that may be used on
their own or in concert with other techniques. The main advantages that will
result from having these techniques are very general solutions to summation
problems. The techniques do not require an overly deep knowledge of the
probability distributions or other functions with which one is trying to work.
It is then possible to use these samplers to support other techniques if this
is desired. While this may not lead to techniques that can compete with
well tuned algorithms for specific problems [26], it can save a large amount
of time in the development of machine learning techniques and open the
way for working with distributions that would have been hard to handle
otherwise.

1.6

Outline of the Thesis

The first step that needs to be taken in a thesis is establishing the background information needed. This will be done in chapter 2. In this chapter
sampling and Markov Chain Monte Carlo methods are introduced. Dependency Trees will also be discussed and presented more thoroughly.
Once this setting of the background is out of the way, chapter 3 introduces the algorithms that constitute the main contribution of this thesis.
Both the local and global sampling approaches are given. The sampling
of dependency structures is only an interesting problem separate from general MCMC problems because of the constraints they require. Therefore
this chapter also discusses how the restrictions to projective and/or single
rooted trees can be enforced in sampling. It will actually be found that these
restrictions help in sampling by focusing it on a smaller set of possibilities.
Once it has been outlined how the different sampling algorithms work,
it is then necessary to evaluate their strengths and weaknesses. This is done
extensively in chapters 4 and 5. In the first an artificial problem is used which
can be solved analytically and allows a detailed evaluation. The drawback
is the fact that this evaluation is not strongly tied to any applied task. This
is remedied somewhat in chapter 5 in which an unsupervised parsing model
is used to evaluate the sampling algorithms. It is not possible to solve this
1

Especially were Population Monte Carlo is used.
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problem analytically, resulting in an auxiliary measure of quality being used
used. This makes the evaluation a little less informative.
Throughout the thesis the following results are the core contributions.
The simple head by head approaches, which need almost no additional design, are widely applicable and can deal with all types of structural restrictions in a surprisingly elegant way. In order to move between optima it
may be necessary to use more global steps, requiring some additional design
choices. Finally all these algorithms elaborate on the sparse prior research on
MCMC for dependency trees by providing techniques that are both general
and provably correct in the limit.

1.7

Programming Libraries and Other Tools Used

It is necessary to give proper attribution for all the tools used in the generation of this thesis and the data that is used for it.
The code that was used for all evaluation presented here can be found in
the Google Code repository code.google.com/p/gragra/. For the task of
random number generation the Colt Library for scientific computation was
used acs.lbl.gov/software/colt/. For some data processing tasks the
Guava Tools proved helpful code.google.com/p/guava-libraries/ and
all computation was speed up by using the fastutils library fastutil.di.
unimi.it/. The graphs were generated either with the Veusz home.gna.
org/veusz/ or the Graphviz www.graphviz.org/ tool. Both were used in
their Xubuntu versions. The thesis itself was generated using Texmaker
www.xm1math.net/texmaker/ also under Xubuntu.

Chapter 2

Background
This chapter introduces the background material that will be used throughout the thesis as well as notations and some theorems. There is also some
additional background material and discussion of the state of the art in the
following chapters. The information given in the other chapters is more
specific to them.
The presentation starts with a discussion of sampling techniques. This
leads into an outline of Markov Chain Monte Carlo methods used throughout
the thesis. The structures on which the algorithms operate, dependency
trees, are more clearly defined to close out the chapter. Before all of this is
done some small notational details should be fixed.
The function 1(b) is used to denoted one if b equals true and zero if b
equals false. When sequences of elements are written they should usually be
surrounded by angular brackets in the form h1, 2, . . . , ni, but the brackets
are dropped whenever this does not reduce clarity. Expressions like x ∈
hx1 , x2 , . . . , xn i are used as a shorthand for x ∈ {y|∃i : xi = y}.

2.1

Sampling

The Markov Chain Monte Carlo techniques discussed here are used for sampling. Let P be some function that assigns positive real weights to the
elements of some set S. Since this thesis is concerned with structures assigned to sentences it will generally not be necessary to deal with topics such
as measure theory and it is possible to assume that S is a countable set. A
new, normalized function can be defined by:

P (x)
Z
X
Z =
P (y)

P 0 (x) =

y∈S
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The task of sampling can be defined as generating a sequence of elements
from S such that the relative frequency of any element x in the sequence is as
close as possible to P 0 (x). This may be important for two reasons. It can be
used for a kind of stochastic optimization [97, 17]. That is the case since the
elements with high weight should be more frequent in the sampled sequence.
It is also possible to compute an approximation of the normalization factor
Z and to estimate expectations with respect to P 0 by using the frequencies
in the sample in place of actual probabilities. Because of this sampling can
be seen as a general method for summing complex functions when there is
no way of computing such a sum analytically [40, 64]. Obviously any finite
sequence can only be an approximation for a function defined on an infinite
set. It is also impossible to exactly approximate a function of arbitrary
precision with a finite sample, but usually only limited precision is needed.
Computing expectations is an important task for Natural Language
Processing. Some of the most important instances of sums which are often needed in Natural Language Processing are expectations in probabilistic models. They are needed in order to run the popular EM algorithm
[28, 118, 81]. If a model is sufficiently complex, then the task of computing expectations can become very hard [89, 107] and an approximation is
necessary. Graphical models, which are often used in Natural Languages
Processing, become to complicated for analytical methods when the graphs
contain cycles [3, 34, 79]. For this latter task there are actually a number
of approximation algorithms that can be used. An example would be Belief Propagation[3, 91]. Even when optimization techniques like stochastic
gradient descent are used [97, 35], sampling can be helpful for some models, for example the popular Conditional Random Fields [60, 114], which
require the computation of expectations to derive the gradient. Sampling
techniques can be used here as well.
Recently Bayesian Inference [63] has become popular in Natural Language Processing [8, 18, 19, 29, 49]. In this framework probabilities for
different models are defined and some output is chosen which is the most
likely according to all models weighted by their probability. If it is possible to
generate a sequence that is distributed according to such a complex model,
then one could simply select the most frequent outcome in the generated
sequence.
Note that, as is true for almost all types of algorithms, there are a
number of alternative approaches that can be used to replace sampling. One
example would be Variational Inference [6], which has gained popularity
in Natural Language Processing recently [80, 58, 21, 22]. The technique
is based on reducing a distance between an approximate model and the
desired distribution. This means that Variational Inference transforms the
problem into an optimization task. It is often more efficient than sampling
but also bounded by the approximate model, while sampling can usually
be extended to become arbitrarily correct by simply drawing more samples.
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Variational Inference also requires a good understanding of the function that
is approximated. First it is necessary to design a suitable approximation
model and then steps that reduce the distance have to be computed. In
contrast there are quite a few sampling techniques that only require the
ability of evaluating the function to be sampled at any point up to some
factor.
The most popular technique for sampling is stochastic simulation[40].
Some random process is simulated by using a random number generator
and the sequence of elements generated by it is used as the sample. For
some simple models it is possible to define such a process so that the subsequent elements are independent and then just draw them one by one. But if
the functions of interest become sufficiently complex, then it is nearly impossible to generate a sample that accurately approximates the target function
by independent proposals. The well known method of rejection sampling
[40] can generate a sequence of samples by proposing values and then either
adding them to the sample or rejecting them. For a complex function it is
hard to propose good candidates and there will be a large number of rejections. In this case it is possible to generate a sequence by using information
from elements seen before. This is done in order to improve the proposals. It also makes it possible to drop normalization factors, which may be
very hard to compute. One probabilistic process used this way are Markov
Chains. They are introduced in the next section.

2.1.1

Introduction to Markov Chains

This section is based in large parts on the introduction to Markov Chains
by Norris [85], but it makes a number of simplifications. The main interest
of this thesis are finite sets of structures, i.e. corpora, that are assigned a
finite number of annotations. This means that it will be sufficient to discuss
Markov Chains that have a finite number of states. Making use of hidden
real parameters would require an extension of the framework. The reader
interested in a more thorough treatment of Markov Chains is referred to the
book by Norris [85]. A number of theorems merely cited here are proven
and expanded upon in that work. The natural starting point is defining the
general concept of a Markov Chain.
Definition 1 (Markov Chain). Let S be some finite set called the state
space, let p : (S × S) → (0, 1) be a transition probability function fulfilling
the condition:
!
∀s ∈ S :

X

p(s, s0 )

= 1.0

s0 ∈S

then the pair hS, pi is called a Markov Chain.

(2.3)
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The transition function is usually implemented by designing algorithms
that take one state as input and output another state with the appropriate
frequency.
Note that a transition function can be mapped to a matrix T with the
states labelling the rows and the columns. Throughout the thesis Markov
Chains will be build up by multiplying and adding transition matrices. This
results in a valid transition function as one would expect from matrix theory
and stated in the next very simple theorem.
Lemma 1. Let p(x, y) and p0 (y, z) be transition probability functions, both
defined
over the state space S, then pp0 is used to denote pp0 = p∗ (x, z) =
P
0
∗
y∈S : p(x, y)p (y, z) and p (x, z) is a transition probability function. Let
a and b be a pair of positive real numbers such that: ha, bi ∈ {ha0 , b0 i|a0 ∈
R+ ∧ b0 ∈ R+ ∧ a0 + b0 = 1} and let ap + bp0 = p+ (x, y) = ap(x, y) + bp0 (x, y),
then p+ (x, y) is a transition probability function.
Proof. First the proof for p∗ (x, y). For any state x ∈ S:
X
X X
p∗ (x, z) =
:
: p(x, y)p0 (y, z)
z∈S

y∈S

X

=

: p(x, y)

y∈S

X

=

(2.4)

z∈S

X

: p0 (y, z)

(2.5)

z∈S

: p(x, y)

(2.6)

y∈S

= 1

(2.7)

The proof for p+ (x, y) is equally simple.
X

p+ (x, z) =

z∈S

X

: ap(x, z) + bp0 (y, z)

(2.8)

z∈S

!
=

X
z∈S

: ap(x, z)

!
+

X

bp0 (x, z)

(2.9)

z∈S

= a+b

(2.10)

= 1

(2.11)

Definition 2. Let p be a probability function on the state space S and
M = hS, p0 i a Markov Chain on S. Sequences of states s0 , . . . , sn are
said to be distributed according to M with initial distribution p denoted by
pM,p (s1 , . . . , sn ) if
pM,p (s1 , . . . , sn ) = p(s1 )p0 (s1 , s2 ) . . . p(sn−1 , sn )

(2.12)
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The distribution according to an initial function and a Markov chain is
the main concept exploited in this thesis. Usually the initial distribution
is given by an algorithm that initializes whatever structures form the state
and then, as stated before, some algorithm is repeatedly applied in order to
generate the necessary sequence. If the algorithm that generates the next
state is chosen to match up with the transition function, then it is possible to
generate sequences that are distributed according to pM,p (s1 , . . . , sn ). These
sequences are the desired samples as long as some properties hold for the
transition function. It is necessary to extend the basic transition probability
function in order to define these properties.
Definition 3 (N-Step Transition Probability Function). Let hS, pi be a
Markov Chain. Let n ∈ N, 0 < n, then the n-step transtion probability
function is denoted by pn : S × S → (0, 1) and is defined by:
p1 (x, y) = p(x, y)
X
pn (x, y) =
: pn−1 (x, z)p(z, y)

(2.13)
(2.14)

z∈S

Note that pn is again a valid transition function i.e.:
!
∀s ∈ S :

X

n

0

p (s, s )

= 1.0

(2.15)

s0 ∈S

The first requirement for generating proper sample sequences is for the
movements of the chain to eventually explore the complete space of possible
states. The next definition formalizes this.
Definition 4 (Irreducible Markov Chain). Let M = hS, pi be a Markov
Chain. M is called irreducible when there is some n ∈ N, n > 0 such that
pn (x, y) > 0 for any pair hx, yi in S × S.
Note that the product of two irreducible Markov Chains is not necessarily
irreducible too. One example for this is the Markov Chain given in the
figure 2.1, formally defined by h{1, 2}, p = {h1, 2i = 1, h2, 1i = 1}i. The
Markov Chain depicted in figure 2.2 is identical to the first one aside from
the fact that its transition probability function has been replaced with pp.
In this second Markov Chain the states are no longer connected. This simple
observation makes it necessary to prove irreducibility in the remainder of
the thesis when a new sampling algorithm is introduced. This is generally
couched in the language of generating one state from the other. When one
can described a sequence of steps that generate any desired state from any
other state and these steps all have probability greater than zero, then this
implies irreducibility.
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1

1
1

2

Figure 2.1: A very simple Markov Chain.

1
2
1
1

Figure 2.2: The result of multiplying the transition function of the Markov
chain in figure 2.1 with itself.
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Now would normally be the time to introduce the concept of positive
recurrence. This concept expresses that the expected time taken to return
to any previously visited state is less than infinity. But this is true for every
finite, irreducible Markov Chain so the concept is ignored here. One final
requirement that a chain may fulfil in order to allow for correct sampling,
but which is not generally necessary, is that of aperiodicity.
Definition 5 (Aperiodicity). A Markov Chain hS, pi is said to be aperiodic
if, for every state s ∈ S, there is some natural number n such that it is true
that pm (s, s) > 0 for every number m ∈ N, n ≤ m.
Note that in the definition the states take scope over the number n.
In this thesis aperiodicity is proven by showing that chains can move
in place. This means that the algorithm used to implement the transition
function can return the exact state it has been given as input. Given irreducibility the aperiodicity follows since there must be some probability
greater zero of moving to another state and back and also some probability
to do arbitrarily many in place steps beforehand. In the special case of a
single state, the property is trivially true.
The next necessary concept is that of a stationary distribution. If the
algorithms implementing the transition function were to be called infinitely
with input states chosen proportionally to a stationary distribution, then
the return values would have frequencies according to the same distribution.
It may not be intuitively clear why this concept is relevant, but there are
important theorems stating that the behaviour of certain Markov Chains is
guided by an invariant distribution.
Definition 6 (Stationary Distribution). Let hS, pi be a Markov
Chain and
P
and let r : S → (0, 1) be a function P
with the restriction that s∈S : r(s) = 1.
Define rp = {hyi = v|y ∈ S ∧ v = x∈S : r(x)p(x, y)}. If rp = r, then r is
called a stationary distribution for hS, pi.
It is a useful fact that creating a new chain by taking the product of
two chains with the same stationary distribution preserves the stationary
distribution.
Lemma 2. If r is a stationary distribution for the Markov Chains hS, pi
and hS, p0 i, then r is also a stationary distribution for hS, pp0 i.
Proof.
rpp0 (x) =
=

XX
s∈S

s0 ∈S

X

p(s0 , x)

s0 ∈S

=

r(s)p(s, s0 )p0 (s0 , x)

X

X

r(s)p(s, s0 )

(2.16)
(2.17)

s∈S

r(s0 )p(s0 , x)

(2.18)

s0 ∈S

= r(x)

(2.19)
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This can of course be applied arbitrarily often, always creating new
Markov Chains that preserve stationary distributions. For all chains presented in this thesis it is true that they have only a single stationary distribution.
Theorem 1. Let M = hS, pi be a Markov Chain that is irreducible and for
which S is finite. Then there is at most one invariant distribution for M .
Proof. This statement follows from theorem 1.7.6 in Norris [85].
The simplest Markov Chain Monte Carlo method is based on repeatedly
generating a sequence from a Markov Chain and using the last state in the
sequence as part of the sample. While this technique is not used here, all
algorithms presented could also be used in this way. The correctness follows
from the next theorem.
Theorem 2. Let M = hS, pi be a Markov Chain that is irreducible and for
which S is finite. If M has invariant distribution r, then ∀i, j ∈ S × S :
pn (i, j) → r(j) as n → ∞.
Proof. Follows from theorem 1.8.3 in Norris [85].
The technique that is used is based on the fact that a sequence generated
from a Markov Chain will contain elements proportional to the invariant
distribution if the sequence is sufficiently long. This leads to the following
sampling algorithm: start at any state and generate a new state until some
predetermined stopping time. The sequence is then the desired sample. The
previous theorem was presented as justification to do a number of “burn
in” steps used to pick the initial state. It is also possible to ignore some
intermediate steps thanks to the preservation of the invariant distribution
under multiplication of the transition function with itself.
The final theorem is:
Theorem 3. Let M = hS, pi be a Markov Chain that is irreducible and for
which S is finite. Assume this chain has invariant distribution r and let
s1 , s2 , . . . , sn be a sequence of states with arbitrary initial state S1 generated
from M . Then, almost surely, the average number of times any state is
present in the sequence converges towards its probability according to r as
the length of the sequence approaches infinity.
Proof. Follows from theorems 1.7.7 and 1.10.2 in Norris [85].
This theorem only gives a weak guarantee that the sampling process
behaves correctly. In order to give any information about the number of
steps necessary to achieve a certain quality of approximation, it would be
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necessary to compute intractable features of the chain. This means that it
is important to design the transition function well to hopefully speed up
convergence. Finding out how well certain chains converge is one of the
main topics of this thesis.
One main problem of Markov Chain Monte Carlo research is finding ways
of constructing a chain to ensure a certain invariant distribution. General
techniques used for this purpose are presented in the next section.

2.1.2

Markov Chain Monte Carlo

The last section already outlined how samples can be generated by running a
Markov Chain for some time and then either using the last state as one sample point or the complete sequence as a sample. The main problem is then
to design chains having an invariant distribution equal to the probability:

P 0 (x) =

P (x)
Z

(2.20)

where P is the function of interest.
It is generally required to do this without having to compute the normalization constant Z. Finding Z is generally intractable. If it is necessary
to compute this value, then the whole point of sampling approaches would
be defeated.
It is also very important that the current state can be used very well
in generating the next one. If it is possible to sample efficiently by always
making independent proposals, then there would be little reason to use the
MCMC approach. Instead one could use some technique like importance
sampling [63]. The Markov Chain structure makes it possible to use the
previous state in order to create the next one and once a state of high weight
according to P 0 has been reached, its vicinity can be explored in order to
generate a good sample. Note that a state with high weight according to
P 0 should be present frequently in any sample and therefore this movement
close to good previous states is desirable.
Moving between different optima of the function P is another necessity
in order to create a sample that actually represents the desired function well.
This may be hindered by too local moves of the Markov Chain. All these
things need to be considered in the creation of chains later in this thesis.
This section is primarily concerned with general principles which can be
used to design Markov Chains with the correct invariant distributions.
The first technique is based on the concept of detailed balance.
Definition 7 (Detailed Balance). Let M = hS, pi be a Markov Chain and
let P : S → R+ be a function with:
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X

P (s) = 1

(2.21)

s∈S

then M is said to be in detailed balance with respect to P if it is true for
any pair of states i, j from S that:

P (i)p(i, j) = P (j)p(j, i)

(2.22)

When a chain is in detailed balance with respect to a distribution P then
this implies that P is an invariant distribution:
P p(s0 ) =

X

P (s)p(s, s0 )

(2.23)

P (s0 )p(s0 , s)

(2.24)

s∈S

=

X
s∈S

= P (s0 )

X

p(s0 , s)

(2.25)

s∈S

= P (s0 )

(2.26)

Because detailed balance can be used to ensure any desired invariant
distribution, it is often used in the design of MCMC schemes. By making
use of the Metropolis-Hastings rule [40, 64, 63] detailed balance is easily
ensured. The rule is based on using a proposal function that generates a
possible next state. This function can take into consideration the current
state and therefore qs will denote the proposal function for the state s. Once
a new state s0 has been proposed an accept/reject ratio is computed that
ensures detailed balance. Then a random number is generated uniformly in
the interval (0, 1). If the number is greater than the ratio, then the old state
is simply returned as the next step in the sequence, a role otherwise taken
by the proposal. This accept/reject ratio is defined by:


qs0 (s)P 0 (s0 )
min 1,
qs (s0 )P 0 (s)

(2.27)

Proving that this does indeed ensure detailed balance is left to the reader,
who may also find more information on the algorithm by consulting any of
the typical references such as the book by Gamerman and Lopez [40]. Note
that the ratio increases as the new state becomes more likely. It is therefore
desirable to propose the next state in the sequence by making some slight
modification to the old state so that the value of P 0 does not change to
much. When sampling is done on vectors, then this can usually be done
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by adding a small random vector to the current one. In this thesis the
problem of small changes becomes more complex since the objects sampled
are dependency trees and not simple vectors. This explains the need to
design more complicated algorithms later in this thesis.
Note that any normalization factor for the function P 0 could be dropped
from the computation of the Metropolis-Hastings ratio since the function is
used twice in the formula. It is often possible to drop a large number of terms
in this ratio. This makes MCMC based on the accept/reject step especially
useful for Bayesian Inference [63]. It is used in section 5 to sample a weight
function defined for a complete corpus by only keeping a small amount of
counts from the rest of the corpus and inspecting a single sentence.
When a structure is sampled that involves a large number of variables,
such as all the dependency annotations for a complete corpus, then it is
possible to sample the variables by dividing them into blocks and then reassigning each block in turn. This is correct if the sampling step for each
block preserves the correct invariant distribution since the sampling of the
variables can be seen as a combined sampling step that corresponds to multiplying all the involved transition functions. As stated before, this preserves
the correct invariance. Later algorithms are designed to sample corpora and
single dependency structures one head assignment at a time.
An approach to MCMC sampling that combines insights from the MetropolisHastings approach and the fact that variables can be sampled block by
block is the so called Gibbs sampler [46, 40]. Given a probability function
P 0 (b1 , b2 . . . , bn ) defined over blocks of variables, the Gibbs technique consists of iterating over all the blocks in turn and resetting block bm according
to P 0 (bm |b1 , b2 . . . , bm−1 , bm+1 , . . . , bn ). This can be very complicated but
for this thesis the following approach is sufficient. If the variables can be divided into blocks small enough to list all possible settings then a new setting
can be chosen according to their relative weight. It is once again possible to
drop a large number of factors when only relative weights are necessary.
In the remainder of this thesis Gibbs like sampling approaches divide
their steps between the different word positions in a sentence. When a
complete corpus is sampled in section 5 a similar approach is taken. Every sentence is sampled one by one using the dependency tree algorithms
presented in the thesis.

2.2

Dependency

In this section the basic concepts of dependency trees will be presented.
These are often couched in the context of graph theory. Since introducing
graph theoretic notions would further extend the size of this thesis, this section simply works with the few concepts it needs and introduces them step
by step. While the notation might be slightly different from the standard,
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it should mostly be consistent with the introduction to dependency parsing
given by Kübler et. al.[59] The first definition will concern the basis of processing sequential information, which is a task in most of Natural Language
Processing where it is usually necessary to assign some underlying structure
to linear sequences of words. A word will by any sequence of symbols with a
well defined beginning and end. Since we do not care about things like morphology [54, 5] in this thesis there, is no importance placed on the internal
structure of words and in examples numbers or single letters will sometimes
be used.
Definition 8 (Sentences, Word Positions and the Artificial Root). Any
sequence of words s = w1 , . . . , wn , r will be called a sentence from here on.
It is assumed that at the end of every sentence there is a special word r that
is not actually part of the sequence, but is instead used in order to unify
certain notational issues. This word will be called the artificial root node or
artificial root for short. Each word is assigned a word position. The position
of word w1 is 1, for w2 it is 2 and so on. The position of the artificial root
node is n + 1. The artificial root node for the sentence s is denoted by rs
The artificial root node will later be used to fix some other concepts.
Note that its placement at the right of the sentence is fairly arbitrary and
will not play any role in the investigation. The next step in the definition
is the concept of dependency structures. Note that sometimes words and
nodes are used interchangeably since the words are nodes in the directed
graph structures described next.
Definition 9 (Dependency Structures). Let s = w1 , . . . , wn , r be some sentence and pos = {i|1 ≤ i ≤ n + 1} be the set of word positions. The pair
hs, hi, with h : pos → pos a function that maps word positions other to word
positions, is called a dependency structure. In order to simplify presentation
later on, it will be assumed that h(n + 1) = n + 1 i.e. the the position of the
artificial root is mapped to itself. If h(i) = j then it is said that the word
in position j is the head of the word in position i and the word in position
i is the child of the word in position j. Every word in a position i such
that h(i) = n + 1, which is not the artificial root node, is called a root of
the dependency structure. Note that the head assignment function basically
defines a directed graph. If it is true that either h(i) = j or h(j) = i, then
it is said that there is an edge between both words.
Two remarks need to be made with respect to these definitions. Care
should be taken not to confuse a root node and the artificial root node.
Both concepts are given similar names in order to be closer to established
nomenclature but they are distinguished from here on. The concept of a head
is an important one in the theory of dependency grammar. Basically it is
assumed that a head gives a word a “licence” that makes it grammatical
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in the sentence. It is assumed that heads provide some kind of semantic
frame which their children specify further so that a complete meaning can
be expressed. More information on this and a number of references can be
found in the books by Bender [5], Kübler et. al. [59] and Fromkin et. al.
[39]. This idea also accounts for the importance of dependency structures
in Natural Language Processing. The second remark is that these simple,
unrestricted structures would be very easy to sample from and have indeed
been used as the basis for sampling algorithms [78, 12]. They do not include
any real constraints and if they are represented by a simple vector of the
head positions, then they are easily sampled with a Gibbs sampler.
It is generally assumed that the dependency structures have some internal hierarchy. This means that the complete sentence has some general
structure assigned by one or a few words, one of them usually a verb, and
that the structure is then extended in some fashion that may include a version of recursion. If such internal structure is required, then this can make
sampling much harder. The necessary definitions are given next.
Definition 10 (Closure of Head Assignment Function and Dependency
Trees). Let hs, hi be a dependency structure. The closure of the head assignment function h is a relation instead of a function and denoted by hc .
It complies with:
h(i) = j → hi, ji ∈ hc
c

h(i) = j ∧ hj, ki ∈ h

→ hi, ki ∈ h

c

(2.28)
(2.29)

hs, hi is called a dependency tree if there is no word position i such that
hi, ii ∈ hc . The set of all head assignment functions h0 for the sentence s
that would result in a valid dependency tree is denoted Hs . If hi, ji ∈ hc then
it is said that i is a descendant of j and j is an ancestor if i.
Dependency trees are actual trees in the graph theoretic sense. They
are of great interest because they express the already mentioned preference
for an internal hierarchy and they greatly restrict the number of possible
settings. They also express the very natural idea that a word should not
semantically modify itself or be the reason for its own grammaticality. One
example for a dependency tree is given in figure 2.3. In general edges are
drawn pointing from a head to its children.
Another interesting restriction is that to single roots. The constraint
once again reduces the number of possible dependency structures and also
expresses a general linguistic idea. The idea is that there is a single word
that introduces the theme of the sentence. The restriction is also used as a
tool to guide the learning of dependency trees in chapter 5.
Definition 11 (Single Rooted Dependency Tree). A dependency tree is
called Single Rooted if there is only a single word that has the artificial root
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The janitor cleaned the dirty bathroom ROOT
Figure 2.3: An example of a dependency tree.
node as its head. The set of all head assignment functions for a sentence s
resulting in a single rooted tree is denoted by Hssingle .
There is a general tendency of words to be connected to form consecutive
sequences in the sentence. This is expressed through the concept of projective trees. Dependency trees in a corpus, annotated by linguistic experts
usually are either projective or are very close to being projective [59, 84].
This can once again be exploited to guide dependency learning and reduce
the number of possible structures.
Definition 12 (Crossing Edges and Projective Trees). Assume that there
is an edge e between the words in position i and j and another called e0
between the positions k and l. e and e0 are said to be crossing edges if it is
true that one edge points between the other, in other words if the positions
can be ordered such that e1 < e01 < e2 < e02 ∨ e01 < e1 < e02 < e2 were e1
and e2 are either i or j and e01 and e02 are either k or l. If a dependency
tree hs, hi has no crossing edges, then it is called projective. A crossing
edge is also called a non-projective edge. The set of all head assignments
leading to projective trees for a sentence s is denoted by Hsprojective . The set
of all assignments that lead to single rooted, projective trees is denoted by
Hsprojective+single . Note that edges between the artificial root and other words
are also candidates for crossing edges.
Note that this results in very strong and complex relationships between
the edges within a tree. If two words are connected by an edge then the
words in between them only have a very restricted choice of heads. In figure
2.4 this is illustrated. The only way that the given dependency tree can
be completed to create a projective structure would be to assign “janitor”
either the head “The” to its left, or the head “cleaned” to its right. This
also explains why it may be helpful for learning to demand that there are
no crossing edges. The possible choices that can be made once a few heads
are decided on are often strongly limited.
It should also be clear why it is hard to sample only projective trees, at
least as long as the dependency structures are supposed to be changed by
many subsequent small changes. The following chapters will show that this
is actually possible without any clever re-parametrization of the problem
[67].
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The janitor cleaned the dirty bathroom ROOT
Figure 2.4: An example of how the restriction to projective dependency
trees can limit the possible heads for a word.
This very short introduction to the concepts of dependency is actually
all that will be needed in this thesis. The interested reader is encouraged to
consult the references mentioned in the text.
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Chapter 3

Sampling Dependency Trees
with Markov Chain Monte
Carlo
3.1

Introduction

This chapter presents MCMC methods for the principled sampling of dependency trees. In section 3.3 some simple algorithms are developed that
handle the sampling of dependency trees with very little implementation
effort. This raises the question why it would be necessary to focus a lot of
attention on the sampling of dependency trees. The answer is twofold. The
first point is the idea that a single sampler will not perform well for all possible distributions over dependency trees. For each distribution there will be
samplers likely to get “stuck” in local modes. Other samplers will be able to
move from mode to mode more easily. Different samplers will also have different requirements in the amount of computational resources they require1 .
The second and more interesting reason for developing more sophisticated
approaches to sampling is an interest to introduce structural restrictions into
a sampling process. One example for this is restricting sampled trees to be
projective. These restrictions can be helpful in the induction of dependency
trees since they allow for the incorporation of linguistic knowledge that may
guide a learning process [69, 106, 101]. Later it is also shown that restricting the explored set can aide an MCMC process substantially. But when
only trees with a certain restriction are allowed, then this could undermine
the convergence of samplers. In chapter 2 it was seen that irreducibility is
necessary to ensure convergence. If the trees to be sampled are severely restricted, then irreducibility becomes harder to establish. Constraints could
also make the problem of “getting stuck” more pronounced. This means that
1
The algorithms developed here generally differ in the amount of time that is required,
while the amount of memory will be similar up to constant factors
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it is interesting to explore algorithms that deal with all manner of structural
restrictions. Even though only two constraints are considered in this thesis,
solving them provides insight that can inspire techniques for dealing with
other types of constraints. Specifically these restrictions are to projective
and single rooted trees. For every problem some alternatives are discussed.
They differ in the way they explore the search space and in the resources
they require. The following sections give an discussion of the state of the is
and the different algorithms. Before this is done a short discussion of the
two structural restrictions is given.
There is an important divide in the research on algorithms for dependency structures [59]. One line of investigation focuses on unrestricted dependency trees. Algorithms in this setting are usually only feasible under
strong independence assumptions [74, 92]. Another group of contributions
is focused on working with projective dependency trees. Recall that such a
tree has no crossing edges. This second line of research is interesting because
the added constraint tends to make estimation and optimization problems
easier to solve by dynamic programming [32]. Previous research has shown
the “amount” of non-protectiveness in a corpus of annotated sentences to
usually be fairly moderate[84]. This means that at most a few of the edges
for every parse tree will cross. It would be natural to take this as basis
for the hypothesis that restricting machine learning algorithms to projective
trees could be helpful. In fact a great deal of the literature on the unsupervised learning of dependency trees has made use of precisely this restriction
[57, 22, 102, 110, 45]. At the same time there are algorithmic problems
that can be more efficiently solved when the set of admissible solutions is
extended to include non-projective dependency structures. Finding an optimal unrestricted dependency tree can be achieved in quadratic time if the
weight of each tree can be calculated by multiplying weights assigned to
single edges [73, 74]. In this scenario it is said that the weight is edge factored. Solving the optimization problem for trees that are not edge factored
is usually much NP-hard [74]. Algorithms that only consider projective trees
can handle more complex weight definitions. It can be concluded that there
is no option that is universally more efficient. The best choice depends on
the intended application. A similar statement concerning projective and
non-projective dependency trees could be made with regard to the quality
of the dependency parsing results that are achieved in the literature. Two
of the most well known dependency parsers are the MST parser and the
Malt parser [75]. They have performed very well in shared tasks. The MST
parser is a non-projective dependency parsers that requires weights to factor
along the edges. The Malt parser is based on projective dependency parsing
and constructs the parse tree step by step in a type of greedy search. Since
both approaches seem to have a number of benefits it seems reasonable to
investigate them both in this work.
This thesis also introduces global sampling steps. One of the two pre-
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sented methods is geared towards a specific setting: For the case in which
trees are not restricted to projective structures a MCMC algorithm is given
which is able to change most of the edges in a tree at the same time. This
requires the ability to derive an edge factored distribution which approximates the distribution of interest sufficiently well. “Sufficiently well” is
of course defined by the performance desired. There are some very simple
algorithms that can be employed to propose a tree from from such an approximation. The drawback of the algorithm is its inability to deal with
structural restrictions to the dependency trees.
This thesis will also develop a general algorithm which can quite gracefully deal with all types of structural restrictions. This is done by extending
the idea of greedy processing in a way that allows for correct MCMC sampling. The algorithm also makes use of an approximation to the weight
function. Which approximation is simpler to construct will depend on the
the model used. The algorithm can also be adapted arbitrarily to any function since there is no requirement for edge factoring.
All algorithms developed here do not require more resources than a simple Gibbs sampler, up to a constant factor. This can be seen by comparison
to the Gibbs techniques developed for both the projective and non-projective
application scenarios. One hopes for the global algorithms to have a simple
advantage over the local version: being able to make “greater” steps in the
space of possible parse trees and escape local optima. Finally some very
simple algorithms, based on uniformly changing edges in a dependency tree,
are presented for projective and non-projective dependency parsing. These
algorithms have the benefit of using a small amount of computational resources in every sampling step. At the same time they may take a larger
number of steps in order to correctly estimate values of interest.
Aside from the projective/non-projective divide, the second structural
restriction considered in this section is sampling with only a single child for
the artificial root node. This problem is interesting for the prediction of
dependency trees since it makes the definition of models simpler, especially
in an unsupervised setting. Without this restriction the degenerate case of
all words attaching to the artificial root could easily occur for many models.
This happens because the artificial root is present in every sentence and
models will often rely on frequent co-occurrence between a potential head
and child in order to score a possible dependency tree. In research by Brody
[12] exactly this problem occurred and had to be handled by parameter tuning. Research by Mareček and Žabokrtský [69] on unsupervised dependency
parsing suggested the single root constraint as a way to deal with this problem. It is also true that a single root per sentence is a good heuristic in short
sentences. Consider the corpora from the 2012 PASCAL challenge on unsupervised dependency parsing, which are discussed in chapter 5. Figure 3.1
shows that once a corpus has been reduced by removing punctuation and
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only using sentences of length 10 or less2 , the majority of sentences only
have a single root. Only for Dutch and Slovene have comparable numbers
for multiply and single rooted sentences. Using such a reduced version of a
corpus is a very frequent setting for the evaluation of unsupervised learning
for dependency parsing. Not allowing for more than one node to attach to
the artificial root also implies the salient guideline that most words in a sentences should have a head with actual syntactic and semantic content. Aside
from these reasons there is also the fact that this is one instance of a more
general problem. The way it is solved is basically through an “exchange” of
edges. This mean that any constraint of the form “there must be x edges of
type y” could be handled this way. While no additional restrictions are considered here, the research is essentially a basis to incorporate many other
restrictions without sacrificing irreducibility. Thanks to the very general
formulation of the Metropolis-Hastings approach it is possible to deal with
nearly all distributions that one may come up with as long as it is possible to
“efficiently” compute the value of the weight function for single trees up to
a normalization constant. This means that establishing irreducibility and
generating good proposals are the two main topics that need to be dealt
with. Making it easy to solve the former for dependency trees is one of the
main topics of this work.
The remainder of this chapter is structured as follows. A review of
the state of the art is given in section 3.2. There has been some initial
research in the field, but some very interesting problems are still left to
be solved. Section 3.2 also discusses some of the alternative algorithms for
computing expectations and other features of distributions over dependency
trees. Section 3.3 starts with the introduction of simple Gibbs style and
uniform samplers that can be used as an out of the box solution for MCMC
on dependency trees. These are extended with larger steps in section 3.4.
In the subsection 3.4.1 an algorithm is introduced that makes use of an
approximate distribution to potentially change most of the dependencies
in a sentence at the same time. This algorithm results from work on the
sampling of spanning trees done by Wilson [117]. A technique for greedily
constructing new proposals is given in subsection 3.4.2. The two constraints
that this work is concerned with are discussed in subsections 3.3.3 and 3.3.4.

3.2

State of the Art

The main goal of this section is to introduce some of the existing research on
the sampling of dependency annotation. Since subsequent chapters introduce alternative approaches to this problem it is only natural to discuss some
of the advantages and shortcomings of the older algorithms. This includes
the types of distributions for which the different samplers are intended as
2

A setting explained in more detail in chapter 5.
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Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish
Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish

Sentences in Test Set
489
409
154
4970
73
158
134
Sentences in Development Set
453
319
325
4830
67
221
80
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Single Rooted
444
361
96
4970
73
93
134
Single Rooted
384
292
290
4830
67
132
80

Multiply Rooted
45
48
58
0
0
65
0
Multiply Rooted
69
27
35
0
0
89
0

Figure 3.1: This table gives the number of sentences in each of the length
ten, punctuation reduced corpora derived from the Workshop on Induction
of Linguistic Structures datasets, as introduced in chapter 5. The table also
gives the number of sentences in these corpora with only have a single word
attached at the artificial root node and with multiple words attached in this
way. An annotated set of test and development sentences are included in
the dataset and the figures are split accordingly. Note that the original sets
were balanced in size before the sentence length reduction was applied.
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well as their demands in terms of computational resources.
The oldest reference using MCMC to approximate probability distributions over dependency trees, to the knowledge of the author, is the work by
Nakagawa [78]. In it Gibbs sampling is used with very little remarks made
about the actual sampling algorithm. Some information can be gleaned from
the features used. The weighting scheme makes use of binary features indicating whether a dependency structure is acyclic and features that indicate
whether the tree is projective or not. This suggest that the sampler operates
only on the head assignments for words and that these can always be set
to any other position in the sentence, regardless of whether this forms a dependency tree or not. This could mean that sampling operates on the more
general concept of a dependency structure. Therefore solving the problem
with a Gibbs sampler becomes trivial. The sampling can proceed by iterating over the words in a sentence or in a complete corpus. The head variable
of a word is then re-sampled by calculating the un-normalized weight for
every possible head in the sentence and constructing a multinomial. From
this multinomial a new head can be drawn. While this approach would be
very easy to implement, it has the obvious drawback of not making much use
of any linguistically motivated structure for dependencies. Ignoring structures that do not constitute trees has the potential to increase the speed
with which the space of possible assignments can be explored. A potential
that is not exploited by this simple sampler. In the subsequent sections it
will be seen that this is a simple problem to fix. It will also be argued that
it is easy to decide during each sampling step which assignments do form
a tree and which do not. This work elaborates on the simple approach by
establishing correctness even for restricted structures, showing how checking
for treeness can be completely avoided and, in later chapters, attempting an
investigation into the effectiveness of the approach.
A more detailed discussion of the sampling problem is given by Mareček
and Žabokrtský [69]. For their investigation they also make use of the “simple” Gibbs sampler discussed before. The underlying structure they use are
dependency structures. For each word a new head is sampled in turn without
regard for whether this does result in a valid dependency tree. They extend
the approach of Nakagawa [78] by ensuring that the structures that are sampled have a single word attached at the artificial root and form trees. This
is done by checking whether a dependency assignments conforms with these
constraints after each unrestricted Gibbs sampling step. If the head choices
form a dependency tree and have only a single node attached at the artificial
root, then sampling proceeds normally, otherwise Mareček and Žabokrtský
[69] tackle this problem by using an additional step. Whenever a cycle is
created, one of the nodes in the cycle is chosen and immediately re-sampled,
this time with the constraint that the resulting structure must be acyclic.
The same is done in case the single root constraint is violated. One of the
violating nodes is selected and re-sampled under the restriction that the
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resulting structure may only have a single root. Mareček and Žabokrtský
[69] do not provide a proof of the correctness of the sampler. The algorithm
looks like a standard Gibbs sampler at a first glance but there are basically
two different weight functions used during sampling. One assigns weight to
ill formed structures, while the other gives zero weight to them. This mixing
of distributions would make a proof desirable. The algorithm also requires
that it is checked after each step whether the resulting structure forms a
tree. As stated already, it is just as easy to ensure that only correct structures are considered without checking, at least as long as a head by head
approach is taken. The algorithm by Mareček and Žabokrtský [69] also has
the problem that weight has to be assigned to the multiply rooted structures
to ensure irreducibility. This might not be in the interest of the designer of
a model. If a weight function is based on using a single, identifiable root,
then it would be necessary to come up with some form of smoothing. This
smoothing would be non-trivial since it would have to be strong enough to
occasionally allow for words to be attached at the artificial root and make
an exchange possible, while also not leading to the overly frequent creation
of those attachments. The idea of sampling single rooted structures is taken
up here and special “root sampling steps” are developed that do not require
any illegal intermediate structures and are argued to be just as powerful as
the immediate restricted re-sampling step.
In reviewing the sampling of non-projective dependency trees there seems
to be a lack of any approach that only explores valid dependency trees and
is provably convergent. This is a field that could still use some attention
and it is one contribution of this work to provide multiple provably correct
samplers for non-projective dependency trees.
There is a larger body of work that deals with the sampling of projective
structures in contrast to the unrestricted problem discussed so far. Many
of the approaches are based on sampling from a chart that has been constructed using an approximate distribution. The technique is based on a
scheme introduced for constituency structures by Chappelier and Rajman
[17]. They proposed this technique to deal with optimization in a Data Oriented Parsing setting [9]. The algorithm was employed in an unsupervised
learning setting by Johnson et. al. [56]. The approach can be extended to
dependency parsing by using the chart construction algorithm introduced
by Eisner [32, 115, 68] or by using a projection from constituency trees to
dependency trees [8]. Since the algorithm relies on dynamic programming
over sub-spans of the sentence, it has only been applied to projective problems. It is implemented as follows. An item chart for increasingly larger
spans in the sentence is constructed for an approximate distribution with
independence features well suited for dynamic programming. This is usually
done in the style of the Eisner algorithm or the CYK algorithm [119]. There
is a difference in runtime and capabilities between the the Eisner algorithm
[32] and algorithms based on using constituency trees and a projection. The
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Eisner algorithm is faster, but assumes that edges on either side of a head
are independent. The complete chart can be used to derive expectations
for every possible head assignment a word may have, similar to the way
constituent expectations are computed in the Inside-Outside algorithm [61]
or transition expectations in the Forward-Backward algorithm [4]. The simplest way to use this3 is to draw a head for the first word according to this
expectation, then use the expectations given the first choice4 for the assignment of the second word and so on until a complete dependency structure
is drawn. Since the chart contains the probabilities of trees according to
the approximate distribution, trees are proposed accordingly. This means
that a good approximate distribution proposes trees with probability close
to proportional to their actual weight. It is also be easy to compute the
probability prop(t) with which a tree t is proposed by simply checking the
chart. Therefore it is very straightforward to use the Metropolis-Hastings
rule with the acceptance probability given by:
pa (t0 |t) =

prop(t)p(t0 )
prop(t0 )p(t)

(3.1)

The approach has two main drawbacks. The first is the fact that even the
most efficient of the dynamic programming based approaches for projective
dependency trees, Eisners algorithm, has a running time in O(n3 ) were
n is the number of words in the sentence. The second is the fact that
it is necessary to design an approximate distribution conforming with the
independence assumptions the dynamic programming algorithms make. It is
of course always possible to reduce the independence assumptions by using
a more complex dynamic programming algorithm. The clear advantage of
the technique is the fact that it can sample from almost exactly the desired
distribution, if a good approximation can be found. Sampling from a chart
also has the advantage of being the most feasible solution to the problem
of global sampling steps. A good approximate distribution means that the
whole tree can be reset in a single step and there is still a good chance
of accepting the new proposal. For this reason ideas are explored when
global steps are proposed in this thesis. The first is an extension of the
paradigm to non-projective trees. The foundation of the second is already
laid in the way the chart sampling was presented here. It considers using
some auxiliary distribution to construct a complete dependency parse step
by step, resulting in a generalization that allows for the use of charts or any
other distribution for this task. The step by step version makes it possible
to consider ever more information when the tree is constructed.
In another paper by Mareček and Žabokrtský [70] and also in the thesis
of Marečcek [67] an additional approach was introduced. Like some of the
3
4

Actual implementations may vary in the order in which edges are created
Usually also easily derived from the chart.
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techniques based on constructing a chart of possible solutions, this approach
relies on the fact that a projective dependency parse can be mapped to a
constituency tree. The mapping they use is illustrated in figure 3.2. For each
word there is one constituent that directly subsumes this it. For some word
w call this constituent cw . cw directly subsumes the constituent cw0 for all
words w0 which are children of w in the dependency tree. Sampling is then
implemented by removing single constituents and doing a Gibbs sampling
step over all the possible ways a new constituent could be added. In other
words this means that one of the children of a word can become its head
and/or both exchange children. While this method does not require any
auxiliary distribution, it is quite possible that this algorithm can become
stuck in a local optimum just like any other local approach. This is particularly problematic since the number of function evaluations that is done
for re-sampling a single word is in O(n2 ) were n is the number of words in
a sentence. To see that this is the case consider a completely flat dependency tree in which all words are children of a single root node. When a
word other than that root is sampled then any span of words in the sentence would correspond to a possible new solution. The number of spans
is in O(n2 ) meaning that re-sampling the complete tree by re-assigning the
span for each word may need a number of evaluations in O(n3 ). Thereby
easily leading to a runtime that is much worse than the time used by the
chart based approach because the O(n3 ) evaluations used by the chart based
approach are usually made from a much simpler function. Because of this
high price, this sampler is not consider further.
As far a the sampling of projective trees is concerned the following statement could be made: if there is a good approximate distribution that can
be easily used in a dynamic programming based approach, then this can
lead to a sampler that converges very fast and is not very prone to being
stuck in local modes. The latter being the case since a completely new tree
is constructed each time a sampling step is taken. If there is no way to
construct a good approximation, then the algorithm based on charts may
perform just as bad as proposing trees uniformly at random. The approach
by Marečcek [67] is not dependent on any approximation, but it may require more runtime and could become stuck in a local optimum since it only
changes a few of the heads at a time. Note that the fact that it is possible
to map dependency structures to constituency structures would also make
it possible to employ alternative approaches to the sampling of constituency
trees to dependencies. One example for such an approach would be the algorithm introduced by Chung et. al. [20] that samples constituency trees
based on a hyper-graph representation. Another is the algorithm by Zhai
et. al [120] that relies on “flipping” constituents in a binary tree. At the
same time it is required to not distort the original distribution by allowing
more representations for one dependency tree than for another. If this is
not considered then it could easily be problematic because of the fact that
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Figure 3.2: Mapping dependency trees to constituency trees: An illustration of the projective dependency MCMC algorithm presented by Mareček
and Žabokrtský [70]. The given constituency parse tree is an alternative
representation of the dependency parse tree. More details are discussed in
the text.
dependency trees may be mapped to different numbers of constituency trees
[5]. Since the direct development of samplers for dependencies seems more
promising than piggybacking on other structures, this line of investigation
is not followed further.
It should be kept in mind that it is always possible to combine existing
MCMC schemes into a new, more complex sampler. Therefore it would
be misleading to consider the different approaches as alternatives excluding
each other. All the research presented here is intended to extend and refine
a tool kit instead of replacing it.

3.3

Basic Algorithms for the Sampling of Dependency Trees

It is natural to start the investigation into MCMC algorithms for dependency trees by developing schemes using as little additional information as
possible. It is necessary to come up with a number of techniques ensuring the
validity of structures. Those techniques are also useful for more demanding approaches. But first some assumptions about the way the sampling
algorithms behave should be made clear.
It is assumed necessary to inspect a complete dependency tree in order to
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derive the weight it has. Since weights are generally only needed up to some
shared factor, some models may make it possible to compute the necessary
values by simply inspecting a portion of the dependency tree. This could be
especially true if only a single edge is changed. These specific optimizations
are not considered here, since the main goal is to develop algorithms which
can be used for a large range of models. This consideration also goes the
other way. While all the samplers are presented here in the context of single
trees, they can obviously be used for inference with whole corpora by applying them to different sentences in turn. This follows from the preservation of
an invariant distribution under multiplication. The weight function for each
tree would then be the weight for the complete corpus with the assumption
that it is possible to derive the necessary relative weights from an inspection
of the tree in question and some statistics summarizing the current state of
hidden variables in the remainder of the corpus. If deriving the necessary
relative weight requires iterating through the complete corpus, then it would
most likely be necessary to update a larger number of structures at the same
time or use completely different approximation techniques, because iterating over the complete corpus to sample a single edge seems excessive. While
the assumption is made that it is only necessary to inspect at most a small
number of sentences and some general statistics, this does not imply that the
evaluation of the weight is necessarily fast and generally evaluations of the
objective function will dominate the computation. The number of function
evaluations that need to be made before a sampler converges is therefore
a good indicator of the runtime properties the algorithm will have. The
weight function or some auxiliary version of it are also usually called in the
innermost loop of any algorithm. This means that the number of calls to
this function indicates the general runtime of a MCMC scheme. Because of
this the efficiency of the algorithms is generally measured by the number of
function evaluations they require. With this initial explanation out of the
way, the first step is developing tools that ensure that a sampled dependency
assignment is always a tree. This can then be extended in order to ensure
other constraints. Since a head by head approach is taken initially, this
reduces to making sure that the proposed heads are viable. The technique
can then be used in global steps to ensure the same during the construction
of a tree.

3.3.1

Ensuring Treeness and Other Constraints

This section presents a number of algorithms used repeatedly to ensure that
the dependency structures conform to certain constraints. There are two
ways that such restrictions could be enforced. The first would be to “simply” consider any structure and reject those that do not follow the desired
constraint. One way of doing this would be to simply set the weight for
those non-conforming assignments to 0 and let the accept/reject step of the
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Metropolis-Hastings approach do the rest. This implies testing each proposed assignment individually for whether it is admissible. Consider this in
the setting of a Gibbs sampler that attempts to re-assign the head for every
word in the corpus. This sampler would calculate the weight for every possible position to be the head for the word that is currently being re-assigned.
If every calculation needs to check the complete graph in order to ensure a
constraint like the restriction to trees, then this implies a cubic number of
steps devoted to checking for every sweep over the complete sentence. As
stated before, it will be assumed that the evaluation of the weight function
dominates the runtime of all samplers, but it could still be helpful to develop a more efficient approach to ensuring constraints. Not considering any
structures that violate relevant constraints is another approach for ensuring
restrictions. This technique is the one used here. It means that the constraints become part of the sampling algorithm themselves instead of being
expressed in the form of the weight function. This does carry with it the
possibility for better performance. Especially since the number of settings
inspected is potentially reduced. In order to design algorithms that only
propose valid structures, it is necessary to compute the viable heads for a
word given a set of other head assignments. Since some of the algorithms
introduced later make use of incomplete head assignments, i.e. assignments
in which no head is designated for some words, the algorithms presented
here need to be able to deal with this type of assignments. This subsection
concerns itself with algorithms that compute viable candidate heads. Later
subsections use these candidates to derive complete samplers and show that
these samplers are correct.
The most basic requirements for a sampler of dependency trees is that it
actually samples dependency trees, i.e. that the head assignments proposed
actually correspond to tree graphs. It is generally assumed that the starting point for sampling is either a valid dependency tree or an incomplete
assignment that can be extended in order to generate a dependency tree.
In the incomplete case this implies that there are no loops in the structure
generated so far. With this simple assumption it is possible to compute all
the viable head candidates for a word in linear time. This can be achieved
quite easily by using algorithm 1. The algorithm simply finds all the words
that are descendants of the position for which a new head is chosen. Since
attaching the word to any of these would create a loop, they are excluded
as candidates. The algorithm given here uses an iterative, breadth-first
approach. It could just as easily be implemented by applying a recursive
and/or depth first approach. Note that finding the children of a position in
line 7 usually requires keeping track of the inverse of the head assignment
function. Keeping this inverse function and creating a list of possible heads
requires linear memory. Since the storing of any actual head function also
requires linear memory, this does not seem like a substantial extension of
the needed memory. Note that the positions in the List L are counted from
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0 and that the sentence length is assumed to not include the artificial root
node.
Algorithm 1 FindPossibleHeads(WordPosition p, IncompleteHeadAssignment h, SentenceLength l, ArtificalRootPosition r)
1: heads ← {n|0 < n ≤ l} ∪ {r}
2: L ← makeEmptyList
3: append p to L
4: i = 0
5: while i < length(L) do
6:
p0 ← ith entry of L
7:
for all p∗ ∈ {q|h(q) = p0 } do
8:
append p∗ to L
9:
heads ← heads − {p∗ }
10:
end for
11:
i←i+1
12: end while
13: return heads
Since dependency trees are the basic structure considered here, algorithm
1 can now be extended in order to allow for additional structural limitations.
The single root restriction is the first addition. Incorporating this constraint
into algorithm 1 is relatively straightforward. There are three possible cases.
If the word for which new heads are sampled is currently attached to the
artificial root node, then the only possible assignment for its head has to be
the artificial root node. Otherwise the head assignments would no longer
constitute a dependency tree, since all other heads must be children of the
root. If the node that is currently being sampled is not attached at the
artificial root, but some other node is, then the node being sampled cannot
attach at the artificial root without violating the the single root constraint.
If the node being sampled is not attached at the root but there is no other
node attached at the root5 then it should be possible to attach the node
at the root. This leads to algorithm 2. Note that, while this algorithm
will form the basis of sampling single rooted trees later in this chapter, it is
not sufficient to just compute the legal head assignments according to this
algorithm for each word and then choose one among them. The reason for
this is the fact that a sampler on this basis would never change the root
node that has been chosen. Additional steps ensuring that all possible trees
are sampled are introduced in subsections 3.3.3 and 3.3.4.
Ensuring that a tree is projective is somewhat more complex than ensuring that a tree only has a single root. For a given word position p and head
position p0 the easiest way of checking that using p as a head for p0 does
5

This will only occur in the more complex algorithms that construct a complete tree.
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Algorithm 2 FindPossibleHeadsSingleRoot(WordPosition p, IncompleteHeadAssignment h, SentenceLength l, ArtificalRootPosition r)
1: if h(p) = r then
2:
return {r}
3: end if
4: if ¬∃p0 ∈ {p∗ |1 ≤ p∗ ≤ l} : h(p0 ) = r then
5:
return FindPossibleHeads(p, h, l, r)
6: else
7:
return FindPossibleHeads(p, h, l, r)-r
8: end if
9: return heads

not violate the restriction to projective trees would be checking whether
the newly created edged would cross with any edges already in the dependency graph. This suggests a linear runtime for each head candidate and a
quadratic runtime for all the head candidates. It is possible to reduce this
runtime by considering all head candidates at once. In order to see how
this is done, two types of edges need to be kept in mind for every word
position. Consider the partial parse tree given in figure 3.3 and assume that
a new head is proposed for the word “illustration”. The positions 1, 7, 9
can not serve as heads. For 1 and 9 this is the case because of what is
called a cover-edge. If p is the position for which a new head is sampled,
then a cover edge connects a word to the left of p with one to the right of
p. The restrictions introduced by these edges are handled by iterating over
the head assignments in the sentence and keeping a minimum left position
and a maximum right position for all cover edges. This can be done in
linear time. The edge between position 6 and 8 rules out the use of 7 as
a head for “illustration”. Such edges which are completely to the left or
the right of the word for which a new head is proposed are referred to as
external-edges. These external-edges rule out all word positions as head for
which they would be cover-edges. Note that it is assumed that the edges
that are in the tree are all non-crossing. This means that there are no edges
for words between the ends of an external edged that point “outside” of the
nodes that constitute the external edge. Therefore considering these edges
can be avoided and this allows for selecting all viable head candidates for a
position in linear time.
Algorithm 3 shows the way the set of heads is restricted by cover-edges.
Algorithm 4 shows how head candidates can be ruled out due to external
edges. Both algorithms could still be extended with some minor tweaks,
but the form given here already achieves the desired linear running time
and any small improvements are dropped in favour of more clarity. Note
that the algorithm 4 only uses the rightmost external-edge in which a word
participates. This is done since all the other edges to the right would be
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cover-edge

external-edge

This is an illustration of different types of edges ROOT

Figure 3.3: An illustration of different edges that rule out possible heads in
a projective parse tree.
covered by this edged and need not be considered. All words that would be
removed due to other edges on the right would only remove the same head
candidates and drive the algorithm towards longer runtime. All words that
are covered by those edges cannot rule out heads outside the rightmost edge
since the tree is assumed to be projective. An illustration of this is given
by the edges in the first dependency tree in figure 3.4. The edged labelled 1
rules out a subset of the words ruled out by the edge labelled 2. Any edge
to the right of “this” that involves a position less than 6 would need to cross
edge 2 in order to rule out any heads that edge 2 would not also rule out.
To see why edges to the left of the position currently under consideration
do not need to be considered take the second tree in figure 3.4. The edge
labelled 3 covers the right children of the word at position 7 and is therefore
handled when position 1 is inspected. Every edge to the left of some word is
naturally to the right of the other word involved in the edge and therefore
these edges are handled at some step. Note that the set from which next is
derived in algorithm 4 may be empty and in this case next is taken to be ill
defined.
In order to derive a complete algorithm for finding head candidates restricted to projective trees, algorithms 3 and 4 need to be combined. This
is done by algorithm 5 which is relatively simple and reproduced here only
for completeness. The algorithm only combines the two previous techniques
and it would be very simply to come up with a solution that interweaves the
processing steps of the two parts in order to make everything more efficient.
Since this would have little benefit beyond complicating the presentation, it
will not be done here.
The single root constraint and the projective tree constraint do not rule
out each other and are in fact complementary. Therefore it is only natural that this work will consider using them in combination. A projective
version of the single root candidate technique is given in algorithm 6 for
completeness.
With the problem of finding head candidates out of the way, it is easy to
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Figure 3.4: An illustration of different edges used to explain algorithm 4.

Algorithm 3 FindCoverEdgeReduction(WordPosition p, IncompleteHeadAssignment h, SentenceLength l, ArtificalRootPosition r)
1: min ← 1
2: max ← l + 1
3: i ← 1
4: h(p) ← undefined
5: while i ≤ l do
6:
if h(i) is not defined then
7:
i←i+1
8:
else
9:
head = h(i)
10:
if i < p ∧ p < head then
11:
min ← max(min, i)
12:
max ← min(head, max)
13:
else
14:
if i > p ∧ p > head then
15:
min ← max(min, head)
16:
max ← min(i, max)
17:
end if
18:
end if
19:
i←i+1
20:
end if
21: end while
22: heads ← {i|min ≤ i ≤ max}
23: return heads
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Algorithm 4 FindExternalEdgeReduction(WordPosition p, IncompleteHeadAssignment h, SentenceLength l, ArtificalRootPosition r)
1: heads ← {i|1 ≤ i ≤ l}
2: i ← 1
3: h(p) ← undefined
4: while i < l do
5:
if h(i) is not defined then
6:
i←i+1
7:
else
8:
if i < p then
9:
next ← max {j|(h(j) = i ∨ h(i) = j) ∧ j < p ∧ j > i}
10:
else
11:
next ← max {j|(h(j) = i ∨ h(i) = j) ∧ j > i}
12:
end if
13:
if next is well defined then
14:
heads ← heads − {j|i < j < next}
15:
i ← next
16:
end if
17:
end if
18: end while
19: heads ← heads ∪ {r}
20: return heads

Algorithm 5 FindProjectiveHeadCandidates(WordPosition p, IncompleteHeadAssignment h, SentenceLength l, ArtificalRootPosition r)
1: heads ← FindCoverEdgeReduction(p, h, l, r)
2: heads ← heads∩ FindExternalEdgeReduction(p, h, l, r)
3: return heads

Algorithm 6 FindPossibleHeadsSingleRootProjective(WordPosition p, IncompleteHeadAssignment h, SentenceLength l, ArtificalRootPosition r)
1: if h(p) = r then
2:
return {r}
3: end if
4: if ¬∃p0 ∈ {p∗ |0 < p∗ ≤ l} : h(p0 ) = r then
5:
return FindProjectiveHeadCandidates(p, h, l, r)
6: else
7:
return FindProjectiveHeadCandidates(p, h, l, r)-r
8: end if
9: return heads
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derive some very simple MCMC algorithms for the sampling of dependency
trees. These are given and shown to be correct in the next subsections. This
includes a discussion on ways of dealing with single headed structures. Then
a section on more complex samplers follows

3.3.2

Gibbs and Metropolis-Hastings Samplers for Dependency Trees

This subsection will derive some samplers for dependency structures that
rely on some well known MCMC techniques. The first is a MetropolisHastings [40] approach to word by word sampling. This means that the
algorithm sweeps over the words in a sentence and samples the head for each
word in turn much in the way that a Gibbs sampler would. In contrast to a
Gibbs sampler that would consider all possible settings for each word, this
algorithm simply chooses one possible head uniformly at random. This may
seem much less efficient than considering all heads and then choosing one
proportional to the weight of the corresponding setting, but a large number
of evaluations can often be saved if most steps would produce no change
at all. In this scenario computing the weight of all possible settings is a
waste, if most settings are extremely unlikely to be chosen anyway. Another
setting in which the algorithm will perform well is a weight distribution that
is close to uniform. In such a setting the way the algorithm proposes new
heads is close to what a full Gibbs sampler would do. Before any further
discussion it will be helpful to actually present the sampler in question. As
stated before the algorithms presented here are intended for the sampling of
a single sentence. They can be combined into more complex samplers for a
complete corpus with techniques presented in section 2.1.2. The techniques
are presented as algorithms that change a given head assignment. MCMC
would then proceed by generating the samples s1 , s2 , . . . , sn by taking the
sample sn+1 to be the result of running the algorithm on sn . Algorithm 7
is the simplest approach presented in this work. Throughout it is assumed
that the target is a potentially un-normalized weight function P defined over
dependency trees.
The algorithm has the restriction that P has to put weight greater than
0 on all trees in order ensure convergence. This is the case since only one
edge is changed at every sampling in order to “reach” every other tree.
Note that it still has the advantage that no weight needs to be put on nontree structures6 . Later algorithms do not carry this restriction or allow for
certain weaker requirements. In fact it is later shown that it is possible for
the algorithm to work with a function that sets the weight for some trees to
0.
For each sampler that is presented in this work a proof is given that a
6

They are in fact never visited
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Algorithm 7 MHSampler(HeadAssignment h, Sentence s = hw1 , . . . , wn , ri,
WeightFunction P )
1: for i ∈ {k|1 ≤ k ≤ n} do
2:
heads ← FindPossibleHeads(i, h, n, r)
3:
j choose uniformly at random from heads
4:
pold ← P (s, h)
5:
h0 ← h
6:
h0 (i) ← j
7:
pnew ← P(s, h0 ) 
8:
p ← min 1, ppnew
old
9:
d ← U nif orm (0, 1)
10:
if d ≤ p then
11:
h ← h0
12:
end if
13: end for
14: return h
Markov Chain with the head assignments for a sentence for states and the
transition function given by the algorithm can be used to draw samples from
the desired distribution. The proofs will generally have the same structure.
Since algorithm 7 is relatively simple, proving the correctness of the algorithm will help introduce the central techniques that are used throughout.
Lemma 3 (Correctness of Algorithm 7). Let s be a sentence and P be a
weight function that assigns weight to the combination of the sentence and
and any head assignment function h ∈ Hs . It is Assumed that for any head
assignment function h ∈ Hs it is true that P (s, h) > 0. Construct a Markov
Chain M = hHs , pi. Here p(h, h0 ) is equal to the probability that algorithm
7 returns h0 when given h, s and P as input. M is irreducible, aperiodic
and has an invariant distribution equal to P (s, h) for any head assignment
function h ∈ Hs .
Proof. The simplest property to prove is the aperiodicity of the chain. This
follows from the fact that the algorithm 7 could potentially propose the
heads that are currently in the head assignment h. In this case the algorithm
returns the exact same head assignment it was given as input and the chain
stays in place. Note also that because of the acceptance ratio in step 8 all of
these proposals would be accepted. These proposals and the fact that the
chain is finite ensure the aperiodicity.
For irreducibility it is necessary to make use of the requirement that
P (s, h) > 0 everywhere. It is necessary to show that for every h ∈ H and
h0 ∈ H there is some n such that pn (h, h0 ) > 0. In fact this n is never
greater than 2. For every possible h it is possible to transition to the head
assignment hr that attaches every node to the artificial root node rHs . In
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other words hr (i) = rs for every word position i. This follows from the way
that potential head candidates are computed in algorithm 1. The artificial
root can always be chosen as a head for a word, since all possible trees have
weight greater than zero and there is always a greater than zero chance
that the the artificial head is accepted in step 11. After this the second
iteration step attaches each word to the head chosen for it in the assignment
h0 . For each position i the desired head j is either still attached to the
artificial root or is at least not a descendant of i. This is the case since j
can not be a descendant of i in h0 if h0 is actually a valid tree. This means
that j will be among the candidates proposed for i by algorithm 1. The
probability of accepting this proposal will always be greater than 0 because
of the requirements on the weight function.
The final statement that needs to be proven is that the chain has the
correct invariant distribution. This is shown by proving that each single step
in the iteration in line 1 preserves the invariant distribution. The desired
result then follows from the fact that the multiplication of all the transitions
functions preserves the invariant distribution. The invariant distribution
can be shown from the Metropolis-Hastings rule. The rule states that a
new state h0 is proposed according to the distribution q(h0 |h) and is then
accepted with probability:


q(h|h0 )P (s, h0 )
p(h |h) = min 1,
q(h0 |h)P (s, h)
0

(3.2)

The proposal distribution is uniform on all the heads that are returned
by algorithm 1. Since the heads returned are the same for h and h0 this
means that the terms q(h0 |h) and q(h|h0 ) cancel out and the acceptance
probability reduces to:
P (s, h0 )
p(h |h) = min 1,
P (s, h)
0




(3.3)

This is exactly the acceptance probability used in algorithm 7. The
invariance property follows.
Note that the aperiodicity is usually assured by some state being much
more probable than all other states and the sampler then stays in this state
for a number of steps. Note that the algorithm could be very inefficient
if there are a number of assignments that have high weight and that can
not be reached easily from each other by changing only a single dependency
assignment. It may also take a number of iterations to pick the “correct”
head for a word. However the number of evaluations in each iteration is
small and it is possible to exactly predict it if the number of words in the
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corpus is known. Which could be an advantage if there is only a limited
time budget that can be used for sampling. The amount of memory used is
linear for the head candidates that need to be stored and also for the two
head head assignment functions needed.
The extension of this simple sampler to a Gibbs like technique that takes
into consideration the weight of the different possible assignments before
making a proposal is a natural next step. This is done in algorithm 8.
The sampler does not choose the new head at random. Instead a function
is constructed in the loop in line 4 which is used to give information on
the proportional rate at which heads should be chosen. This means that
the sampler is basically a Gibbs sampler that is additionally restricted to
using only heads that preserve trees through the use of the algorithm 1.
The Sampler requires a larger number of function evaluations per iteration.
The sampler 7 would take exactly 2n function evaluations per iteration and
sentence. Here n is the length of the sentence for which dependencies are
picked. The number of function evaluations for the sampler 8 may require
a different number of evaluations depending on the structure of the head
assignment sampled. This is illustrated by the trees in 3.5. The upper
tree in that figure would require 1 evaluation to choose a new head for the
word in position 1. This is the case since the only possible head for the
position is the artificial root node. Two evaluations would be required for
the position 2. Since the possible heads are 1 and the artificial root. There
would be three evaluation for position 3 and so on. This example can be
extended to sentences of arbitrary length. Contrast this with the number
of evaluations that are required for the second tree in figure 3.5. For each
position other than 3 it is necessary to evaluate the objective function for 4
possible heads. These heads are the artificial root and the other positions
in the sentence. It can generally be said that the number of evaluations
for each run of the algorithm 8 are in O(n2 ). The memory needed is again
linear. Some additional memory is needed to store the function values.
If there is a great disparity between the weight of different head assignments then the Gibbs like sampler explores these faster in terms of iterations
than algorithm 7. The technique still has the problem of easily getting stuck
in local optima. This is reflected in that fact that the proof of correctness
for the sampler again requires that the weight function is greater than 0 everywhere. The intermediate trees required to get from one mode to another
could have very low probability. A MCMC approach that exchanges larger
portions of the tree at once would have a better chance to move quickly
through the sampling space but may also require more computations. Sampling two heads at once would already drive the number of function evaluations up to be in the order of O(n4 ), if every possible pair of assignments
is considered for every possible pair of positions that could have their heads
sampled.
The final step in the presentation of algorithm 8 is the proof of its cor-
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Algorithm 8 GibbsSampler(HeadAssignment
hw1 , . . . , wn , ri, WeightFunction P)
1: for i ∈ {k|1 ≤ k ≤ n} do
2:
heads ← FindPossibleHeads(i, h, n, r)
3:
h0 ← h
4:
for head ∈ heads do
5:
h0 (i) ← head
6:
q(head) = P (s, h0 )
7:
end for
8:
j choose at random proportional to q
9:
h(i) ← j
10: end for
11: return h

h,

Sentence

s

=

This is an illustration ROOT

This is an illustration ROOT
Figure 3.5: An illustration of different trees that lead to different required
numbers of function evaluations by algorithm 8.
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rectness. It is virtually identical to the one given for algorithm 7. The only
major difference is the fact that there is no longer an accept/reject steps
in algorithm 8 and it is necessary to show why this still leads to a correct
sampler. The idea is the same as the one used in the derivation of the Gibbs
sampler from the Metropolis-Hastings rule by Norris [85].
Lemma 4 (Correctness of Algorithm 8). Let s be a sentence and P be a
weight function that assigns weight to the combination of the sentence and
and any head assignment function h ∈ Hs . It is assumed that for any head
assignment h ∈ Hs it is true that P (s, h) > 0. Construct a Markov Chain
M = hHs , pi. Here p(h, h0 ) is equal to the probability that algorithm 8 returns
h0 when given h, s and P as input. M is irreducible, aperiodic and has an
invariant distribution equal to P (s, h) for any head assignment h ∈ Hs .
Proof. The first step is again proving the aperiodicity. It follows from the
fact that the function q is greater than zero for every possible head and the
current head is always included in the set of possible heads. This would
allow the sampler to keep moving in place. These movements together with
the finiteness ensure the aperiodicity.
For irreducibility it is necessary to show that for every h ∈ H and h0 ∈ H
there is some n such that pn (h, h0 ) > 0. n is again never greater than 2. For
every possible h it is possible to transition to the head assignment hr that
attaches every node to the artificial root node rs . This follows from the way
that potential head candidates are computed in algorithm 1 and the fact
that q will always be greater than zero for the artificial root node because of
the requirements on the function P . After all words have been attached to
the artificial root, the second iteration step attaches each word to the head
chosen for it in the assignment h0 . For each position i the desired head j is
either still attached to the artificial root or is at least not a descendant of i
just as before. The probability of the head according to q will again always
be greater than 0.
The final statement that needs to be proven is that the chain has the
correct invariant distribution. This will be again be proven by showing that
each single step in the iteration in line 1 preserves the invariant distribution.
The invariant distribution results from the Metropolis-Hastings rule. The
rule demands that a new state h0 is proposed according to the distribution
q(h0 |h) and is then accepted with probability:


q(h|h0 )P (s, h0 )
p(h |h) = min 1,
q(h0 |h)P (s, h)
0

0

(3.4)

)
Here q(h0 |h) = P (s,h
with some normalizer Z which can be computed
Z
by adding over the possible settings for the single head currently sampled.
This means that the Metropolis-Hastings rule can be written as:
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!

0

p(h |h) = min 1,

= min 1,

P (s,h)
0
Z P (s, h )
0
P (s,h )
P (s, h)
Z

P (s, h)P (s, h0 )

P (s, h0 )P (s, h)
= min (1, 1)
= 1

(3.5)
(3.6)
(3.7)
(3.8)

This means that every proposal would have an acceptance probability
of one and would always be accepted. This is exactly what is done by the
sampler. From this the invariant distribution follows as desired.
The techniques proposed so far have the advantage of being relatively
easy to implement and can form a good baseline for comparison with other
algorithms. Their main drawback is the fact that they cannot deal with
hard constraints in a principled way and that they can get stuck in local
optima. The former drawback will be addressed by extending the algorithms
to handle the single root constraint and showing that they can in fact handle
the complex constraint that is included in the notion of projective trees.
The latter drawback will be addressed by introducing some techniques that
allow for changing the complete tree in a single sampling iteration. These
techniques will not increase the amount of function evaluations in such a
way that more than O(n2 ) of them will be needed. The first extension given
are the techniques needed to deal with the single head constraint.

3.3.3

Sampling with the Single Root Constraint

Both of the samplers presented so far would fail if the set of trees that
have weight greater than 0 is restricted to only a single root node. This
can be seen relatively easily by considering the word in position i that is
attached at the artificial root. Whenever a new head is sampled for i it
has to be the artificial root since all other words are descendants of the i.
This means that attaching i anywhere else would lead to a cycle. At the
same time any word in a position other than i cannot attach to the artificial
root position meaning that i is stuck at its current position and all other
words are always its descendants. The problem could be trivially solved by
sampling the heads for two positions at the same time. As stated before this
solution would greatly increase the number of function evaluations necessary
for each iteration of the sampling algorithms. Instead, this section develops
techniques that extend the previously given approaches by an additional
root sampling step. These steps keep each algorithm in the same O class
as the one it is based on while making it possible to handle the single root
constraint.

3.3. BASIC ALGORITHMS

61

The first algorithm for sampling is again based on proposing at random.
A new candidate for the root node called j is picked uniformly at random and
then a head for the word in the root position, i, is sampled randomly from
all positions that are admissible as heads for the old root while following
the single root constraint. This is basically an exchange operation. The
possible heads of i are descendants of j. This is the case since all words are
descendants of i and this descendant relation is only broken by moving j
into the root position. Note that this is the operation of sampling two heads
at the same time applied with the restriction that one of the words that
gets a new head will be the word attached at the artificial root node. Since
this implies that the other node is moved into the root position and thereby
some options are fixed, it requires that a lot less applications of this step in
each iteration. The sampling step is repeated n times. Here n is the number
of words in the sentence. This can be done without increasing the O class
of algorithm 7. The repetition of the root sampling step is done because
there are two words that change their head in this step and appropriate
time should be given to properly explore the space of options.
The sampling of the root is implemented in the algorithm 9. Note that
the algorithm requires a more complex formulation of the acceptance ratio
in line 18. This is necessary since the number of possible options for a head
for the word that used to be the root may be different from the options
that the new root node would have in the reverse step. This means that the
proposal function q that is generally referenced in the Metropolis-Hastings
is slightly more complex. The set of words that could be proposed to be the
root is the same for every time the loop in line 1 is executed. This means this
part of the proposal does not need to be accounted for and can be dropped.
Algorithm 10 combines the simple sampling for the normal positions and
the head sampling in order to generate a complete sampler.
All that remains is to show that the resulting sampler is in fact a correct
chain on the reduced set of trees that have only a single root.
Lemma 5 (Correctness of Algorithm 10). Let s be a sentence and P be
a weight function that assigns weight to the combination of the sentence
and and any head assignment function h ∈ Hssingle . It is Assumed that
for any head function h ∈ Hssingle it is true that P (s, h) > 0. Construct a
Markov Chain M = hHssingle , pi. Here p(h, h0 ) is equal to the probability that
algorithm 10 returns h0 when given h, s and P as input. M is irreducible,
aperiodic and has an invariant distribution equal to P (s, h) for any head
assignment h ∈ Hssingle .
Proof. First to prove the aperiodicity. The sampler can step in place since
the proposal of a new root in algorithm 9 can step in place by proposing the
position that is already attached to the artificial root. For the steps that
sample elements other than the head steps in place are also possible. This
shows aperiodicity.
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Algorithm 9 MHHeadSampler(HeadAssignment h, Sentence s
hw1 , . . . , wn , ri, WeightFunction P)
1: for n times do
2:
h0 ← h
3:
oldRoot ← i such that h(i) = r
4:
draw newRoot uniformly from 1 to n
5:
if newRoot = oldRoot then
6:
continue with next iteration step
7:
end if
8:
h0 (newRoot) ← undefined
9:
heads ← FindPossibleHeadsSingleRoot(newRoot, h’, n, r)
10:
reset ← |heads|
11:
h0 (newRoot) ← r
12:
h0 (oldRoot) ← undefined
13:
heads ← FindPossibleHeadsSingleRoot(oldRoot, h’, n, r)
14:
h0 (oldRoot) ← uniform draw from heads
15:
proposal ← |heads|
16:
pold ← P (s, h)
17:
pnew ← P(s, h0 )

18:
19:
20:
21:
22:
23:
24:

p ← min 1,

1
p
reset new
1
p
proposal old

d ← U nif orm (0, 1)
if d ≤ p then
h ← h0
end if
end for
return h

=
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Algorithm 10 MHSingleRootSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P)
1: h ← MHHeadSampler( h, s, P)
2: for i ∈ {k|1 ≤ k ≤ n} do
3:
if h(i) = r then
4:
continue with next step in the loop
5:
end if
6:
heads ← FindPossibleHeadsSingleRoot(i, h, n, r)
7:
j choose uniformly at random from heads
8:
pold ← P (s, h)
9:
h0 ← h
10:
h0 (i) ← j
11:
pnew ← P(s, h0 ) 
12:
p ← min 1, ppnew
old
13:
d ← U nif orm (0, 1)
14:
if d ≤ p then
15:
h ← h0
16:
end if
17: end for
18: return h
For irreducibility it is necessary to once again make use of the requirement that P (s, h) > 0 everywhere. It is necessary to show that for every
h ∈ Hssingle and h0 ∈ Hssingle there is some n such that pn (h, h0 ) > 0. This
can be a done over a number of iterations. First it is necessary to attach
whatever node is the root of h0 at the artificial root. This can be done in any
iteration step of the algorithm 9. The attachment can be accepted since the
weight for the new structure must be greater than 0. All following steps that
sample the root can be done in place. For all word positions that are not
the root it is possible to first attach the word under the root node and then
move them into the correct position much like in the proofs for algorithms
7 and 8. The only difference is that the root is used instead of the artificial
root.
The final statement that needs to be proven is that the chain has the
correct invariant distribution. This is done by showing that each single step
preserves the invariant distribution. The sampling steps that are taken from
algorithm 7 were already shown to have the correct invariant distribution.
All that remains is to show the same for all the steps done in 9. According
to the Metropolis-Hastings rule a step is accepted with probability:
q(h|h0 )P (s, h0 )
p(h |h) = min 1,
q(h0 |h)P (s, h)
0




(3.9)
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The proposal q(h|h0 ) is made in two steps. First a new head candidate
is picked. The probability of being picked is n1 for every root candidate with
n the length of the sentence. Then A new position for the old root node is
chosen from the children of the new root node. Represent the set of these
0
children as ch then this adds another term |c1h0 | due to the uniform choice.
This means that the Metropolis-Hastings rule becomes:

p(h0 |h) = min 1,

= min 1,



1
P (h0 )
n|ch |

1
P
(h)
0
n|ch |

(3.10)



1
P (h0 )
|ch |

1
0 P (h)
h
|c |

(3.11)

This is exactly the acceptance probability used in algorithm 10. The
invariance distribution follows.
The procedure that algorithm 10 uses to sample heads has the same
issues that algorithm 7 has. The movement of the algorithm through the
space of possible assignments can take a very long time even if it is not stuck
in a local optimum. It would be desirable to have a sampler that explores
the space of possible assignments more thoroughly in each iteration. This
is done by attempting to move every possible word into the root position
and calculating the weight of each possible move for the old root. This
Algorithm has a simple problem. Assume that there is an iteration over the
nodes 1, 2, . . . and node x is proposed as a new root. In other words this
would mean that the probability of proposing x as root in this step is 1 and
proposing a different root in the step is impossible. This would mean that
the ratio:
q(h|h0 )P (s, h0 )
q(h0 |h)P (s, h)

(3.12)

would always be 0 if h, the old assignment, does not have x as a root.
This means that the iteration over possible root candidates needs to be
extended in such a way that it is possible to have a “reverse” step. This can
be done by adding the stipulation that a random word is proposed as root
if the current root node is equal to the node that would normally proposed
as root. Algorithm 11 describes the sampling of the root with a Gibbs
like approach. The iteration in line 1 would only ever propose the current
iteration number as root if it were not for the random step in line 6.
The main idea of algorithm 11 is comparatively simple. The algorithm
iterates over all words and proposes them as the root of the sentence. As
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Algorithm 11 GibbsHeadSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P, InPlaceProbability ip)
1: for 1 ≤ i ≤ n do
2:
if uniform draw from (0, 1) < ip then
3:
continue with next iteration step
4:
end if
5:
if h(i) = r then
6:
newRoot ← uniform draw from 1, . . . , n
7:
p ← 11
n

31:

else
newRoot ← i
p ← n1
end if
if h(newRoot) = r then
continue with next iteration step
end if
heads ← FindPossibleHeadsSingleRoot(newRoot, h, n, r)
h0 ← h
reverseSum ← 0
for head ∈ heads do
h0 (newRoot) ← head
reverseSum ← reverseSum + P (s, h0 )
end for
h0 (newRoot) ← r
h0 (oldRoot) ← undefined
heads ← FindPossibleHeadsSingleRoot(oldRoot, h, n, r)
proposalSum ← 0
for head ∈ heads do
h0 (oldRoot) ← head
proposalSum ← proposalSum + P (s, h0 )
q ← P (s, h0 )
end for
h0 (oldRoot) ← drawn proportional to q

32:

p←p

8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:

33:
34:
35:
36:
37:
38:

1
reverseSum
1
proposalSum

d ← uniform draw from (0, 1)
if d ≤ p then
h ← h0
end if
end for
return h
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stated before, the possibility of a reverse step is given since different candidate is proposed when the word is already in the root position. Once a
new root candidate has been chosen, it is then necessary to sample a position into which the old root can be moved. This is again done in a more
systematic fashion than in the sampler given by algorithm 9. The weight of
each possible move for the old root is calculated and then a draw proportional to these weights is made. This extended MCMC scheme allows for
more informed moves in each iteration but it requires some more resources
than the uniform approach. The head sampling step described by algorithm
11 takes function evaluations in the order of O(n2 ). Here n is again the
length of the sentence in question. This is the case since there are n head
candidates and it is possible that the calculation of the proposal function is
repeated a number of steps bounded by n. The sampler also has to compute
the movement options for the new root candidate. This is the case since
the Metropolis-Hastings rule requires correct computations of the likelihood
of a reverse step and this reverse step would entail moving around the new
root candidate. It is necessary to make a remark on the skipping step in
line 2. This was added in order to enable an easy proof of the correctness of
the sampler. In practice it is possible to choose the in place step probability
1
that is used here rather small. The value used throughout this thesis is 1000
.
This means that any skipping is done rarely. The function of the skipping is
to allow for in place steps. These will be necessary to allow for the proof of
irreducibility and aperiodicity. In practical applications there will be some
root assignment that will be better than all other choices. This leads to
in place steps without any use of the in place probability. This is another
reason why it is not necessary to make this skipping very likely.
Algorithm 12 puts the Gibbs sampler for general positions together with
the Gibbs style sampling of root nodes. The umber of weight function
evaluations of the algorithm is still in O(n2 ). This is the same class as the
original algorithm 8. The algorithm still only uses linear memory. This
section will conclude with the proof that the given algorithm can indeed be
used to construct a correct sampler.
Lemma 6 (Correctness of Algorithm 12). Let s be a sentence and P be
a weight function that assigns weight to the combination of the sentence
and and any head assignment function h ∈ Hssingle . It is Assumed that
for any head function h ∈ Hssingle it is true that P (s, h) > 0. Construct a
Markov Chain M = hHssingle , pi. Here p(h, h0 ) is equal to the probability that
algorithm 12 returns h0 when given h, s, P and some small value of ip as
input. M is irreducible, aperiodic and has an invariant distribution equal to
P (s, h) for any head assignment h ∈ Hssingle .
Proof. The first step is again the proof of the aperiodicity. The main part of
the sampler is the same as that of the Gibbs sampler described by algorithm
8 and the reasoning why in place steps are possible here is the same as in the
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Algorithm 12 GibbsSingleRootSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P, InPlaceProbability ip)
1: h ← GibbsHeadSampler(h, s, P, ip)
2: for i ∈ {k|1 ≤ k ≤ n} do
3:
if h(i) = r then
4:
continue with next iteration step
5:
end if
6:
heads ← FindPossibleHeadsSingleRoot(i, h, n, r)
7:
h0 ← h
8:
for head ∈ heads do
9:
h0 (i) ← head
10:
q(head) = P (h0 , s)
11:
end for
12:
j choose at random proportional to q
13:
h(i) ← j
14: end for
15: return h
proof for that sampler. The root sampling steps can stay in place thanks to
line 2. This means that each run of the algorithm can return the same head
assignment that was given as input. This implies aperiodicity.
For irreducibility it is again necessary to show that for every h ∈ Hssingle
and h0 ∈ Hssingle there is some n such that pn (h, h0 ) > 0. First it is necessary
to attach whatever node is the root of h0 at the artificial root. Let this node
be i. Either i is already the root or it can be moved to this position whenever
the loop in algorithm 11 reaches i. This is always possible since the weight
for any single rooted assignment is greater than zero. All following steps that
sample the root can be done in place. For all word positions that are not
the root it is possible to first attach the word under the root node and then
move them into the correct position much like in the proofs for algorithms
7 and 8. The only difference is that the root is used instead of the artificial
root.
The correct invariant distribution will again be shown by proving it step
by step. The sampling steps that are taken from algorithm 8 were already
shown to have the correct invariant distribution. Proving the correctness for
the sampling steps in algorithm 11 is again based on the Metropolis-Hastings
ratio:


q(h|h0 )P (s, h0 )
p(h0 |h) = min 1,
q(h0 |h)P (s, h)

(3.13)

For each i that is used in the iteration there are two possibilities that are
need to be considered. Either i already the root and a new root is proposed
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or i will be proposed as the root. The case in which i is the root and is also
proposed7 can be ignored since the ratio above is always fulfilled for a step
that is made in place. In both discussed cases it is necessary to consider the
proposal distribution q for both the case in which a random node is proposed
and the case in which the fixed node is chosen. This is the case since both
the proposal likelihood and the likelihood for the reverse proposal appear in
the ratio. When a random candidate is chosen the chance of any word being
chosen is n1 where n is the length of the sentence. This factor changes to 1
if i is proposed. This portion of the ratio will be denoted by q new . The next
step in the construction of the proposal is choosing a head for the old root,
0)
this head is chosen according to P (s,h
and the same would be true for the
Z
reverse step that would chose the old assignment for the new root according
0
to P (s,h)
Z 0 . Note that Z 6= Z . This leads to the Metropolis-Hastings rule:

p(h0 |h) = min

= min

P (s,h)
0
Z 0 P (s, h )
1, q new P (s,h
0)
P (s, h)
Z
!
1
0
1, q new Z1
Z

!
(3.14)

(3.15)

This is the ratio used by the root sampling in each step.

The two samplers presented in this section introduce some additional
complication to the sampling process in order to deal with the constraint of
having only a single root node. In the next section it is shown that it is much
easier to deal with the projective constraint. The algorithms presented so
far could all be applied successfully in this scenario. At the same time it
is interesting to exploit the interaction of the single root and the projective
constraint. This will also be investigated in this thesis.

3.3.4

Sampling with the Projective Constraint

The first part of this section deals with showing that the techniques developed for the sampling of general dependency trees are also applicable for
projective dependency trees. Afterwards some additional work is presented
that shows how the constraint to projective structures can be combined with
the single root constraint. This latter section tries to exploit the fact that
there are only a few new roots that can be chosen without violating the
single root constraint. This brings up one of the most important differences
between sampling with the projective structures and unconstrained dependency trees. There are generally far less possible head assignments that
7

Which in the given algorithm means that one step is skipped.
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This is a longer sentence used as illustration ROOT
Figure 3.6: This example dependency structure is used to illustrate the head
assignments possibilities in a projective tree.
need to be considered for every word as long as the other head assignments
are given. This can be a curse or a blessing. If only the legal assignments
are considered, the number of weight evaluations will be reduced. At the
same time it would seem much more likely to get stuck in local optima. It
would also appear much harder to establish the correctness of any sampler
developed.
In order to illustrate the head assignment possibilities for a word in a
projective structure consider the structure in figure 3.6. In a non-projective
dependency tree the word “longer” could switch its head to any other word
in the sentence or it could pick the artificial root as its head. With the
restriction to projective structures these options are much more limited.
The only possible heads “longer” could take in this case are “this”, “is”,
“a”, “sentence” and “illustration”. The artificial root will quite often be
ruled out as a possible head. This means that the proof of correctness of
samplers is made slightly more complicated. The argument that has been
used before - all words are attached to the artificial root node and then
any tree can be build up step by step - becomes more complicated in the
projective case, although a modified version of it used. Note that it is still
possible to move all the words so that they are attached to the artificial root
node. In a first step the word “this” could have its head assignment changed
to the artificial root node. This is illustrated in figure 3.7. It will always
be possible to move the leftmost word into a root position. This is the case
since there can be no edge that could intersect with an edge between the
artificial root node and the leftmost node no matter whether the artificial
root is positioned to the left or the right of the sentence. This leads to the
upper structure in figure 3.7. Once the leftmost word has been moved to
the artificial root node, the second word can take the artificial root node
as its head. This is the case since only an edge between the leftmost word
and some word right of the second word could rule out an edge between
the second word and the artificial root. This argument can be repeated
arbitrarily until the whole sentence is attached under the artificial root.
It is still necessary to show that any tree can be reached once everything
is attached to the artificial root node. The steps necessary for this are also
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This is a longer sentence used as illustration ROOT

This is a longer sentence used as illustration ROOT
Figure 3.7: Dependency trees used to illustrate how head assignments can
be changed step by step in order to attach them all to the artificial root
node.
somewhat more complicated than they where in the case of unrestricted
dependency trees. Consider once again the tree in figure 3.6. In a projective
tree there is a word that has a head that is directly adjacent to it. It is
always possible to attach words to these adjacent words without creating
non-projective edges. This means that words that have non-adjacent heads
can be ignored until all words that have these heads are attached correctly.
Then words that are at most one word away from their head are attached
to their heads and so on until the desired tree has been constructed. The
process can seem overly complicated and it is in fact the reason that getting
stuck in local optima seems more likely if sampling is constraint to projective
dependency trees. This does not impact the correctness of simple Gibbs
style samplers that can be build on top of this insight. Some experimental
evidence presented later on will actually show that simple, one-head-at-atime sampling can perform similar to more complicated approaches even in
the projective setting.
The preceding paragraphs introduced an informal argument in favour
of simple sampling of projective dependency trees. It will be necessary to
present actual algorithms in order to give a more formal proof. A single
proof will be given for both samplers that will be presented. This reduced
presentation is chosen since the main crux of the proof is showing the irreducibility and all other necessary parts have already been presented in
some form. The algorithms 13 and 14 show the techniques that are used
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to sample projective dependency trees. The reader will immediately notice
that the presented algorithms are virtually identical to the algorithms 7 and
8. The only difference for algorithm 13 is found in line 2. Algorithm 14
differs in line 2. The difference for both algorithms is the fact that only
edges that do not violate the projective tree constraint are considered. The
next lemma shows that both these algorithms are correct samplers as long
as all projective trees are assigned weight greater than 0.
Algorithm 13 MHProjectiveSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P)
1: for i ∈ {k|1 ≤ k ≤ n} do
2:
heads ← FindProjectiveHeadCandidates(i, h, n, r)
3:
j choose uniformly at random from heads
4:
pold ← P (s, h)
5:
h0 ← h
6:
h0 (i) ← j
7:
pnew ← P(s, h0 ) 
8:
p ← min 1, ppnew
old
9:
d ← U nif orm (0, 1)
10:
if d ≤ p then
11:
h ← h0
12:
end if
13: end for
14: return h

Algorithm 14 GibbsProjectiveSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P)
1: for i ∈ {k|1 ≤ k ≤ n} do
2:
heads ← FindProjectiveHeadCandidates(i, h, n, r)
3:
h0 ← h
4:
for head ∈ heads do
5:
h0 (i) ← head
6:
q(head) = P (s, h0 )
7:
end for
8:
j choose at random proportional to q
9:
h(i) ← j
10: end for
11: return h
Lemma 7 (Correctness of Algorithm 13 and 2). Let s be a sentence and P
be a weight function that assigns weight to the combination of the sentence
and and any head assignment function h ∈ Hsprojective . It is assumed that
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for any head assignment function h ∈ Hsprojective it is true that P (s, h) > 0.
Construct a Markov Chain M = hHsprojective , pi. Here p(h, h0 ) is equal to the
probability that algorithm 13 returns h0 when given h, s and P as input. M
is irreducible, aperiodic and has an invariant distribution equal to P (s, h)
for any head assignment function h ∈ Hsprojective . The same is true if p
is replaced by p0 and p0 (h, h0 ) is equal to the probability that algorithm 14
returns h0 when given h, s and P as input.

Proof. The proofs for lemmas 3 and 4 can be consulted in order to see that
the samplers can stay in place for every word they sample. This ensures
aperiodicity. The same proofs also contain the necessary considerations to
show that both algorithms lead to the correct invariant distribution. It
remains to be shown that the sampler does indeed allow moves from every
possible head assignment to every other possible head assignment.
As mentioned before, if the word positions 0, . . . , m are already attached
to the artificial root, then it is possible to attach the word number m + 1
without creating a non-projective tree. If the artificial root node is placed
to the left of the sentence, then the an edge that would cross with the edge
between the artificial root node and m + 1 would have to be between one
of the positions 0, . . . , m and some word right of word number m + 1. This
edge can not exist because of the pre-supposition. If the artificial node is
placed to the right of the sentence, then a crossing is still impossible for
the same reason. In order to move to any tree it is therefore possible to
move every word to be attached to the artificial root. Basically there are no
external-edges for the artificial root so removing cover-edges makes sure that
attachment as a root is allowed. Once every word is attached at the artificial
root, it is possible to generate every head assignment h0 by first attaching
every word that is attached to one of its direct neighbours in h0 . Every
word without such an attachment is sampled without making any change.
There can be no crossing edges with these attachments. This process is then
repeated for all distances greater than adjacent. Once words in distance k
from their heads in h0 have been attached correctly, it is then possible to
attach words in distance k + 1 correctly. This is the case since if there is
an edge between the words w and w0 in h0 , then all words between them
are attached to a word between w and w0 or w and w0 themselves. Because
all positions in between are closer to the to their selected heads then w and
w0 are to each other, they have already been attached. This means that
there are no crossing edges preventing the attachment of the two words.
This shows that is is possible to generate the desired head assignments in
no more steps that one plus the length of the longest desired edge. All the
described steps are possible since the the weight function is greater than
zero everywhere.
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Sampling Projective, Single Rooted Dependency Trees
In this section the existing approaches are extended to combine the restrictions. It would be possible to use the different samplers developed for the
single rooted setting in a projective context. This could simply be done
by setting the weight for all trees that do not conform to the additional
restriction to 0. This would once again lead to a large number of wasted
computations. Instead an alternative approach will be considered.
In the first tree in figure 3.8 it would be possible to move the leftmost
direct child of “cleaned” into the root position and make “cleaned” its rightmost child. This would generate the second tree in figure 3.8. Note that this
move always keeps dependency structures projective. The edge between the
old root node o and the new root node n is reversed. The new edge between
the artificial root node and n does not cross with any other edge since there
has been no crossing edge for the connection o and the artificial root node
and there is also none for the connection between o and n. Any edge that
would cross with the new edge would have to connect a word outside of this
combined span with a word inside of it. This would already have lead to a
crossing edge.
A very similar move could be made with the rightmost child of “cleaned”.
Making “bathroom” the root of the sentence and attaching “cleaned” as its
leftmost child. This would create the third tree in figure 3.8. The argument
that shows that this operation does not create any non-projective edges is
essentially the same as the one presented for the other direction. Any of the
two operations can be reversed by applying the other one immediately afterwards. This means that they can be very easily used to prove correctness
by using the Metropolis-Hastings rule.
Algorithm 15 HeadCandidateGenerator(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri)
1: oldRoot ← i such that h(i) = r
2: candidates ← {}
3: if ∃i ∈ 1, . . . , n : h(i) = oldRoot ∧ i < oldRoot then
4:
candidates ← candidates ∪ {mini∈1,...,n ({i|h(i) = oldRoot})}
5: end if
6: if ∃i ∈ 1, . . . , n : h(i) = oldRoot ∧ i > oldRoot then
7:
candidates ← candidates ∪ {maxi∈1,...,n ({i|h(i) = oldRoot})}
8: end if
9: return candidates
From the described operations it is possible to construct a sampler for the
root node. Algorithm 16 describes this sampler. It takes some consideration
in order to see that this operation is actually sufficient in order to reach
any possible tree. Recall the proof for lemma 7. It is possible to create any
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The janitor cleaned the dirty bathroom ROOT

The janitor cleaned the dirty bathroom ROOT

The janitor cleaned the dirty bathroom ROOT
Figure 3.8: A simple example sentence used to illustrate the single root
sampling operation for projective dependency trees.
Algorithm 16 ProjectiveRootSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P)
1: k ← 0
2: while k < 2 do
3:
oldRoot ← i such that h(i) = r
4:
candidates ← HeadCandidateGenerator(h, s)
5:
newRoot ← uniform draw from candidates
6:
h0 ← h
7:
h0 (newRoot) ← r
8:
h0 (oldRoot) ← newRoot
0
9:
candidates
s)
 ← HeadCandidateGenerator(h’,

10:
11:
12:
13:
14:
15:
16:
17:

p ← min 1,

1
P (s,h0 )
candidates0
1
P (s,h)
candidates

d ← U nif orm (0, 1)
if d ≤ p then
h ← h0
end if
k ←k+1
end while
return h
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tree without the single root restriction. If the node currently in the root
position is considered as the artificial root, then it is certainly possible to
create a tree that allows for the correct movement of another node into the
root position.
Algorithm 17 MHProjectiveSingleSampler(HeadAssignment h, Sentence
s = hw1 , . . . , wn , ri, WeightFunction P)
1: h ← ProjectiveRootSampler(h,s,P)
2: for i ∈ {k|1 ≤ k ≤ n} do
3:
if h(i) = r then
4:
continue with next iteration step
5:
end if
6:
heads ← FindPossibleHeadsSingleRootProjective(i, h, n, r)
7:
j choose uniformly at random from heads
8:
pold ← P (s, h)
9:
h0 ← h
10:
h0 (i) ← j
11:
pnew ← P(s, h0 ) 
12:
p ← min 1, ppnew
old
13:
d ← U nif orm (0, 1)
14:
if d ≤ p then
15:
h ← h0
16:
end if
17: end for
18: return h
The combination of the head sampler and the other techniques presented
for projective sampling result in the algorithms 17 and 18. These will be the
simplest samplers for single rooted, projective dependency trees presented
here. Note that the Gibbs sampler uses the same technique for the sampling
of root candidates as the simpler algorithm 17. The algorithm could easily
be changed in order to consider both candidates for the root before making
a choice. This is not done here since it will be assumed that exploring the
two possible candidates will be easy enough without this additional effort.
All that remains in this section is to prove that both algorithms lead to
correct samplers.
Lemma 8 (Correctness of Algorithm 17 and 18). Let s be a sentence and P
be a weight function that assigns weight to the combination of the sentence
and and any head assignment function h ∈ Hsprojective+single . It is Assumed
that for any head assignment function h ∈ Hsprojective+single it is true that
P (s, h) > 0. Construct a Markov Chain M = hHsprojective+single , pi. Here
p(h, h0 ) is equal to the probability that algorithm 17 returns h0 when given h, s
and P as input. M is irreducible, aperiodic and has an invariant distribution
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Algorithm 18 GibbsProjectiveSingleSampler(HeadAssignment h, Sentence
s = hw1 , . . . , wn , ri, WeightFunction P)
1: h ← ProjectiveRootSampler(h, s, P)
2: for i ∈ {k|1 ≤ k ≤ n} do
3:
if h(i) = r then
4:
continue with next iteration step
5:
end if
6:
heads ← FindPossibleHeadsSingleRootProjective(i, h, n, r)
7:
h0 ← h
8:
for head ∈ heads do
9:
h0 (i) ← head
10:
q(head) = P (s, h0 )
11:
end for
12:
j choose at random proportional to q
13:
h(i) ← j
14: end for
15: return h
equal to P (s, h) for any head assignment function h ∈ Hsprojective+single .
The same is true is true if p is replaced by p0 and p0 (h, h0 ) is equal to the
probability that algorithm 18 returns h0 when given h, s and P as input.
Proof. The proofs for lemmas 5 and 6 can be consulted in order to see that
the samplers can stay in place for every word they sample and that they
correctly preserve the invariant distribution. The only step for which this
cannot be derived from previous proofs is the sampling for the root node.
In order to see that this step is once again a correct step the MetropolisHastings rule will be used. Note that the likelihood of proposing any child
as the new root is proportional the number candidates computed which will
always be either one or two. It is also always the case that the new root
will have the old root as a leftmost or rightmost child. This means that the
acceptance ratio:

0

P (h |h) = min 1,

1
0
candidates0 P (h , s)
1
candidates P (h, s)

!
(3.16)

that is used by the algorithm follows from the Metropolis-Hastings rule
and the invariant distribution is preserved. The two repetitions of the root
sampling step ensures that it is possible to come out of the root sampling
without a change to the dependency structure. If a new root is proposed
in the first step, then the old root can be restored in the second step. This
means that the chain will be aperiodic.
The last property that needs to be shown is irreducibility. Assume that
the current root is the word w and that the desired root for a different
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head assignment that is to be reached is w0 6= w. Use the argument for
irreducibility that has been used in the proof of lemma 7 to show that any
tree with root w can be reached by the steps not sampling the root, then
there is certainly such tree that has w0 as the leftmost or rightmost child of
w. This means that w0 can be moved into the root position. Once that is
done, the techniques from lemma 7 can also be used to show that any tree
with root w0 can be reached by using w0 instead of the artificial root. As
argued before, the necessary in place steps that keep the root w0 are possible
due to the repetition of the root sampling. Each configuration that is needed
in this process has weight greater 0 as a result of the pre-suppositions of the
lemma.
The last lemma concludes the considerations be given to the problem of
sampling dependency structures with simple, one word at a time approaches.
All the algorithms presented are provably correct for their respective problems. At the same time it would be desirable to be able to make more global
sampling moves in order to be able to move out of local optima. Approaches
to the reconstruction of the complete dependency tree are given in the next
section.

3.4

Sampling with Global Changes

This section presents two algorithms that extend the previous samplers by
adding a step that changes most of the tree in a single step. Essentially a
completely new tree is proposed and then either accepted or rejected according to the Metropolis-Hastings rule. In order to implement this efficiently
two things will be necessary. One requirement is the ability to compute the
probability with which a tree will be proposed. Computing this value may
be somewhat more difficult than doing the same for the “single word at a
time” samplers that have been presented so far. The second requirement is
that the proposal distribution is “well suited” to sampling from the desired
distribution. The simplest way to define well suited would be to have it denote a distribution that is equal to the distribution that is sampled. Another
way to define the same concept would be to take some measure of distance
between probability distributions such as the Kullback–Leibler divergence
[6] and looking for distribution that has a small distance according to that
measure. Since the only reason an MCMC approach is used in the first place
is that fact that the desired distribution is very hard to sample from directly,
it would seem that working with any “well suited” distribution according to
the two criteria just mentioned is completely infeasible. The actual distributions used will mostly be left up to any user of the algorithms, with the
restriction that the first algorithm needs the weights to factor along edges.
The first algorithm that presented is based on the fact that it is generally
computationally feasible to sample random trees when the likelihood of each
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trees factors along the edges. This could be done with projective trees8
[32, 115, 68] but here an investigation will be made into solving this problem
for general dependency trees. In this context it is possible to make use of
existing research into the sampling of directed spanning trees for graphs
[11, 117, 23].
The second algorithm given here is based on constructing the proposed
tree step by step and using the information available so far in order to
create a better proposal. This way of sampling the structures could easily
be applied to other structures. It is also a generalization of existing other
approaches to sampling such as the ones based on constructing charts in
order to produce a proposal [56]. One of the very useful properties of this
sampler is the fact that is no longer requires the weight function to be defined
everywhere. This would theoretically allow for the handling of arbitrary hard
constraints. The sampling process could actually benefit from additional
hard constraints because they reduce the number of trees that would have
to be considered.
Both approaches can and will be combined with other sampling approaches. Proving the correctness of these approaches is generally much
simpler than it has been for the other samplers. This is mainly the case
since the global sampling steps makes showing irreducibility trivial and aperiodicity will generally follow from the chance that the sampler reproduces
the same tree. This can actually happen with some frequency if a configuration with high weight has been reached and the proposal distribution tends
to match the weight function well.
The next section will explain how existing research into the sampling
of random spanning trees can be applied to arbitrary distributions over
dependency trees through the use of MCMC. After this the greedy approach
is elaborated on.

3.4.1

Sampling from a Factored Distribution

Assume that there is a finite set N . In the applications relevant to this
thesis this set will be the positions for words in a sentence. Assume that
there is a function w : N × N → R+ from pairs of elements in N to positive
real numbers. The pair hN, wi is then a directed graph [51]. If w(a, b) = 0
then this is taken to mean that the edge ha, bi is not in the graph. Since
dependency trees can be interpreted as graphs there is a direct connection
between problems concerning graphs and problems concerning dependency
trees. One graph theoretical problem is the generation of random, spanning
arborescences from a graph according to its weights. A spanning graph for
hN, wi is another graph hN, w0 i such that for any two elements hvi , vi+1 i
of N it is true that: w0 (vi , vi+1 ) = 0 ∨ w0 (vi , vi+1 ) = w(vi , vi+1 ). For any
8
Even though the constraint to projective trees removes the factorization along edges,
because prohibiting crossing edges means edges are dependent on each other.
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pair is must also be true that the two elements can be connected through a
sequence of other v 0 ∈ N . For this sequence it must hold that any successive
pair hvi , vi+1 i of elements in it has w0 (vi , vi+1 ) > 0 ∨ w0 (vi+1 , vi ) > 0. An
arborescence is an extension of this concept. There is a single element that
can be reached by some sequence from any other element in N . The requirement on the weights is extended so that any adjacent elements hvi , vi+1 i in
the sequences must conform to w0 (vi , vi+1 ) > 0. It must also be true that
there is no such sequence that connects any node with itself. The reader
will quickly notice that this structure corresponds to a dependency tree if
the elements in N are the word positions in a sentence. If an arborescence
a is generate from a graph then this means that the probability of being
produced is proportional to the multiplication of the weights in a. In other
words the probability Pa of generating any arborescence is given by:
Q
0

Pa (a = hN, w i) =

hvi ,vi+1 i∈N ×N

w0 (vi , vi+1 )

Z

(3.17)

In the given formula the value Z is a normalizer that ensures that the
different values sum to one.
Since there is a correspondence between these arborescence and dependency trees the task of generating the former randomly can be used for
sampling dependency trees. If the weight function used in sampling factors according to the edges, then any techniques for sampling arborescences
can be used directly. In any other setting it will be possible to use these
techniques to propose a new tree and then accept or reject the proposal
according to the Metropolis-Hastings rule:
p(h0 |h) =

Pa (s, h)P (s, h0 )
Pa (s, h0 )P (s, h)

(3.18)

In order to apply these techniques it is necessary to approximate the
weight of any dependency tree by some auxiliary distribution that factors
along edges.
There are two general types of approaches used to solve the problem
of random generation of arborescences. The first type is based on exactly
calculating the sum of the weight of all possible arborescences. This can be
done by using the Matrix Tree Theorem [23]. The simplest way to generate a
new proposal in this way would be to iterated over the different words. The
weight of the arborescences that still remain after choosing a certain head is
computed and a proportional draw is made. This approach can be made to
require significantly less computation by re-using intermediate results [23].
The second type of technique is based on random walks on the graph. Such
algorithms generally have no guaranteed upper bounds on their worst case
runtime and depending on the structure of the underlying graph even the
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expected runtime can be exponential in the number of elements in N . At
the same time there are graphs for which they run substantially faster and
they are very simple to implement.
The approach used here was presented by Wilson [117] and is based on
random walks. In any implementation it would be trivial to exchange this
algorithm for one based on the Matrix Tree Theorem. Since the algorithm
is used to generate dependency trees it is presented in those terms. It is
assumed that w(i, j) is the edge weight that is used in order to approximate
the true distribution.
Algorithm 19 SampleRandomArborescence(Sentence s = hw1 , . . . , wn i,
WeightApproximation w, RootNode r ∈ w1 , . . . , wn )
1: seen ← {r}
2: h ← empty function
3: while there is a position not in seen do
4:
start ← uniform draw from positions not in seen
5:
u ← start
6:
while u 6∈ seen do
7:
h(u) ← random draw proportional to w(u, .)
8:
u ← h(u)
9:
end while
10:
u ← start
11:
while u 6∈ seen do
12:
seen ← seen ∪ {u}
13:
u ← h(u)
14:
end while
15: end while
16: return h

Algorithm 19 gives the technique for sampling of random dependency
trees based on the factored distribution. The algorithm is directly taken
from [117]. The only difference is the use of a random order in which the
nodes are attached which is no substantial change since graphs have no
inherent order. The weight approximation w(u, i) is used to indicate the
approximate probability of picking the word in position i as the head of the
word in position u. This function can be set by the designer of a sampling
algorithm9 or it could be estimated by other techniques such as Variational
Bayesian methods [6]. In line 7 there is a pick from the auxiliary distribution.
This means that the probability pu of any position being selected as the head
for u is given by:
9

Which is the approach taken later in this thesis.
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P

w(u, i)
j∈1,...,n w(u, j)
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(3.19)

This once again shows that the probability of any tree being generate is
only dependent on single edge weights. The algorithm also requires that a
root is specified. It is generally assumed that a root node is given to initialize
the algorithm. The root node is assumed to be part of the sentence. It
could be the artificial root node attached at the end or the beginning of the
sentence. The root could also be one of the regular words in the sentence.
This will be useful when the single root restriction is used. In this case the
artificial root node is ignored. The expected number of times it is necessary
to pick a new head is proportional to the expected commute time between
nodes. This and the fact that the probability of any tree being picked is
proportional to:
Q

hvi ,vi+1 i∈N ×N

w0 (vi , vi+1 )

Z

(3.20)

is proven in the paper by Wilson [117]. While the algorithm will almost
surely10 stop at some point, it may run for a long time and the algorithms
based on the Matrix Tree Theorem could be substituted for a predictable
running time. As stated before the Wilson algorithm is chosen mainly for
its very simple implementation.
It may not be immediately clear that the algorithm does indeed produce
a tree. An illustration of the way that the algorithm works is given in figure
3.9. Note that the algorithm moves in the opposite direction of the arrows.
In the first step a head is chosen for the word “ The”. Note that edges that
are not yet guaranteed to be part of the finished tree are marked by “new”
while edges that are guaranteed to be in the tree are marked as “seen”.
In the second step a loop is created. Note that in the next step the loop
is broken since a new head is chosen for “The”. Each loop will eventually
be broken11 since otherwise the algorithm would never move out of the
loop. Since the word “cleaned” is no longer reachable from “The”, its head
assignment will not be added. After the two first words have been added a
new head is sampled for “cleaned”. The algorithm would then proceed in
the same manner for all remaining word positions.
Now that a technique for sampling edge factored trees has been presented, the next natural step is extending this technique to a general MCMC
sampler. The MCMC sampler presented as algorithm 20 accomplishes this
extension. Each run of the algorithm requires only two evaluations of the
10
11

In the strict probability theoretic sense.
Under the condition that the algorithm terminates.
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new

The janitor cleaned the dirty bathroom ROOT

new

The janitor cleaned the dirty bathroom ROOT

new
new

The janitor cleaned the dirty bathroom ROOT

new

new
new

The janitor cleaned the dirty bathroom ROOT

seen

seen

new

The janitor cleaned the dirty bathroom ROOT

Figure 3.9: A sequence of dependency trees that illustrates how algorithm
19 operates.
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weight function. This is the only algorithm that requires a quadratic amount
of memory dependent on the sentence length. This is the case since edge
weights are necessary for every possible edge. On top of this there are the
evaluations of the approximate weight function that are required by algorithm 19. These evaluations can be limited by storing results. This means
that algorithm 20 can be very efficient if the function w can be used to
derive a good approximation to P . Note that the algorithm can in theory
deal with any structural constraint. While the generation of random trees
described in algorithm 19 cannot consider any constraint that involves more
than one edge, the accept/reject step in line 10 of algorithm 20 can pick
out those that do conform to the constraint. This would require that the
approximate weight function allows for at least those trees that fulfil the
constraint being sampled. In general this will be a very inefficient approach
to sampling with constraints since many of the new head assignments may
violate the restrictions.
Algorithm 20 EdgeFactoredSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P, WeightApproximation w)
1: h0 ← SampleRandomArborescence(s, w, r)
Q
2: w old ← 1≤i≤n w(i, h(i))
Q
3: w new ← 1≤i≤n w(i, h0 (i))
old

4:
5:
6:
7:
8:
9:

0

w P (s,h )
p← w
new P (s,h)
d ← uniform draw from (0, 1)
if d ≤ p then
h ← h0
end if
return h

If the weight function one wants to sample from cannot be easily approximated by edge factored weights, then it may be helpful to add additional
sampling steps to algorithm 20. The Gibbs algorithms that have been presented so far are easily extended in order to incorporate the sampler that
utilizes edge factoring. Algorithm 21 describes such a combined technique.
It could be described as a two step approach. First search for a new setting
globally with limited information on how great the acceptance probability
of a change will be. Then make small, local changes with slightly more
information on the acceptance probability.
Algorithm 21 GibbsEdgeSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P WeightApproximation w)
1: h ← EdgeFactoredSampler(h, s, P, w)
2: h ← GibbsSampler(h, s, P)
3: return h
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The last algorithm presented here combines the edge factored model with
the single root constraint. Incorporating the single root constraint would
be easy to do in algorithms that make use of the Matrix Tree Theorem.
This is the case since it would only be necessary to compute the weight of
all trees restricted to having a certain root and then drawing a candidate
accordingly. Incorporating the single root constraint into the random walk
based approach would be more difficult. Neither of these techniques will be
used here in order to sample the root node. The Gibbs based approach for
root sampling which has already been presented can incorporate much more
information than the factored model. This is why it will be reused here. This
results in algorithm 22. Note that this sampler uses the currently assigned
root node in the step in which a complete structure is constructed. This
contrasts with the way this step was used before where the artificial root
1
node was used. The in place probability will again be set to 1000
. Algorithm
22 will also be the only sampler for which a proof of correctness is given in
this subsection. The proofs for the other versions could easily be derived
with the techniques presented here.
Lemma 9 (Correctness of Algorithm 22). Let s be a sentence and P be a
weight function that assigns weight to the combination of the sentence and
any head assignment function h ∈ Hssingle . Let w be an auxiliary weight
function on pairs of word positions. It is assumed that for every possible
head assignment h ∈ Hssingle it is true that P (s, h) > 0. Construct a Markov
Chain M = hHssingle , pi. Here p(h, h0 ) is equal to the probability that algorithm 22 returns h0 when given h, s, P and w as input. M is irreducible,
aperiodic and has an invariant distribution equal to P (s, h) for any head
assignment function h ∈ Hssingle .
Proof. The fact that all the Gibbs steps preserve the invariant distribution
was shown in previous proofs. Those also established that in place steps
are possible for all these operations. The edge factored step also allows for
moving in place since there is either some probability that the current root
is proposed or the proposal is rejected since the Metropolis-Hastings ratio
becomes 0. The ability to reach any other head assignment can be seen from
the proof for lemma 6. It only remains to prove that algorithm 20 preserves
the invariant distribution. Since the probability of proposing a certain tree
is proportional to the edge weights the Metropolis-Hastings rule becomes:
Q
0

p(h |h) =

=

1≤i≤n∧h(i)6=r

Z
Q

1≤i≤n∧h0 (i)6=r

w(i,h(i))

P (h0 )

w(i,h0 (i))

P (h)
Z
Q

w(i,
h(i))
P (h0 )
1≤i≤n∧h(i)6=r
Q

0 (i)) P (h)
w(i,
h
0
1≤i≤n∧h (i)6=r

(3.21)

(3.22)
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Algorithm 22 GibbsEdgeSingleRootSampler(HeadAssignment h, Sentence
s = hw1 , . . . , wn , ri, WeightFunction P, InPlaceProbability ip, WeightApproximation w)
1: h ← GibbsHeadSampler(h, s, P, n, ip)
2: for i ∈ {k|1 ≤ k ≤ n} do
3:
if h(i) = r then
4:
h0 ← SampleRandomArborescence(hw1 , . . . , wn i, w, i)
5:
h0 (i) ← Q
r
6:
wold ← Q1≤j≤n∧j6=i w(j, h(j))
7:
wnew ← 1≤j≤n∧j6=i w(j, h0 (j))
old

8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:

0

w P (s,h )
p← w
new P (s,h)
d ← uniform draw from (0, 1)
if d ≤ p then
h ← h0
end if
end if
heads ← FindPossibleHeadsSingleRoot(i, h, n, r)
h0 ← h
for head ∈ heads do
h0 (i) ← head
q(head) = P (s, h0 )
end for
j choose at random proportional to q
h(i) ← j
end for
return h
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which is the ratio used in the algorithm.

A final remark needs to be made with respect to the choice of the approximate weight function for algorithm 22 and the other techniques presented
here. The algorithm assumes that the function is fixed for all sampling steps.
In the sampling of all dependency structures in a corpus, this does not mean
that the function has to be the same throughout. Instead the function may
depend on all other entries in the corpus that are currently left unchanged
by the sampler. It would even be possible to allow the weight function to
depend on past samples if techniques from adaptive MCMC are used [64].
It would be difficult to incorporate the constraint to projective structures
with the samplers given in this section. As stated before this could be more
easily done by exploiting Eisners algorithm [32]. Since this algorithm is
already a well known tool it will not be investigated further here. The next
section will introduce a global sampler that can more easily deal with such
hard restrictions on the admissible trees.

3.4.2

Sampling by Greedy Construction

The last section used an exact solution to an approximate problem in order
to generate a new proposal for a dependency tree. This section uses an
approximate solution to an approximate problem. This could seem like a
step back, but the approximate problem used can be substantially stronger
which may be a great advantage. The approximate solution used in this
section is based on the idea of greedy optimization. In order to apply this
in a sampling context a random element is necessary. This means that the
simple greedy approach is extended so that moves are more likely towards
better solutions but they are not guaranteed to always chose the best option.
The clearest inspiration for the technique, at least as far as the processing of dependency structures is concerned, is the so called transition based
parsing of sentences which has received a lot of attention in the literature
[82]. In this paradigm a tree for a sentence is built up left to right using all
the decisions made up to this point as additional information for the parsing
algorithm. This approach can lead to choices being made that would turn
out to be sub-optimal in light of information given later in the sentence [75].
This is a weakness that the algorithm presented here unfortunately shares.
Another connection is the step-by-step generation of the samples in that is
also used in in Sequential Monte Carlo Methods (SMC) [77, 14]. SMC has
been used before in order to generate samples in unsupervised POS tagging
[31]. There are two important differences to the technique presented here.
The first is the fact that SMC makes use of a number of candidates that are
maintained while a sample is generated. Using a number of candidates is an
extension that could be made to the greedy algorithms. At the same time
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this is a complication that would make the presentation more difficult and
is therefore left for further research. The second difference is the fact that
SMC places some requirements on the structure of the distribution that is
sampled. One example of these requirements is a restriction to sequences of
observations and weight functions that have a Markov Chain structure. This
requirement is no longer necessary for the Greedy sampler since it ensures
its correctness through a “surrounding” Metropolis-Hastings step.
The general idea of the sampler is as follows. Some approximation g of
the actual weight function P is given. This approximation assigns weight to
incomplete versions of the head assignment function. This is necessary since
a dependency tree is to be built step by step. In some models, especially
those that compute the probability of a dependency tree edge by edge, it
will be possible to use the actual weight function and just ignore the words
that have not yet been assigned any heads. The algorithm then sweeps
over the words in the sentence in some order and constructs a new head
assignments function h0 . The assignment for the next word in the sweep is
sampled proportionally to the weight of the head assignments if a certain
setting is added.
The order of the sweep is randomized. The reasoning for this is the fact
that previous choices restrict the choices that can still be made. Consider
for example choosing the root node in cases where the single root constraint
is used. Once a word has been attached to the artificial root node no other
words can be attached there. For this reason it would be interesting to let
every word “have a chance” at selecting its head first. There has been some
investigation into the effects of schedules in with which a greedy sweep is
implemented [27] but this is not be investigated further here.
The reason that such a sampler has not been proposed so far seems
twofold. The first is a strong focus on Gibbs like methods. The use of the
more general Metropolis-Hastings techniques has received less attention, but
they are the key to making the greedy construction work. The other reason
is the fact that so far global approaches have been focused on charts in order
to correctly compute the proposal probabilities. In this work the problem
can be circumvented because once the order in which heads are assigned is
fixed, it is possible to compute the probability for any dependency tree to
be proposed.
Two further concerns need to be addressed in developing the greedy
sampler. They both concern the invariant distribution that is used. The
first is the fact that multiple ways of sweeping over the word positions imply
more complicated proposal distributions which has the potential to make the
application of the Metropolis-Hastings rule much more difficult. In order
to address this problem a version of the Metropolis-Hastings rule will be
introduced that allows for a way around this problem.
Definition 13 (Piece-by-Piece Metropolis-Hastings Rule). Assume there
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is some Markov Chain M = hS, pi. Let there be a finite set index and a
set of proposal distributions qis for each state s ∈ S and i ∈ index. A chain
follows the piece-by-piece Metropolis-Hastings Rule with respect to the weight
function P if the probability p(s, s∗ ) for any two states is the same as the
probability of returning the state s∗ given s with the following process. Chose
i ∈ index according to some proposal distribution rs , then propose the next
state s0 according to qis . After this step compute the Metropolis-Hastings
ratio:
0

0

rs (i)qis (s)P (s0 )
M H = min 1, s
r (i)qis (s0 )P (s)

!
(3.23)

and return the state s0 as the next state with probability M H, otherwise
return s.
The definition describes a simple extension of the standard MetropolisHastings approach. This extension is useful since it can be shown that
the chain described in the definition is in detailed balance with respect
to the distribution P . This implies that the chain has P as its invariant
distribution. The definition therefore makes it possible to give a proposal
that is generated in a more complex way without having to sum over all
possible paths that the generation of that proposal could take. All that is
necessary is a mapping between different proposal functions. This is implied
by the finite set used to index the proposal distribution for state s, called
0
qis , and its “mirror image” qis .
Theorem 4 (Invariant Distribution for piece-by-piece Metropolis-Hastings
Rule). If M = hS, pi is a Markov chain that follows the Piece-by-Piece
Metropolis-Hastings Rule with respect to the probability distribution P then
P is an invariant distribution for M .
Proof. The proof is done by appeal to detailed balance [85]. The Markov
Chain is in detailed balance with respect to a distribution P if it is true for
any two states hs, s0 i ∈ S × S that:
P (s)p(s, s0 ) = P (s0 )p(s0 , s)

(3.24)

Detailed balance with respect to P implies that P is an invariant distribution of a Markov chain [85]. Using the variable definitions from definition
13 one has:
!
s0 (i)q s0 (s)P (s0 )
X
r
i
p(s, s0 ) =
rs (i)qis (s) min 1, s
(3.25)
r (i)qis (s0 )P (s)
i∈index
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As long as s 6= s0 . The first two terms in the sum reflect the proposal
process. If the states are equal, then one would also have to add probabilities
for rejecting all possible proposals. For any pair of states s 6= s0 this leads
to:

0

P (s)p(s, s ) =

=

=
=

!
0
0
rs (i)qis (s)P (s0 )
P (s)
r
1, s
(3.26)
r (i)qis (s0 )P (s)
i∈index
!
s0 (i)q s0 (s)P (s0 )
X
r
i
(3.27)
rs (i)qis (s0 ) min P (s),
rs (i)qis (s0 )
i∈index
!
0
0
X
rs (i)qis (s)P (s0 )
s
s 0
r (i) min qi (s )P (s),
(3.28)
rs (i)
i∈index


X
0
0
min rs (i)qis (s0 )P (s), rs (i)qis (s)P (s0 )
(3.29)
X

s

(i)qis (s0 ) min

i∈index

and
0

0

P (s )p(s , s) =
=
=
=



rs (i)qis (s0 )P (s)
P (s )
r
1, s0
(3.30)
0
r (i)qis (s)P (s0 )
i∈index


s
s 0
X
s0
s0
0 r (i)qi (s )P (s)
r (i)qi (s) min P (s ),
(3.31)
s0 (i)q s0 (s)
r
i
i∈index


s
s 0
X
s0
s0
0 r (i)qi (s )P (s)
(3.32)
r (i) min qi (s)P (s ),
rs0 (i)
i∈index
 0

X
0
min rs (i)qis (s)P (s0 ), rs (i)qis (s0 )P (s)
(3.33)
0

X

s0

0
(i)qis (s) min

i∈index

This implies the desired detailed balance since the order of elements in
a minimum operation is of no importance. If s = s0 then detailed balance is
trivial since P (s)p(s, s) = P (s)p(s, s). This means that it is not necessary
to consider the behaviour in case of a rejection to obtain the desired result
of the proof.
Theorem 4 is a simple extension of the reasoning used to motivate the
original Metropolis-Hastings rule and could be extended further to motivate
ever more complex processes of generating proposals. While extending the
theorem might be of interest, it is sufficient for the purposes of this thesis.
Therefore all additional investigation is left for further research.
The piece-by-piece approach is be useful in removing the problem of
the random sweep order. The second problem comes from the quantities
0
qis (s0 ) and qis (s0 ) which both need to be calculated. This task is somewhat
simplified here since the distributions may differ according to the index i,
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but all states s ∈ S will have the same qis . Because of this the superscript will
be dropped. In order to compute the values two sweeps over the sentence
are be necessary. In the first the probability qi (h|h0 ) of reversing the current
proposal is computed. In the second sweep the actual proposal is generated
and the value q(h0 |h) is calculated.
Algorithm 23 GreedyCalculation(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g, OrderingOfWordPositions ho1 , . . . , on i)
1: h0 ← empty head assignment
2: val ← 1
3: for o ∈ o1 , . . . , on do
4:
heads ← FindPossibleHeads(i, h, n, r)
5:
sum ← 0
6:
q ← empty function
7:
for head ∈ heads do
8:
h0 (o) ← head
9:
q(head) ← g(s, h0 )
10:
sum ← sum + q(head)
11:
end for
12:
h0 (o) ← h(o)
0 (o))
13:
val ← val q(h
sum
14: end for
15: return val
Algorithms 23 and 24 describe how the values needed in the computation
are generated. Algorithm 24 also produces a new proposal. Note that the
Algorithms are very flexible with respect to the probability function that
is used. The algorithm can be used as a generalization of the chart based
approach [17, 56]. This would imply computing a full chart and then using
it as the source of the proposal distribution g. But almost any proposal
distribution can be used. This allows for easy incorporation of all types of
structural constraints. All that is needed is to ensure that if a step leads
to a configuration that cannot be completed in any way without violating
a constraint, then the probability of that proposal is simply set to 0. The
ability of moving from any state to any other state is ensured by making sure
that any assignment can be generated according to the approximate weight
function. As stated before, it would be possible to extend the algorithm
by creating more than one proposal at a time. This would not necessarily
improve the proposal compared to simply running the algorithm repeatedly.
This is the case since the main problem of this approach is selecting the first
few head assignments. Once they have been selected it should generally be
easy to finish the construction of a good proposal. If many proposals would
be generated at the same time, then they would all have the same problem.
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Algorithm 24 GreedyConstruction(Sentence s = hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g, OrderingOfWordPositions
ho1 , . . . , on i)
1: h0 ← empty head assignments
2: val ← 1
3: for o ∈ o1 , . . . , on do
4:
heads ← FindPossibleHeads(i, h, n, r)
5:
sum ← 0
6:
q ← empty function
7:
for head ∈ heads do
8:
h0 (o) ← head
9:
q(head) ← g(s, h0 )
10:
sum ← sum + q(head)
11:
end for
12:
h0 (o) ← draw proportional to q
0 (o))
13:
val ← val q(h
sum
14: end for
15: return h0 , val

Instead the hope is that running the algorithm repeatedly will result in a
better exploration of the space of possible assignments.
The distributions actually used as approximations are presented in the
chapters in which the approaches are evaluated.
Algorithm 25 ShufflePositions(Sentence s = hw1 , . . . , wn i)
1: o1 , . . . , on ← 1, . . . , n
2: for 1 ≤ i ≤ n do
3:
j ← uniform draw of an integer in (1, n)
4:
intermediate ← oj
5:
oj ← oi
6:
oi ← intermediate
7: end for
Algorithm 26 describes the MCMC technique that results from pulling
together all the different pieces. A proof of correctness is omitted since it
is largely trivial. The correct invariant distribution follows from theorem
4 and observing that the the probability of constructing any shuffling is
the same for each state. If some sequence of incomplete head assignments
h1 , . . . , hn that leads to the final assignment h has g(s, hx ) > 0 for every
hx ∈ h1 , . . . , hn then h is reachable from every other configuration in a
single step of the sampler. This means that this condition would also imply
irreducibility and aperiodicity. There is no longer any requirement on the
weight function P . The greedy sampling step can be used to reach any
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Algorithm 26 GreedySampler(HeadAssignment h, Sentence s
hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g)
1: o1 , . . . , on ← ShufflePositions(w1 , . . . , wn )
2: q ← GreedyCalculation(h, s, P, g, ho1 , . . . , on i)
3: h0 , q 0 ← GreedyConstruction(s, P, g, ho1 , . . . , on i)
qP (s,h0 )
4: p ← q 0 P (s,h)
5: d ← uniform draw from (0, 1)
6: if d ≤ p then
7:
h ← h0
8: end if
9: return h

=

structure and it is therefore no longer a concern that the sampling may
get stuck due to some constraint that would have to be violated in order
to move from one set of assignments to the other. As with edge factored
sampling in the last section, the actual samplers used are a combination
of the Gibbs algorithms presented earlier and the greedy approach. This
is once again done in order to allow for a combination of global and local
search operations. The result of this combination are the algorithms 27 and
31. The latter needs some adapting of the used functions in order to comply
with the single root constraint. All that is done is restrict the search in such
a way that only singly rooted structures are considered. Note that in the
second algorithm the greedy step is used to ensure the movement between
different root nodes. The correctness of the algorithms follows from the
fact that all steps preserve the correct invariant distribution and allow for
moving in place. The irreducibility is ensured by the greedy sampling step.
Algorithm 27 GibbsGreedySampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g)
1: h ← GreedySampler(h, s, P, g)
2: h ← GibbsSampler( h, s, P)
3: return h
It is also possible to combine nearly all the techniques that have been
presented so far and derive a sampler that uses both the edge factored and
greedy sampling steps. This is done in algorithm 32. The correctness could
once again easily be shown with the tools that have already been developed
and an actual proof is left to the interested reader. It should be noted that
none of the greedy algorithms presented here extend the number of function
evaluations needed for by more than 2 per iteration. It is of course possible
that an approximation is used that has cost almost identical to the weight
function. In this case it may be important to consider how many evaluations
of the approximation function are necessary for every iteration. Algorithms
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Algorithm 28 GreedySingleRootCalculation(HeadAssignment h, Sentence
s = hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g, OrderingOfWordPositions ho1 , . . . , on i)
1: h0 ← empty head assignments
2: val ← 1
3: for o ∈ o1 , . . . , on do
4:
heads ← FindPossibleHeadsSingleRoot(i, h, n, r)
5:
sum ← 0
6:
q ← empty function
7:
for head ∈ heads do
8:
h0 (o) ← head
9:
q(head) ← g(s, h0 )
10:
sum ← sum + q(head)
11:
end for
12:
h0 (o) ← h(o)
0 (o))
13:
val ← val q(h
sum
14: end for
15: return val

Algorithm
29
GreedySingleRootConstruction(Sentence
s
=
hw1 , . . . , wn , ri, WeightFunction P ApproximateWeightFunction g, OrderingOfWordPositions ho1 , . . . , on i)
1: h0 ← empty head assignments
2: val ← 1
3: for o ∈ o1 , . . . , on do
4:
heads ← FindPossibleHeadsSingleRoot(i, h, n, r)
5:
sum ← 0
6:
q ← empty function
7:
for head ∈ heads do
8:
h0 (o) ← head
9:
q(head) ← g(s, h0 )
10:
sum ← sum + q(head)
11:
end for
12:
h0 (o) ← draw proportional to q
0 (o))
13:
val ← val q(h
sum
14: end for
15: return h0 , val
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Algorithm 30 GreedySingleRootSampler(HeadAssignment h, Sentence s =
hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g)
1: o1 , . . . , on ← ShufflePositions(w1 , . . . , wn )
2: q ← GreedySingleRootCalculation(h, s, P, g, ho1 , . . . , on i)
3: h0 , q 0 ← GreedySingleRootConstruction(s, P, g, ho1 , . . . , on i)
qP (s,h0 )
4: p ← q 0 P (s,h)
5: d ← uniform draw from (0, 1)
6: if d ≤ p then
7:
h ← h0
8: end if
9: return h

Algorithm 31 GibbsGreedySingleRootSampler(HeadAssignment h, Sentence s = hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction
g)
1: h ← GreedySingleRootSampler(h, s, P, g)
2: for i ∈ {k|1 ≤ k ≤ n} do
3:
if h(i) = r then
4:
continue with next iteration step
5:
end if
6:
heads ← FindPossibleHeadsSingleRoot(i, h, n, r)
7:
h0 ← h
8:
for head ∈ heads do
9:
h0 (i) ← head
10:
q(head) = P (s, h0 )
11:
end for
12:
j choose at random proportional to q
13:
h(i) ← j
14: end for
15: return h
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23 and 24 never require more than n2 evaluations of the approximation
function. Here n is the length of the sentence combined with the artificial
root node. This is the case since there are at most n candidates for the head
of any word and the approximate function has to be evaluated for every
possible head for every word position.
Algorithm 32 GibbsGreedyEdgeSingleRootSampler(HeadAssignment h,
Sentence s = hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g, WeightApproximation w)
1: h ← GreedySampler(h, s, P, g)
2: for i ∈ {k|1 ≤ k ≤ n} do
3:
if h(i) = r then
4:
h ← EdgeFactoredSampler(h, s, P, w, i)
5:
end if
6:
heads ← FindPossibleHeadsSingleRoot(i, h, n, r)
7:
h0 ← h
8:
for head ∈ heads do
9:
h0 (i) ← head
10:
q(head) = P (s, h0 )
11:
end for
12:
j choose at random proportional to q
13:
h(i) ← j
14: end for
15: return h
With this final sampler out of the way, all the formal sampling approaches that presented in this thesis are complete. The next step is obviously an actual evaluation of the presented algorithms which is done with a
artificial problem in section 4 and with a problem from the field of unsupervised/weakly supervised learning in chapter 5. Before this a few remarks are
made on applying the greedy sampling approach to projective dependency
structures.
Greedy Sampling of Projective Dependency Structures
As stated before, the implementation of almost any structural constraint is
easily done with the greedy algorithm as long as it is possible to ensure that
the greedy construction can properly reach all trees. In some cases it may be
possible that the construction runs into a dead end where none of the possible
greedy steps lead to a tree structure that conforms to certain restrictions.
While this is not in general a problem of the sampler - it would be possible
to simply construct structures that violate a constraint then reject them in
the accept/reject step - this leads to some wasted evaluations. Consider the
tree in figure 3.10. This tree could be constructed if the approximate weight
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The janitor cleaned the dirty bathroom ROOT

Figure 3.10: An illustration of the way that random shuffling and a too
relaxed approximate weight function can lead to an assignment that cannot
be completed in a way not violating the restriction to projective trees. The
structure has no crossing edges but there is no way to choose a head for
“janitor” that would not lead to a non-projective edge.

function does not consider whether a certain edge creates an incomplete
tree that cannot be made projective. It would be possible to add this into
the design of the approximation. At the same time there is an easy way to
ensure that this cannot happen by slightly changing the way that the greedy
constructions is implemented. The simple change needed is making sure that
there is always another head to which the word position in the current step
can be attached. This is done by changing the shuffling in such a way that
construction is either done left to right or right to left. This ensures that
any word can either be attached to one of its adjacent words or to the root
of the sentence in case it is the last word to be assigned. The connection
to the root will always be possible since there can be no edge that “covers”
the root of the sentence. In case there has been no root assigned so far it
is possible to attach the last word at the artificial root, even in the single
rooted application. Otherwise attachment to an adjacent word is possible.
Algorithm 33 describes the changed approach to shuffling. All this is
combined with the techniques for listing heads that agree with the constraint
to projective trees. The resulting sampler makes no proposals that are not
projective. This could also be achieved by an appropriate design of the
approximate weight function, but this version of the algorithm can re-use the
same weight functions used for application in non-projective cases without
having to make any changes. The result is presented by algorithm 37. Note
that this sampler re-uses the root sampling algorithm of the projective Gibbs
sampler. This is in contrast to the algorithms 31 and 32. This contrasting
use is made since the root sampling algorithm for projective trees is much
more efficient then the Gibbs step that was used in the non-projective case.
The sampler could easily be changed to deal with the scenario in which
more than one root node is admitted. This concludes the presentation of
the sampling algorithms.
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Algorithm 33 ShufflePositionsProjective(Sentence s = hw1 , . . . , wn i)
1: if uniform draw from (0, 1) is less than 0.5 then
2:
return 1, . . . , n
3: else
4:
return n, . . . , 1
5: end if

Algorithm 34 GreedyProjectiveSingleRootCalculation(HeadAssignment
h, Sentence s = hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g, OrderingOfWordPositions ho1 , . . . , on i)
1: h0 ← empty head assignments
2: val ← 1
3: for o ∈ o1 , . . . , on do
4:
heads ← FindPossibleHeadsSingleRootProjective(i, h, n, r)
5:
sum ← 0
6:
q ← empty function
7:
for head ∈ heads do
8:
h0 (o) ← head
9:
q(head) ← g(s, h0 )
10:
sum ← sum + q(head)
11:
end for
12:
h0 (o) ← h(o)
0 (o))
13:
val ← val q(h
sum
14: end for
15: return val
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Algorithm 35 GreedyProjectiveSingleRootConstruction(Sentence s =
hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g, OrderingOfWordPositions ho1 , . . . , on i)
1: h0 ← empty head assignments
2: val ← 1
3: for o ∈ o1 , . . . , on do
4:
heads ← FindPossibleHeadsSingleRootProjective(i, h, n, r)
5:
sum ← 0
6:
q ← empty function
7:
for head ∈ heads do
8:
h0 (o) ← head
9:
q(head) ← g(s, h0 )
10:
sum ← sum + q(head)
11:
end for
12:
h0 (o) ← draw proportional to q
0 (o))
13:
val ← val q(h
sum
14: end for
15: return h0 , val

Algorithm 36 GreedyProjectiveSingleRootSampler(HeadAssignment h,
Sentence s = hw1 , . . . , wn , ri, WeightFunction P, ApproximateWeightFunction g)
1: o1 , . . . , on ← ShufflePositionsProjective(w1 , . . . , wn )
2: q ← GreedyProjectiveSingleRootCalculation(h, s, P, g, ho1 , . . . , on i)
3: h0 , q 0 ← GreedyProjectiveSingleRootConstruction(s, P, g, ho1 , . . . , on i)
qP (s,h0 )
4: p ← q 0 P (s,h)
5: d ← uniform draw from (0, 1)
6: if d ≤ p then
7:
h ← h0
8: end if
9: return h

Algorithm
37
GibbsGreedyProjectiveSingleRootSampler(HeadAssignment h, Sentence s = hw1 , . . . , wn , ri, WeightFunction
P, ApproximateWeightFunction g)
1: h ← GreedyProjectiveSingleRootSampler(h, s, P, g)
2: h ← GibbsProjectiveSingleSampler( h, s, P)
3: return h

3.5. CONCLUSION
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Conclusion

This chapter achieved two primary goals: it took a number of simple, head
by head sampling techniques based on approaches introduced previously in
the literature and showed that they are applicable to a number of different
MCMC settings that include some hard restrictions on the way dependency
trees can be constructed. It was also shown that these algorithms define
provably correct MCMC schemes.
Besides the basic approaches the chapter also gave some global approaches that extend previous research in this direction. The greedy sampler
can be used with complex proposal distributions and is a generalization of
most techniques proposed before. The edge factored MCMC scheme is based
on a very strong restriction of the proposal distribution but allows for an exact proposal from this distribution. Both approaches are intended to lessen
the impact of local optima.
The following chapters are intended to evaluate the presented algorithms
and show their strengths and weaknesses. The algorithms came in a number
of versions and due to limitations of space it is necessary to focus on a few of
them. Since a major theme of this thesis is the use of structural constraints,
only single rooted versions of the different algorithms are evaluated. At the
same time both the projective and non-projective versions are used. This is
the case since some techniques only apply to one of these possible settings.
The fact that it is easy to combine samplers is a strength of MCMC and
the extended versions of the global samplers are used throughout. This way
the local approaches can find the optima that the global steps will make it
possible to escape.
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Chapter 4

Convergence Evaluation on
an Artificial Problem
4.1

Introduction

In this chapter the sampling techniques presented in chapter 3.3 are evaluated on a sampling problem with an artificial distribution. The task is
artificial in so far as it does not immediately come from any Natural Language Processing task and it allows for the analytic computation of some
statistic of interest. Assume that a sample is drawn from such an test distribution by using Markov Chain Monte Carlo methods, it is then possible
to compute the statistic from the draw. The difference between the value
calculated from the MCMC run and the correct value for the evaluation
distribution can then be compared. This possibility contrasts sharply with
most actual use cases for MCMC. There the actual value would often have
to be computed by brute force or by some approximation algorithm that
can be used as an alternative to MCMC. One such example will be the
unsupervised learning of dependency structures that is used for evaluation
in chapter 5. In that chapter the main statistic investigated is the highest
probability assignment that has been found after a certain number of steps.
While this statistic is interesting for determining how quickly the process
moves towards maxima of the probability function and how strong the found
maxima are, the results are not completely instructive for investigating the
behaviour of a sampling algorithm. If the task is purely the maximization of
some function value, then there are techniques for global optimization that
could very well have a much better performance [97, 116]. Expectations
over all possible assignments, the main goal of MCMC approaches, are completely impossible to compute in any reasonable time. This means that the
evaluation results generated with an artificial distribution are a necessary
part of any complete evaluation of MCMC sampling algorithms.
Another alternative to artificial problems would be running different
101
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algorithms and comparing their results. This technique is often used to
establish the number of iterations that are needed until the results from a
MCMC scheme become reliable [40]. In this case multiple Markov Chain
simulations are run at the same time and some statistic is calculated that
expresses how close their results are. The assumption is usually made that
once the sample statistics of all chains tend towards the same result they
have converged. This approach has limited usefulness for the evaluation of
different algorithms. When the chains converge towards different values,
then it becomes unclear which is the correct one. It could also be the case
that all the algorithms tend towards the same, incorrect value.
With some motivation for the evaluation technique out of the way it
becomes necessary to explain what would constitute “good” behaviour of
a MCMC sampler in the experimental evaluation. Instead of running the
process until some predefined statistic is reached to some level of accuracy,
the experiments presented here were run for a fixed number of steps and the
behaviour was tracked throughout the complete run. This is more likely to
resemble a “real” application situation. Users of an MCMC algorithm will
often only have a limited computational budget. Within this budget the
sampling algorithms will usually be run. Whatever result has been reached
has to be used. If the sampling algorithm reaches convergence within the allotted time, then it is also possible to make a statement about the number of
iterations necessary to reach this convergence. As will be seen in the evaluation results, the algorithms do not always converge to within any reasonable
accuracy. The value of some summary statistic of a single chain or a number
of chains being used to simulated the target distribution is presented. For
a good MCMC algorithm the summary statistic will quickly move towards
the value derived by analysis. It is also tracked how many computational
resources have been used up to a certain iteration step. The computational
resources are measured in terms of the evaluations that have been made of
the probability function and the evaluations that have been made of the
auxiliary functions needed for the greedy sampling algorithms and the edge
factored techniques. This evaluation of the resource requirements is chosen
instead of measuring things like working memory usage or the number of
processor steps taken. The reason that things like the memory or processing
steps are ignored is that fact that these statistics are dependent on the exact
implementation of the algorithms. As stated during the presentation of the
algorithms, it is assumed that the runtime of any sampler will be dominated
by the time spend evaluating the mentioned functions. The result of this
discussion are the following criteria for a good sampler:
• It correctly predicts the statistic of interest within the allotted number
of samples drawn up to some tolerance.
• It makes use of a small number of function evaluations.
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It should be noted that the MCMC algorithms evaluated are the techniques used for single rooted sampling both projective and non-projective.
This means that algorithms involving all the tools developed are considered. The focus on single rooted algorithms is chosen here since dealing
with structural restrictions is one of the main topics of this thesis and this
is an instance of such a restriction that can be combined with all the other
techniques.
This chapter proceeds as follows. First it is established what kind of
probability function is used for the evaluation. Following this it is necessary
to define the auxiliary functions used in sampling. Afterwards the types of
statistics kept will be explained. The choice of target function is obviously
related to the values tracked, since the function determines what kind of
statistics can be predicted analytically. Finally the chapter can conclude
with the discussion of the evaluation results for different settings of the
artificial task.

4.1.1

A Note on the Development of the Algorithms

In the presentation of the evaluation results it turns out that some samplers
have severe problems with the evaluation task presented here. The problems
they exhibited is generally not with finding at least one optimum of the
target function but instead with dealing correctly with multiple optima.
From the results one could get the impression that the sampling algorithms
may have been implemented incorrectly. It is of course never possible to
exclude a programming error. But all implementations have been tested
with the target function and they do in fact converge reliably given a few
thousand iteration steps and averaging of five parallel chains. These results
are not presented here since the same statement could be made for all the
algorithms. It is also true that running any sampler for that many steps on
more than a few short sentence would be completely infeasible in almost all
settings. Therefore the decision was made to present the results including
the failures of some of the algorithms on some runs. These results are
assumed to be more helpful to the reader in picking tools for a particular
problem that he or she wants to solve. The implementation of the MCMC
algorithms and the benchmarking tools will also be made publicly available
open source code. This will allow the interested reader to reproduce the
benchmarking results and check the algorithms.
The function used for evaluation in this section is not the only one against
which the samplers where checked for correctness. In fact there is an important lesson learned from the development process: Sampling from the uniform distribution, i.e. the probability function that assigns equals weight
to every dependency tree, is extremely useful in testing and developing a
correct dependency sampler. While the problem of correctly predicting that
every tree should occur equally often does not reveal much about the per-
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formance of the algorithm, since most moves will be readily accepted, it
does point out even small errors in the calculation of transition probabilities. When these probabilities are calculated it is often the case that only a
small fraction of their weight is determined by the elements necessary for the
correctness of the sampling algorithm such as the Metropolis-Hastings rule.
The majority of the weight will be determined by the function that is evaluated and an algorithm might seem to perform correctly even when it has
some small programming error. For this reason the uniform distribution is a
very good guide in the programming and testing of actual implementations
of dependency sampling algorithms. The weights of the different trees are
all equal and will generally contribute a net zero effect to the sampling process. A small error in the algorithm will then lead to a completely incorrect
result in the MCMC approximation to the uniform distribution and this will
reveal any possible errors. Since the uniform distribution for dependency
structures can only be correctly sampled by visiting every possible head assignment at the same rate, the uniform probability function will also reveal
if a chain is not actually irreducible since possible assignment functions that
should be visited fairly early in the sampling process will never be reached.
All algorithms presented here produced correct samples from the uniform distribution. As stated before, the results that are derived from the
uniform sampling scenario are not very interesting for a performance evaluation. It is a useful takeaway from the development process that the uniform
distribution can be instrumental in uncovering programming errors.

4.2

The Probability Function

In this section the probability function for the artificial evaluation is introduced. The function is based on two ideas. Models for dependency parsing
are often used to select a single correct head assignment which is then used
in further processing tasks [42, 16, 83, 75] and there is a general tendency in
dependency structures to prefer a small subset of the possible dependency
assignments compared to the full set of possibilities [110, 111]. For this
reason it can generally be assumed that a “good” model for dependency
parsing will assign a great amount of weight to a few dependency structures. This is modelled by the evaluation problem giving most of its weight
to a few dependency trees. The second inspiration is the problem of dealing
with multiple unconnected areas in which the probability function takes a
high value, i.e. dealing with local optima. This is an important problem in
the design of MCMC algorithms [64]. Most algorithms have little problem
with moving towards an optimum and then moving closely around it. It is
much harder to have the algorithms traverse correctly through valleys in the
weight function. Because of this the probability function is designed in such
a way that there are two obvious and distinct optima.
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The artificial problem used here is based on matching one of two different
reference dependency assignments. This is combined with two parameters
d, w. w is the weight that is added for every successful match between the
dependency tree for which a probability is calculated and any of the reference
sentences. The parameter d is short for “depth” and regulates the size of the
a,b
elements matched. The probability distribution is denoted by Pd,w
. a and b
are the two reference head assignments. The concrete sentence used is of no
importance since the weight is computed only on matching elements in the
dependency assignment. For this reason the concrete sentence is suppressed
in the discussion given here. The probability of any head assignment h is
given by:

a,b
Pd,w
(h) =

Z =

ew max(matches(s,a,h,d),matches(s,b,h,d))
Z
X
w max(matches(s,a,h,d),matches(s,b,h,d))
e

(4.1)
(4.2)

h0 ∈Γ

The set Γ is used to denote Hssingle or Hssingle+projective depending on the
evaluation scenario used. The definition of the matches function is given
by:
matches(hw1 , . . . , wn i, a, h, d) =

X

m(i, a, h, d)

(4.3)

1≤i≤n

m(i, a, h, 0) = 1

(4.4)

m(i, a, h, d) = 1(a(i) = h(i))m(h(i), a, h, d − 1)(4.5)
In order to make this formula well defined, it is assumed for all head
assignment functions that the assignment for the artificial root r is r itself.
This means that once the artificial root node is reached the current word is
considered a match. It should be easy to see that the probability function
has two distinct optima. These are reference assignments a and b. From the
definition it also follows that the higher the d value the harder it becomes
to find the reference structures. If the parameter is equal to the length
of the sentence for which the head assignments are computed, to choose
an extreme example, then the difference between having weight 0 and full
weight can lie in the choice of the root word alone. For the same reason it also
becomes harder and harder to move between the two reference assignments.
In contrast to this a d parameter of 1 would imply that only single edges need
to be matched in order to achieve a good weight. Note that it would still not
be possible to compute expectations by simply employing techniques like the
Matrix Tree Theorem for dependency trees [92, 74]. The reason for this is
the maximum operation used in the definition of the probability function.
This operation implies that the weights of the edges are not independent.
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Assume that d = 1 and ten edges in a dependency assignment match a and
five match b. Then the weight of whole structure will not be 15 times w
but instead 10 times w. This lack of independence can be combined with
a higher value of d and used to make the problem extremely hard. With
an extremely high value of d it could once again become feasible to simply
list all possible structures that are still assigned any significant amount of
weight and compute expectations this way. For most settings of d it is
computationally infeasible to compute the normalization parameter Z and
therefore most expectation values.
Sampling also becomes harder as the value of w is increased. This is
caused by local optima becoming more and more pronounced as the value
increases. This is especially problematic for sampling algorithms that change
a single head at a time. Consider the difference between an head assignment
h that has n “correct” entries and another h0 that has 0 n − 1 “correct”
)
−10 . In a
assignments with d = 1 and w = 10. In this case PP(h
(h) = e
Metropolis-Hastings step this can mean that the transition is made with a
probability of less than one in twenty thousand.
It was stated before that an artificial distribution is used in order to make
it possible to predict certain statistics analytically. A simple feature of the
evaluation distribution is that the probability of a and b will be identical.
This is the case since the weight is the sum of matches per word and this
implies the same weight for both structures. a and b are also the dependency
structures that have the highest probability since every other possible head
assignment misses at least a single match. This means that one would expect
a “good” sample from the distribution to have a ratio of observations of a
and b that is approximately equal. As long as a high value of w is used it
is also fair to expect that either a or b is encountered early in the sampling
process. Therefore the ratio between the number of times a and b have been
encountered is used as the main evaluation criterion for the different MCMC
algorithms. Note that the values that are often considered in the evaluation
of MCMC sampling are things like the mean of some real valued variable.
This is not used here since, while one could sum over integer valued variables
like positions, the relative frequencies of structures are of greater interest.
It is also possible to analyse the number of times either of the structures
was encountered during sampling. While no attempt will be made to compute the “correct” fraction of times that these structures should be visited
compared to all other possible dependency trees, it is still interesting to see
how consisted the algorithms are in their estimate.
It should be noted that the given probability function strongly favours
algorithms that can make large steps in the space of possible assignments,
i.e. samplers that change most of the head assignments in a single step.
This should be kept in mind when the actual evaluation is made.
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The Evaluation Parameters

This section will introduce the different parameters that can be varied during the evaluation as well as certain choices that have to be made for an
implementation that are left unchanged. The former are intended to help
characterize the different MCMC algorithms in their strengths and weaknesses. The latter concern the way the sampler is initialized and the way
certain functions are computed. These details are not varied since they are
not a feature of the evaluation problem.
All statistics presented are averages or median like values. Variances are
not reported since they would further extend an already sizeable number of
results. They were also comparatively small, indicating a very predictable
behaviour of the algorithms. As stated before, the code for the benchmarking will be made publicly available and it would be possible for any reader
to obtain the results of the benchmarking for themselves. The author can
also be contacted for the full evaluation results.
In order to compute averages and medians it is necessary to repeat an
experiment for a number of times. The complete sampling procedure for
every experiment was repeated 100 times for each algorithm and all the
parameters. The necessary statistics were then derived from these 100 repetitions.
It can be beneficial to run multiple Markov Chains in parallel and average
out their results. This is also used in the evaluation presented here. Instead
of running only a single chain and deriving the statistics of interest from
this single chain most of the experiments were made with multiple chains
in parallel. The statistics that were computed for each repetition of the
experiment were computed over the samples from all the parallel chains.
Using multiple sequences of Markov chains is an easy way to average out
the influence of initialization and is something that can be implemented
trivially with parallel processing.
The next important parameter is the number iterations made for each
group of chains. In each of the 100 repetitions of the experiment 300 samples
were produced from each MCMC sampler in the group. This means that if
5 chains were run, then there were 1500 samples available at the end of the
sampling process. When multiple chains are run in parallel there is a question of how pseudo-random numbers, which are necessary for in the MCMC
algorithms, are generated. The source of random numbers is the Mersenne
Twister implementation from the COLT package for scientific computation
acs.lbl.gov/software/colt/. In order to speed up the parallel chains
one random number generator is run for every chain. While this makes the
sampling process faster, since it cuts down on any checking for thread safety
in the random number generator, it could produce a problem with correlation. Because the generators are initialized with the time at which they
are created and they are all generated at the start of the experiment, the

108

CHAPTER 4. ARTIFICIAL EVALUATION

random number sequences could be very similar until multiple iterations of
the generator have turned small differences into larger ones. An attempt
was made to reduce this effect by drawing a few unused samples from each
pseudo-random number source and having a different number of random
numbers drawn for each chain, but it should still be mentioned that this
problem exists and may complicate the sampling evaluation.

4.3.1

Initialization

It is always necessary to chose a dependency structure from which the sampling process is started. The starting point is chosen so that the initial
structure conforms to all the constraints that the algorithm under consideration enforces. Algorithms 38 and 39 respectively describe how the first
non-projective and projective tree for the MCMC process is generated. It
should be noted that the initialization is not designed to be uniform and the
randomization of the order is intended to somewhat alleviate biases. Each
chain is initialized independently of those that are run in parallel to it.
Algorithm 38 Initialize(Sentence s = hw1 , . . . , wn i)
1: if uniform draw from (0, 1) is less than 0.5 then
2:
o1 , . . . , on ← 1, . . . , n
3: else
4:
o1 , . . . , on ← n, . . . , 1
5: end if
6: h ← empty function
7: for o ∈ o1 , . . . , on do
8:
h(o) ← uniform draw from FindPossibleHeadsSingleRoot(i, h, n, r)
9: end for
10: return h

Algorithm 39 InitializeProjective(Sentence s = hw1 , . . . , wn i)
1: if uniform draw from (0, 1) is less than 0.5 then
2:
o1 , . . . , on ← 1, . . . , n
3: else
4:
o1 , . . . , on ← n, . . . , 1
5: end if
6: h ← empty function
7: for o ∈ o1 , . . . , on do
8:
h(o) ← uniform draw from FindPossibleHeadsSingleRootProjective(i,
h, n, r)
9: end for
10: return h
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Note that the initialization procedure has the tendency to assign the root
position to the words at the edge of the sentence. This is the case since the
artificial root can only have a single child and all words assigned previously
would have to have been attached somewhere else in order for a word in the
middle to become the root.
It might be possible to improve the evaluation results for some of the
algorithms presented here by changing the initialization procedure. This is
left for future research.

4.3.2

Auxiliary Functions

Another important decision that needs to be made is the choice of auxiliary
functions. These functions are the weight function g used by the greedy
algorithms and the function w used by sampling on the basis of exactly
drawing from an edge factored distribution.
The edge factored sampling is approximated in the most straightforward
way, meaning that w is given by:

w(i, j) = w1(a(i) = a(j) ∨ b(i) = b(j))

(4.6)

The value of the function is equal to the weight w if the edge in question is in either of the reference assignments and 0 otherwise. While this
is a good guideline if d = 1, it would still not be absolutely accurate as
discussed before. Another problem is the possibility that the edge sampler
“mixes” edges from both reference structures. Even with edges from only
two dependency trees a combinatorial explosion could be the result. This
shows that the edge factored approach might be lacking in expressive power
necessary to sample complex distributions. It could also be a sign that the
artificial evaluation task is simply a bad choice for this approach. At the
same time it is the very point of any evaluation to uncover the strengths
and weaknesses of different samplers.
Greedy sampling allows for designing a proposal function that is much
more well suited to the exploration of different optima. The greedy approximation function g is:
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0

0

g(h) = ew max(match (s,a,h,d),match (s,b,h,d)) (4.7)
X
m0 (i, a, h, d)
(4.8)
match0 (hw1 , . . . , wn i, a, h, d) =
1≤i≤n
0

m (i, a, h, 0) = 1

(4.9)

m (undef ined, a, h, d) = 1

(4.10)

0

0

m (i, a, h, d) = test(i, a, h)m(h(i), a, h, d − 1) (4.11)
test(i, a, h) = 1(a(i) = h(i)
∨h(i) = undef ined)

(4.12)

a,b
The definition is basically the same as Pd,w
(h) save for two changes.
The normalization factor is dropped. Since the weights are normalized in
the greedy algorithm any normalization factor could be ignored in running
the algorithm. Because the impossibility of computing Z is what makes
sampling difficult, it is important that these factors can be dropped. The
function is also extended to deal with the possibility of words that have not
yet been assigned any head. Note that this greedy function is very well
suited to the evaluation task presented here. This is the case since the first
edge that is picked is usually part of either of the two reference assignments.
Then the subsequent edges are all be picked to come closer and closer to this
reference structure, since the maximum operation favours new edges that fit
with the existing ones. This is an example of how the greedy algorithm
can be designed to perform very well for complicated weight functions by
choosing a suitable weight function for the greedy generation. The fact that
the weight function can be designed to fit this well is of course a result of
the problem definition. At the same time it does not seem unreasonable to
assume that good proposal functions can be found for other distributions.

4.4

Algorithms Evaluated

It will obviously be necessary to actually list the algorithms to be evaluated.
This is done in table 4.1.
Some elaboration on the algorithms should be useful in reminding the
reader of the properties of the sampling algorithms and in order to make
some predictions about the behaviour of the algorithms. The algorithms
fall into two simple categories, those that allow only projective structures
and those that also allow non-projective dependency trees. The probability
function is always restricted to the trees allowed by the sampling algorithm.
This means that the fraction of times that the reference structures a and b
are visited should be increased for the projective structures. It is assumed
that the projective algorithms should have more difficulty in finding optima
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Abbreviation
MHProj

Number
17

GibbsProj

18

GreedyProj

37

MH

10

Gibbs

12

Greedy

31

Edge

22

GreedyEdge

32
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Short Description
Sampling by proposing head assignments uniformly from a list of options that do not violate the projectivity constraint. Root can be exchanged for its left and right child.
Sampling head assignments in a
Gibbs step from a list of options that
do not violate the projectivity constraint. Root can be exchanged for
its left and right child.
Combination of algorithm 18 and
Greedy construction of a proposal.
Sampling by proposing head assignments uniformly from a list of options that do not violate the restriction to trees. Attempts are made
to randomly exchange the root for
other words.
Sampling head assignments in a
Gibbs step from a list of options
that do not violate the constraint
to trees. Each word is proposed as
root in turn and position to move
old root to is determined in a Gibbs
like step.
Uses algorithm 12 but replaces root
sampling with a greedy step.
Combines algorithm 12 with the
sampling of the complete structure
through the edge factored approach.
Uses algorithm 12 but replaces root
sampling with a greedy step. Also
adds an edge factored sampling
step.

Figure 4.1: This table lists the different algorithms evaluated along with
the abbreviations used to refer to them in the text. For each algorithm the
number it has in the text is given. There is also a short description as a
reminder of the way the algorithm works.
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and moving between them. This is the case since the possible moves in nonglobal algorithms are more restricted when no crossing edges are allowed.
The projective restriction is enforced by algorithms 17, 18 and 37. The
first algorithm is the least resource intensive and it is based on local search.
The behaviour one would expect is that sooner or later the uniform proposals
for the heads of single words lead to one of the two reference assignments.
This is the case since moves towards structures with greater probability
are always accept by the sampler. This is true with the exception of the
root sampling step which has a small correction factor. Unless w is chosen
to be very small, the weight will most likely be offset by the probability
function. Once a good assignment has been found, the movement of the
chain constructed from algorithm 17 should then most likely get stuck in
the vicinity of assignment because of the strictly local moves. This means
that it can be expected that the sampling algorithm performs poorly unless
both reference structures are very similar, a large number of parallel chains
is used or the weight is very small. The same would be true for algorithm
18. The main difference is the fact that all proposals are computed by
taking the weights of the assignments that would result. This means that
the behaviour is similar to algorithm 17 except that the discovery of one of
the reference structures will be quicker. Finally algorithm 37 extends the
Gibbs based approach by a greedy global approach. The expectation is that
this algorithm converges fast and moves between the different optima.
t can also be expected for algorithms 18 and 37 that they use much more
evaluations of the probability function. These are made during the Gibbs
steps. The greedy step adds only two evaluations of the target function. It
does however add a large number of evaluations of the auxiliary function g.
This function will be almost as costly as the actual probability. It should
therefore be kept in mind that there is a substantial cost increase for the
greedy sampling step. The combination of Gibbs sampling and greedy sampling is chosen to explore the settings close to the proposals made by the
greedy sampler.
The other algorithms all allow for non-projective dependency structures.
The expectation would be that, since they can move more freely, they should
be able to find optima more easily. At the same time there is a larger space
that needs to be explored which could be problematic for algorithm 10. This
is the cheapest of the non-projective samplers. Algorithm 12 costs more since
the proposals are once again made based on the probability function. From
this one could also once again assume that the time to reach one of the
reference structures is reduced. Algorithm 22 adds an additional step that
is cheap in in terms of probability function evaluations but requires a number of evaluations of the auxiliary function. The addition of a global step
in this case may help with convergence, but since the global step is based
on a very weak approximation of the actual function it may not contribute
much in case of a higher d value. The greedy algorithm 31 is even costlier
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in terms of auxiliary evaluations, since it has a more complex approximation function but it is reasonable to expect the algorithm to perform well
precisely because it makes use of this additional source of information. The
last technique evaluated is also the most costly. Both of the global techniques are combined in algorithm 32 and one hopes that the high demand in
computational resources pays of in terms of good performance in estimating
quantities of interest.

4.5

Statistics Used

The final topic that needs to be discussed before the actual evaluation results
can be presented are the exact definitions of the statistics kept. While most
of these have been mentioned before, this section attempts to reduce all
possible ambiguities to a minimum. Note that when the results are graphed
later in this chapter each data point is taken as a sum over all chains instead
of attempting to find a single “representative” chain’s performance to plot.

4.5.1

Ratio of Reference Assignments

The main statistic is the ratio of the samples that are equal to trees a and
b respectively. Statistics similar to this one may be useful for different tasks
in NLP. An obvious application of such ratios would be to decide which
assignment to return as the “better” one among a number of choices. This
could be the one more likely according to the sample and if the ratios are
computed correctly, then they would represent a difference in the weight assigned by the model. It would also be possible to make use of the minimum
risk approach to parsing and use the ratios to select single edges [6, 48].
Another possible application that needs the relative frequency with which
certain features of the input are expected would be the training of Conditional Random Fields with stochastic gradient descent [60, 114, 35, 112].
The ratio also has the advantage of being a feature of a distribution that
can be predicted analytically with greater ease than measures that take into
consideration others aspects of the sample. Another reason that a ratio is
interesting is the fact that it focuses the evaluation on values that have high
probability in the target distribution and are therefore likely to be explored
early in the MCMC process.
The actual value used is the median among all 100 times the experiment
it (a) seenit (b)
is repeated of max( seen
seenit (b) , seenit (a) ). The values seenit (x) denote how many
times x was among the observations generated up to iteration it. The median
among the different repetitions means that the values for 100 repetitions are
computed from the different chains seen in each repetition of the experiment.
The values from different runs are then ordered from smallest to largest and
the middle value in this list is chosen. Due to rounding down, this would
be the entry number 50 counting from 1. Note that, because the Java [37]
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ordering of double precision floating point numbers was used, NotANumber
is moved to the end of this list. The median is chosen since the value will
be infinity for at least some repetitions of the experiment in which only
one of the reference trees is found and this would change the value of any
mean to infinity. If the median is less then infinity, then this would mean
that at least half of the times the sampler “found” both modes in at least
some of the parallel chains. If the value is close to 1.0, then this would
mean that the MCMC algorithm more or less correctly models the relative
likelihood of the two assignments with the samples generated up to that
step. The maximum of two fractions is used in order to make deviations
more readily interpretable. It implies that values are always in the range
it (a)
from 1.0 upwards. If it was just a fraction of the form seen
seenit (b) , then the
values would simply vary between 0 and 1 if there was a tendency to produce
more observations of b than of a and vary between 1.0 and infinity in the
opposite case. The restriction to values from 1.0 upwards also means that it
is possible to express situations in which neither of the structures have been
found -resulting in a value of NaN- by the value 0.

4.5.2

The Third Quartile

it (a) seenit (b)
The third quartile for the values of max( seen
seenit (b) , seenit (a) ) is also reported.
The concept is basically the one introduced in the previous subsection except
that the last of the first three quarters of values is used instead of the last of
the first half. This extension is used to expand information on the robustness
of the MCMC scheme. This statistic has a better chance to reach a much
larger value of the fraction and will therefore be a more pessimistic estimate
than the median value. This also means that it is more likely that algorithm
behave at least as well as suggest by this value.

4.5.3

Count of Reference Assignments

Both the averages over the values seenit (a) and seenit (b) are tracked for all
experiments. If there are n chains run in parallel, then this value reports
how often the algorithm for sampling has returned a or b in each of the n
parallel chains up to iteration it. The value either increases or stays the
same for every iteration taken. Unless the algorithm is biased in favour of
either a or b it would be expected that the average over all repetitions of the
experiment is about the same for a and b. The reverse of this implies that
an imbalance in this estimate indicates some bias in the algorithm and they
way it is initialized. Note that these biases are possible in MCMC schemes,
they simply average out after sufficient runtime.

4.6. EVALUATION RESULTS

4.5.4

115

Function Evaluations

The averages over all repetitions of the probability function evaluations are
tracked. The number is summed up when multiple sampling algorithms are
run in parallel, the value is summed up for all chains, therefore the increased
cost of using multiple chains is reflected. It is desirable to compare the cost
of this function to the cost of evaluating auxiliary functions. The cheapest
auxiliary function is the edge factored function w that is only evaluated on a
single edge. In order to make the values comparable the counts of the times
the probability function has been evaluated will be multiplied by the length
of the dependency structure on which a sampler is used. It would be easy
to recover the original value by dividing accordingly. As a result the value
reflects the number of edges that have been considered in the computation
of the probability function, ignoring the fact that some iteration over the
dependencies proportional to the factor d will be necessary. As stated before,
the function is the main indicator of the computational resources that have
to be dedicated in order to use a certain algorithm.

4.5.5

Auxiliary Function Evaluations

In addition to the number of times the probability function was evaluated
the same number is presented for the auxiliary functions for greedy and
and edge factored sampling. Once again an average is used over all the
repetitions of the sampling process and the uses of the function are summed
for multiple chains. The auxiliary function only inspects single edges and
is therefore not scaled in any way. The greedy function on the other hand
inspects every edge in a structure1 . Therefore is it also scaled by the length
of the dependency structure. If both functions are used, then the number of
auxiliary evaluations is the sum of the evaluations made for both functions
with the greedy one scaled and the auxiliary one unscaled.

4.6

Evaluation Results

In this section presents the actual evaluation results, first with some experiments in which the single root sampling aspect will have less influence,
because the two reference structures will have the same word attached to the
artificial root. This means that once the root has been found one can expect
any sampler, as long as w is set high enough, to have little problem to stick
with this root and the sampling problem is focused on going through the different structures that have this root node. After a good number of insights
have been gleaned from evaluation on this reduced problem, the evaluation
is extended to structures with differing root positions. The first evaluation
is extensive in order to give an impression of the different strengths and
1

Or notes that there is no edge for certain words.
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1 2 3 4 5 ROOT

1 2 3 4 5 ROOT
Figure 4.2: The two dependency trees used in this section. The upper tree
will be referred to as as5 and the lower tree as bs5
weaknesses of the algorithms. Since the second evaluation is concerned with
“only” the root sampling step, it is kept shorter.

4.6.1

Reference Structures with the Same Root - Short Trees

In this section the reference trees have a single root and a small number of
word positions. The trees used are presented in figure 4.2. Note that both
trees are projective and single rooted so they can be used for evaluation with
all the algorithms. It is not possible to change the first tree into the second
or vice versa in just a single iteration of the MH or Gibbs algorithm2 , which
means that a true exploration of the space of dependency trees is necessary.
The first evaluation is done with a very easy setting of the objective
function.
Small Weight and Short Distance
as ,bs

The first results P1,15 5 and 5 parallel chains. 5 sequences were chosen since
they represent a feasible number of parallel processes that can be run on
a modern personal computer in order to do a quick experiment. Better
hardware may make a large number of threads possible, but it is not always
possible to use good hardware for every short experiment that might just be
it (a) seenit (b)
exploratory. The evaluation results for the median of max( seen
seenit (b) , seenit (a) )
are presented in figure 4.3. A small remark on reading the graph. As stated
before, a value of less than 1 means that neither of the two references has
been found. After a while the graph moves up in a straight line and moves
out of the range of the y axis because one reference has been found but not
the other. This means that the value becomes infinity. Eventually the value
will “come down” and start moving towards the correct value of 1.0. Note
that most algorithms settle around 1.5 which could indicate that some chains
simply find one maximum and stick with it. The ratio is then the result of
2

Because of the order in which the algorithms iterate.
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Figure 4.3: This figure contains the evaluation results for the fraction median
as ,bs
for the probability function P1,15 5 and five parallel chains as described in
section 4.6.1 in the paragraph on small weights and short distances.
two threads finding one solution and three the other. Verifying this suspicion
will be left for later evaluation. The results more or less conform with what
would be expected. Gibbs and GibbsProj reach the desired value faster than
MH and MHProj respectively. A surprise is the fact that the projective
versions are generally faster than their non-projective counterparts. This
means that the reduction in candidates seems to have more of an impact
than the reduction in possible moves. Note that edge factored sampling in
combination with a Gibbs step seems to work well on its own, but combining
it with the greedy approach seems to impact performance negatively. The
pure greedy algorithms show the best performance for projective and nonprojective sampling. This is not surprising given the well suited auxiliary
function.
More robust convergence information can be gleaned from the third quartile data in figure 4.4. The results are similar but now they have become
more pronounced with both the benefit of projective and greedy sampling
being more apparent.
As stated before, the exact number of times that a reference structure
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Figure 4.4: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P1,15 5 and five parallel chains as described in section 4.6.1 in the paragraph on small weights and short distances.
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should be in the samples, expressing how well the sampler models the complete probability function, is used as an convergence measure, but if the
sampling algorithms agree on this value then this would be an indication of
desirable performance. The number of times each structure was observed is
given in figure 4.5. Note that the projective versions predict much higher
numbers. This is the case since the space over which they operate is very
reduced and the overall probability assigned to the two optima is much
larger. In all cases the number of times the gold assignments were sampled is substantially lower than the 15003 times theoretically possible. This
indicates that the sampling algorithms correctly react to the fact that the
weight is relatively spread out because of the small d value. Since the values
are averages, they do not represent the behaviour of any one run, but they
indicate that running the sampler on 500 chains4 would have produced a
correct estimate. The fact that a greater number of chains would produce a
better estimate is not surprising given conventional wisdom on MCMC [40].
Aside from the projective/non-projective divide. the prediction seems to
be extremely consisted among the different sampling algorithms with slopes
that are basically identical given the scale of the graph.
The final piece of the evaluation is the use of resources. The average
number of calls to the evaluation function is presented in figure 4.6. Recall
again that this function is scaled by the length of the structures. The most
noticeable piece of information is the high use of resources by Edge and
Gibbs. This is caused by the algorithm used to sample the root assignment,
which, as stated in its description, increase the number of function evaluations of the algorithm by a constant factor, but as can be seen here this
increase is quiet noticeable. The “cheapest” algorithms are MH and MHProj respectively for projective and non-projective sampling. Since Greedy
and GreedyEdge use the greedy sampling step to select a root, they are
cheaper than the algorithms that use the Gibbs style step for this task. The
reason that MH uses more resources than MHProj are the repetitions of its
root sampling step. The step is repeated for a number of times equal to
the length of the structure. The root sampling step for projective structures
is only repeated twice. Figure 4.7 summarizes the demands made on the
evaluation of the auxiliary function. The results are scaled as described in
section 4.5. Note that the table only contains the results for sampling algorithms that actually use auxiliary functions. Naturally GreedyEdge which
uses both auxiliary functions has the highest demand. But generally it can
be said that the Greedy functions have a demand on auxiliary evaluations
that exceeds the required calls to the probability function. Edge only needs
the weights for all possible edges, which has a much smaller impact and even
3

Number of iterations times the number of parallel chains
Number of times the experiment was repeated times the number of chains in experiment.
4
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Figure 4.5: This figure contains the number of times that each reference tree
as ,bs
was seen during sampling for the probability function P1,15 5 and five parallel
chains as described in section 4.6.1 in the paragraph on small weights and
short distances. The upper figure shows the value for structure as5 and the
lower for bs5 .
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Figure 4.6: This figure contains the evaluation results for the times the
as ,bs
probability function P1,15 5 was called from five parallel chains as described
in section 4.6.1 in the paragraph on small weights and short distances.
if the scaling for length were omitted, it would still be the least expensive
in terms of auxiliary evaluations.
The takeaway from this section is the comparable performance of all
samplers on a simple probability function with a small number of parallel
chains. The experiment does obviously not allow for a complete assessment
of how well the root sampling approach may work, but this will be expanded
upon in later evaluations. It should be noted that the very simple algorithms
MH and MHProj showed surprisingly good performance given their small
computational cost.
Larger Weights
In this section the same problem as in the last is investigated with the small
difference of using a greater value for w. The value is increased to 5 and
as ,bs
the probability function is now P1,55 5 . This means that the maxima become
more pronounced and that the problem also becomes more difficult because
the sampling algorithms become more likely to be stuck. The median data
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Figure 4.7: This figure contains the evaluation results of the times the auxilas ,bs
iary functions for the probability function P1,15 5 were called from five parallel
chains as described in section 4.6.1 in the paragraph on small weights and
short distances.
that results shows that now Gibbs reaches one of the structures immediately
and shoots up to infinity. Even the use of 5 parallel chains does not remove
this problem. This is surprising since it means that all 5 chains found the
same tree assignment. This could be a function of the way the chains are
initialized or a bias resulting from the iteration order. MH has the same
problem. The global sampling steps seem to help with this problem since
Edge, Greedy and GreedyEdge all reach the correct fraction. Once again the
combination of edge factored sampling and greedy sampling lead to weaker
performance than the purely greedy approach. The projective approaches
lead to better performance. Even with the restriction to projective steps,
the reduction of the search space seems to be helpful. The data is presented
in figure 4.8. Note that all algorithms find at least one of the optima.
The general tendencies of the different MCMC schemes are still present
when the third quartile values are used as shown in figure 4.8. The convergence is worse and takes longer but occurs for the same algorithms. Because
the third quartile is composed of worse values than the the median values,
this is not very surprising, but it shows that the greedy and edge factored
approaches preserve their good behaviour while the projective approaches
seem to deteriorate noticeably for some iterations.
The figure 4.10 shows the average number of times that each structure
is encountered by each sampler. The averages once again indicate that
the samplers behave similarly. MH is the only sampler with a noticeable
deviation, it show a slight preference for the second structure, which is
surprising, since intuitively it would seem that the first structure is slightly
harder to find. It is also noticeable that the projective samplers converge
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Figure 4.8: This figure contains the evaluation results for the fraction median
as ,bs
for the probability function P1,55 5 and five parallel chains as described in
section 4.6.1 in the paragraph on increased weights.
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Figure 4.9: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P1,55 5 and five parallel chains as described in section 4.6.1 in the paragraph on increased weights.
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towards the same numbers as the non-projective ones. This is most likely
due to the fact that the weight difference between different trees is much
larger and therefore the reduction of options through the constraint is not
as noticeable.
The computational costs are not changed in any noticeable way by the
increase in weight. This is to be expected. A change in the number of
evaluations would only come from more times spent with different head
assignments. Since the target trees are not changed, one should not expect
a change in costs. The results are presented in figure 4.11.
The same can be said for the auxiliary evaluations. The values in figure
4.12 are slightly changed but not enough to warrant a special discussion.
Larger Depths
In the next evaluation step the parameter d, which regulates the size of the
“sub trees” that are used, is increased. This leads to the probability function
as ,bs
P3,55 5 . The increase to a depth of 3 means that the problem once again
becomes noticeably harder. Changing the head of even a single word could
dramatically change the weight of the complete tree. This is reflected in
the experimental results. The median results show similar behaviour to the
results from the last section. The main difference is a weaker performance
of GibbsProj. The results are plotted in figure 4.13.
Once again the the third quartile confirms the results of the median at
a slightly worse level. This can be seen from the results in figure 4.14.
The average number of times that the references are found over all repetitions of the experiment is once again appropriately similar. Figure 4.15
show that a larger difference is only present for MH. Results on the function
evaluations are not presented. This data would just be a retreat of previous
observations.
Single Thread
To close out the section on short dependency trees with the same root,
the use of only a single chain is investigated. This once again would make
convergence harder, since it is expected that the single chain gets stuck in
the vicinity of one of the optima. This expectation is supported by the
data in figure 4.16. Only algorithms that have some global step tend to
approximate the expected ratio of 1. All purely local steps find one of the
maxima and are then stuck there.
The same behaviour can be seen from the third quartile in figure 4.17.
This time there is a much larger divergence in the observation averages seen
in figure 4.18. All the algorithms that do not correctly estimate the needed
ratios show a tendency to overestimate the first reference tree. This once
again indicates that it seems to be easier to find this structure. The number
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Figure 4.10: This figure contains the number of times that each reference
as ,bs
tree was seen during sampling for the probability function P1,55 5 and five
parallel chains as described in section 4.6.1 in the paragraph on increased
weights. The upper figure shows the value for structure as5 and the lower for
bs5 .
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Figure 4.11: This figure contains the evaluation results for the times the
as ,bs
probability function P1,55 5 was called from five parallel chains as described
in section 4.6.1 in the paragraph on increased weights.
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Figure 4.12: This figure contains the evaluation results for the times the
as ,bs
auxiliary functions for the probability function P1,55 5 were called from five
parallel chains as described in section 4.6.1 in the paragraph on increased
weight.
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Figure 4.13: This figure contains the evaluation results for the fraction meas ,bs
dian for the probability function P3,55 5 and five parallel chains as described
in section 4.6.1 in the paragraph on increased weights and depth.
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Figure 4.14: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P3,55 5 and five parallel chains as described in section 4.6.1 in the paragraph on increased weights and depth.
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Figure 4.15: This figure contains the number of times that each reference
as ,bs
tree was seen during sampling for the probability function P3,55 5 and five
parallel chains as described in section 4.6.1 in the paragraph on increased
weights and depths. The upper figure shows the value for structure as5 and
the lower for bs5 .
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Figure 4.16: This figure contains the evaluation results for the fraction meas ,bs
dian for the probability function P3,55 5 and a single chain as described in
section 4.6.1 in the paragraph on a single thread.
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Figure 4.17: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P3,55 5 and a single chain as described
in section 4.6.1 in the paragraph on a single thread.

of times that each structure has been seen is reduced since only a single
thread is used. The reduction from about 800 observations to 150 fits well
with the reduction in chains from 5 to 1.

4.6.2

Reference Structures with the Same Root - Medium
Trees

In this section the length of the reference assignments is increased to show
how the algorithms deal with this more complicated problem. Both trees
have the same root and are presented in figure 4.19. The expectation is that
the longer structures will make it more difficult for the different algorithms
to find a optimum and also reduce the probability of convergence. The edge
factored approach is also more likely to fail. This is the case because the
approximation through the single edges becomes less reliable.
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Figure 4.18: This figure contains the number of times that each reference
as ,bs
tree was seen during sampling for the probability function P3,55 5 and a single
chain as described in section 4.6.1 in the paragraph on a single thread. The
upper figure shows the value for structure as5 and the lower for bs5 .
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Figure 4.19: The two dependency trees used in this section. The upper tree
will be referred to as as10 and the lower tree as bs10
Small Weight and Short Distance
First another experiment with a low setting for both the weight and the
as ,bs
distance is made. The exact evaluation function is P1,110 10 and is evaluated
with 5 threads. For sentences of length ten this leads to a function that is far
to “spread out” for an effective evaluation. The number of times that each
reference was seen after a number of iterations is plotted in figure 4.20. Most
lines stick to the x axis. Only the projective versions of the algorithms find
the structures and even this happens to late for proper convergence. The
latter statement is supported by the data in figure 4.21. Most of the MCMC
algorithms stick to the x axis while the projective versions shoot up to
infinity. Note that all this is not necessarily a problem with the algorithms.
In order to get a proper sample from the function it is necessary to spread the
exploration out. The evaluation measures that have been chosen simply do
not fit well with this version of the function. Also note that the estimated
amounts in figure 4.20 still correctly approach a fraction of 1. Which is
surprising as it would seem that, with less than a single observation per
experiment, this property could easily be lost in “noise”.
Larger Weights
Since a very small weight has failed to generate a decent number of obseras ,bs
vations, this section uses the function P1,510 10 . This leads to a much larger
number of observations as shown in figure 4.22. Surprisingly the observed
amounts are similar to what was seen in case of the shorter structures. This
could be caused by the time spent searching for them as well as by the
greater difference in weights that is possible due to the larger structures.
The convergence is restricted to projective and global algorithms as seen in
the median figure 4.23. Against expectation Edge still converges fairly well.
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Figure 4.20: This figure contains the number of times that each reference
as ,bs
tree was seen during sampling for the probability function P1,110 10 and five
chains as described in section 4.6.2 in the paragraph on small weights and
distances. The upper figure shows the value for structure as10 and the lower
for bs10 .
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Figure 4.21: This figure contains the evaluation results for the fraction meas ,bs
dian for the probability function P1,110 10 and five chains as described in
section 4.6.2 in the paragraph on small weights and distances.
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Figure 4.22: This figure contains the number of times that each reference
as ,bs
tree was seen during sampling for the probability function P1,510 10 and five
chains as described in section 4.6.2 in the paragraph on larger weights. The
upper figure shows the value for structure as10 and the lower for bs10 .
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Figure 4.23: This figure contains the evaluation results for the fraction meas ,bs
dian for the probability function P1,510 10 and five chains as described in
section 4.6.2 in the paragraph on larger weights.
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Figure 4.24: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P1,510 10 and five chains as described in
section 4.6.2 in the paragraph on larger weights.
As before the third quartile supports the data given by the median and
is shown in figure 4.24.
The final puzzle piece is given by the computational costs. They are
summarized in figures 4.25 and 4.26 and show the same behaviours exhibited
previously, with the main change being much higher numbers for the costs.
This is to be expected since all algorithms scale with the square of the
sentence length with the exception of MH and MHProj. The ordering of the
algorithms in terms of auxiliary function use is also unchanged.
Increased Depth
When the distance parameter d is increased to 3 in order to produce the
as ,bs
target function P3,510 10 the problem becomes harder but the tendencies mirror what has been seen before. This is seen in the median data presented in
figures 4.27 and 4.28. Note that the graph on the third quartile has a larger
range on the y axis to make the graphs that barely start to converge more
visible. Even with the problems with convergence it should be noted that
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Figure 4.25: This figure contains the evaluation results for the times the
as ,bs
probability function P1,510 10 was called for five chains as described in section
4.6.2 in the paragraph on larger weights.
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Figure 4.26: This figure contains the evaluation results for the times the
as ,bs
auxiliary functions for the probability function P1,510 10 was called for five
chains as described in section 4.6.2 in the paragraph on larger weights.
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Figure 4.27: This figure contains the evaluation results for the fraction meas ,bs
dian for the probability function P3,510 10 and five chains as described in
section 4.6.2 in the paragraph on larger weights and distance.

all algorithms tend to find one of the maxima.
While there are differences in the amounts of times that certain structures are seen, as evidenced by numbers in figure 4.29, both optima can be
found and longer runs may discover the correct ratio.

Behaviour with a Single Thread
It would be expected that the same failures and successes that were seen
for short structures when only a single thread was used will be repeated
with the longer tree. This is in fact the case as can be seen in figures 4.30
and 4.30. All algorithms find one maximum within less than 100 iterations.
Only the algorithms that allow for global steps eventually start converging
towards the correct ratios.
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Figure 4.28: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P3,510 10 and five chains as described in
section 4.6.2 in the paragraph on larger weights and distance.
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Figure 4.29: This figure contains the number of times that each reference
as ,bs
tree was seen during sampling for the probability function P3,510 10 and five
chains as described in section 4.6.2 in the paragraph on larger weights and
distance.
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Figure 4.30: This figure contains the evaluation results for the fraction meas ,bs
dian for the probability function P3,510 10 and a single chain as described in
section 4.6.2 in the paragraph on a single thread.
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Figure 4.31: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P3,510 10 and a single chain as described
in section 4.6.2 in the paragraph on a single thread.
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Figure 4.32: The two dependency trees used in this section. The upper tree
will be referred to as as20 and the lower tree as bs20

4.6.3

Reference Structures with the Same Root - Longer
Trees

In this section a single investigation is made with two structures that are
once again substantially longer than those discussed previously. Not much
time is spent on this setting since there is only so much space in this thesis
that can be committed to this topic and there are not a lot of new insights. The setting presented simply serves as a stronger demonstration of
what the greedy approach to sampling can do and how the computational
requirements scale to longer sentences.
The trees used as references are listed in figure 4.32. The function used is
as20 ,bs20
P3,5
. This means that the hardest problem discussed so far is employed.
This difficulty is increased by using only a single thread.
The average number of times that the reference structures are found is
tracked in figure 4.33. It is encouraging that both structures are found.
Note that Edge seems much better than the other non-projective and local
approaches. At the same time figures 4.34 and 4.35 show that only the
greedy approaches converge on the given problem. Note that MH finds one
optimum late in the median and not at all in the third quartile.
The computational resources used are consisted with the observations
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Figure 4.33: This figure contains the number of times that each reference
as ,bs
tree was seen during sampling for the probability function P3,520 20 and one
chain as described in section 4.6.3. The upper figure shows the value for
structure as20 and the lower for bs20 .
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Figure 4.34: This figure contains the evaluation results for the fraction meas ,bs
dian for the probability function P3,520 20 and one chain as described in section 4.6.3.
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Figure 4.35: This figure contains the evaluation results for the fraction third
as ,bs
quartile for the probability function P3,520 20 and one chain as described in
section 4.6.3.
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Figure 4.36: This figure contains the evaluation results for the times the
as ,bs
probability function P3,520 20 was called for one chain as described in section
4.6.3.
made so far and with theoretic evaluation. Figure 4.36 shows that the added
evaluations for the global steps contribute almost nothing and that the edge
factored steps do not make a visible difference given the large cost for the
Gibbs style steps. The effect of edge factoring is also minimal in the data
presented in figure 4.37.

4.6.4

First Discussion of Results

The problem used for evaluation has proven to be relatively difficult at least
for simple local sampling algorithms. At the same time it seems that the
different global algorithms can deal fairly reliably with the complex task.
The data seen so far seems to support the following statements:
• Most algorithms tend to find one of the two optima reliably even in
the hard problems presented in this section.
• For very short sequences and easy weight structures even the algorithms that sample only a single head in each step can perform well.
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Figure 4.37: This figure contains the evaluation results for the times the
as20 ,bs20
were called for one
auxiliary functions for the probability function P115
chain as described in section 4.6.3.
• When many runs of the algorithm are averaged, then the performance
becomes better and more reliable. This is implied by the observation
numbers that have been averaged over all repetitions of the experiments. For a real world application it may be more helpful to run
many chains from many starting points for a short time instead of
running a few chains for a long time.
• The edge factored step has low cost in both the number of normal
and auxiliary function evaluations and can help substantially with the
convergence of the algorithms.
• Given a good auxiliary function the greedy algorithm can easily outperform all the other algorithms presented here.
The investigation made so far implies an evaluation of the single root
steps only in the fact that the algorithms tend to find one of the roots
necessary for an optimum. The results presented in the next section attempt
to remedy this.

4.6.5

Reference Structures with Differing Roots - Short Trees

The first evaluation with different trees is made in a very simple setting.
The structures used are short and the weight and distance are set low. The
ad ,bd
trees used are presented in figure 4.38. The target function is P1,15 5 .
The median statistics presented in figure 4.40 and the third quartile data
presented in figure 4.41 leave much the same impressions as the results with
an identical root. This suggest that at least in this reduced case the root
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Figure 4.38: The two dependency trees used in this section. The upper tree
is referred to as ad5 and the lower tree as bd5
picking operations work as desired. This suspicion is supported by figure
4.39 which shows the expected behaviour with respect to the number of
times certain trees are seen.
The computational resource use, tracked in figures 4.42 and 4.43, also
holds no surprises. While this investigation with short sentences did not
reveal many new insights it is reassurance that the single root picking operation does not hurt the results to much.

4.6.6

Reference Structures with Differing Roots - Medium
Trees

While the results from the last section were helpful for showing that the
root picking operations can work with multiple heads, they did not reveal
much more about the algorithms. The hope is that this section can present
new information by using longer trees. The assignments used are presented
in figure 4.44. Since the previous experiments showed that low weights will
not lead to any useful results the experiments all use the weight 5.
Low Depth
ad ,bd

In this section the probability function P1,510 10 is used. This function is complicated enough to weed out the non-projective algorithms without global
steps. Edge and MHProj have great problems. This can be seen in figures
4.46 and 4.47. All algorithms still find one of the maxima.
The function evaluations behave exactly as expected with the same order
in all examples seen before. The function is of course increased according
to the size of the problem.
Higher Depth
ad ,bd

This section uses the harder probability function P3,510 10 . The weight function leads to an interesting behaviour. The Gibbs algorithm shows a bias
towards the left branching tree as seen in figure 4.49. The same tendency
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Figure 4.39: This figure contains the number of times each reference tree
ad ,bd
was seen during sampling for the probability function P1,15 5 and five chains
as described in section 4.6.5. The upper figure shows the value for structure
ad5 and the lower for bd5 .
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Figure 4.40: This figure contains the evaluation results for the fraction mead ,bd
dian for the probability function P1,15 5 and five chains as described in section
4.6.5.
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Figure 4.41: This figure contains the evaluation results for the fraction third
ad ,bd
quartile for the probability function P1,15 5 and five chains as described in
section 4.6.5.
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Figure 4.42: This figure contains the evaluation results for the times the
ad ,bd
probability function P1,15 5 was called for five chains as described in section
4.6.5.
3.5×105

3.5×105
Greedy
GreedyEdge

2.5×105
2×105
1.5×105
105
5×104
0
0

Greedy Projective
Edge

3×105
Auxiliary Function Evaluations

Auxiliary Function Evaluations

3×105

2.5×105
2×105
1.5×105
105
5×104

50

100
150
200
Iteration Steps

250

300

0
0

50

100
150
200
Iteration Steps

250

300

Figure 4.43: This figure contains the evaluation results for the times the
ad ,bd
auxiliary functions for the probability function P1,15 5 was called for five
chains as described in section 4.6.5.
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Figure 4.44: The two dependency trees used in this section. The upper tree
is referred to as ad10 and the lower tree as bd10
exists for MH. The most likely explanation for this is a bias introduced by
fact that head assignments are re-sampled left to right.
Once again the non-projective, non-global sampling algorithms fail. Edge
does better but is not robust enough to still perform well with the third
quartile. This can be seen in figure 4.50 and 4.51. It is interesting that
the projective sampling algorithms still perform well even though they have
such a limited set of operations on the root available to them. The weak behaviour of the non-projective algorithms seems to be at least in part caused
by the root picking. The reasoning behind this statement is the fact that
the edge sampler seems to be even more likely to fail in case of two different
edges. At the same time the problem could simply be harder.

4.6.7

Reference Structures with Differing Roots - Long Trees

As a final step in the artificial evaluation the hardest problem investigated so
far is used. The tree structures employed are presented in figure 4.52. Note
that the ordering of the left branching and the right branching example have
been switched in order to investigate if the bias seen on the second problem
in section 4.6.6 is an actual bias in the algorithms or a problem with the
implementation. The data shows that the bias is in fact a feature of the
algorithm. This can be investigated once the probability function is given,
ad ,bd
which is P3,520 20 .
The results presented in figure 4.53 do indeed support the idea that the
bias is a genuine problem of the algorithms. With the ordering of the trees
flipped the sizes of the graphs also flips. It might be possible to remedy this
problem by varying the order in which heads are sampled.
At least in the median the different algorithms find at least one optimum
as shown in figure 4.54. This is no longer true in the third quartile case 4.55.
The greedy algorithms still converge properly as they have throughout the
evaluation. This shows that they can perform extremely well when given
the proper auxiliary function.
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Figure 4.45: This figure contains the number of times that each reference
ad ,bd
tree was seen during sampling for the probability function P1,510 10 and five
chains as described in section 4.6.6 in the paragraph on low distances. The
upper figure shows the value for structure ad10 and the lower for bd10 .
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Figure 4.46: This figure contains the evaluation results for the fraction mead ,bd
dian for the probability function P1,510 10 and five chains as described in
section 4.6.6 in the paragraph on low distances.
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Figure 4.47: This figure contains the evaluation results of the fraction third
ad ,bd
quartile for the probability function P1,510 10 and five chains as described in
section 4.6.6 in the paragraph on low distances.
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Figure 4.48: This figure contains the evaluation results of the times the
ad ,bd
probability function P1,510 10 was called for five chains as described in section
4.6.6 in the paragraph on low distances.
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Figure 4.49: This figure contains the number of times each reference tree was
ad ,bd
seen during sampling for the probability function P3,510 10 and five chains as
described in section 4.6.6 in the paragraph on higher distances. The upper
figure shows the value for structure ad10 and the lower for bd10 .
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Figure 4.50: This figure contains the evaluation results of the fraction mead ,bd
dian for the probability function P3,510 10 and five chains as described in
section 4.6.6 in the paragraph on higher distances.

10

Greedy
GreedyEdge

8

6

4

2

0
0

50

100
150
200
Iteration Steps

250

300

Gibbs
Edge

8

6

4

2

0
0

50

100
150
200
Iteration Steps

250

300

Third Quartile Ratio Of Reference Structures

10

10

Third Quartile Ratio Of Reference Structures

Third Quartile Ratio Of Reference Structures

CHAPTER 4. ARTIFICIAL EVALUATION

Third Quartile Ratio Of Reference Structures

164

10

GreedyProj
GibbsProj

8

6

4

2

0
0

50

100
150
200
Iteration Steps

250

300

MH
MHProj

8

6

4

2

0
0

50

100
150
200
Iteration Steps

250

300

Figure 4.51: This figure contains the evaluation results of the fraction third
ad ,bd
quartile for the probability function P3,510 10 and five chains as described in
section 4.6.6 in the paragraph on higher distances.
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Figure 4.52: The two dependency trees used in this section. The upper tree
will be referred to as ad20 and the lower tree as bd20
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Figure 4.53: This figure contains the number of times each reference tree
ad ,bd
was seen during sampling for the probability function P3,520 20 and a single
chain as described in section 4.6.7. The upper figure shows the value for
structure ad20 and the lower for bd20 .
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Figure 4.54: This figure contains the evaluation results of the fraction mead ,bd
dian for the probability function P3,520 20 and a single chain as described in
section 4.6.7.
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Figure 4.55: This figure contains the evaluation results of the fraction third
ad ,bd
quartile for the probability function P3,520 20 and a single chain as described
in section 4.6.7.
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Conclusions and Future Research

The evaluation results presented in this chapter can be used to support a
number of claims:
1. The algorithms based on greedy proposals can perform extremely well
when given a good approximation of the probability function.
2. Global MCMC steps are useful in dealing with multiple optima in the
probability function.
3. Depending on the auxiliary function greedy sampling may be much
more expensive than edge factored sampling but this additional cost
can result in much better performance.
4. The MCMC schemes have no problem finding at least one optimum.
This is easily explained by the fact that, save for MH and MHProj,
they all include some version of the systematic Gibbs style search. If
the target function has only a single optimum, then a Gibbs based
sampler might be a good choice because they found the optima within
a few sampling steps.
5. It seems generally beneficent to average out an extended number of
parallel chains. This enables each chain to find one optimum similar
to random restarting in optimization problems.
6. The simple scheme based on uniform proposals can be competitive
with the Gibbs based approach at a much smaller cost.
7. The restriction of movements that is implied by a restriction to projective structures is more than made up for by the reduction in possible
structures to explore and the projective samplers tend to perform better and cheaper than their non-projective counterpart.
Most of these statements are not surprising except maybe for the last
three points. In chapter 5 another task is presented that can be used to
further investigate the claims made. It should be noted that the results presented here represent only a fraction of the data that was actually generated
for this thesis. Reviewing all the results would expand this thesis beyond
any reasonable bounds. As mentioned before the author of this thesis can
be contacted for all the remaining experimental results and the code that
was used will be made publicly available.
An interesting observation is the apparent bias the samplers have with
respect to certain structures. As mentioned before, this could be caused
by the order in which heads are sampled and it might be the case that the
sampling results could be improved by changing this order. The greedy
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sampling step actually does this, but it is not clear whether this contributes
to its very good performance. investigating this is left for further study. Also
left for further study is the use of edge factored samplers that are based on
the Matrix Tree Theorem. The current sampler uses the edge factoring to
create a complete graph given the root but a sampler based computing actual
weights could be used to assign the root node on this basis. This could help
the edge factored sampler in the scenario where two different roots are used.
Overall the performance of Edge was still better than expected.
It would be interesting the to study the probability function that was
used in this chapter with a slight difference in weight between the two structures and see if this difference would be reflected in the behaviour of the
chains, but this would also further expand a chapter that is already very
full with graphs and might strain the patience of the reader. It would be
very easy to implement the idea in a follow-up study. Such a study could
also experiment with switching the different root samplers. The Gibbs approach to root sampling made the algorithms that used it rather costly. As
the uniform approach to root sampling performs almost as well, it might be
possible to save a large number of function evaluations
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Chapter 5

Evaluation on an
Unsupervised Dependency
Parsing Task
In this chapter a second evaluation task is presented. This problem is based
on the unsupervised or weakly supervised learning of dependency trees for
a corpus tagged with gold standard Part-Of-Speech (POS) tags [45]. The
objective of this task is to predict dependency trees for natural language
sentences without ever using any dependency trees as input. In supervised
learning for dependency parsing the prediction of dependency trees is usually
based on selecting a model that somehow “does well” on a set of training
sentences which have been hand annotated [59]. The resulting model is
then used to generate trees for new sentences. Unsupervised dependency
parsing removes the need for any sentences which are already annotated
for dependency. This is of great interest for Natural Language Processing
since there is a high time cost for hand annotating sentences1 [90]. There
are a number of tasks that can profit from using dependency parses as
input such as semantic processing [24, 16, 42] or language modelling [43].
If unsupervised dependency parsing were able to perform in a way that is
competitive with supervised dependency parsing, then it would be easy to
extend tools based on dependency trees to under-resourced languages and
new domains. For POS tagging there are already attempts to make use of
unsupervised approaches in languages that lack resources [25]. Even within
a language it will often be necessary to adapt to new domains such as the
Twitter data that has become available in the last years [47, 66]. Employing
a model derived from one domain in another is a non-trivial task [96] even
though it is currently performing better than unsupervised learning.
Current evaluations of unsupervised learning for tasks such as depen1
Usually thousands of sentences are needed for good performance of the supervised
approaches
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dency parsing and POS tagging [45] show that it performs worse than adapting models from one language to another [108] or semi-supervised learning
[96, 71] and it will be seen in future research which approach will become the
prevalent choice. In this thesis the unsupervised dependency parsing task
is chosen since it requires a difficult learning problem that can be solved by
sampling.
The concept of weakly supervised dependency parsing is an extension
of unsupervised parsing that attempts to improve the performance of unsupervised algorithms with small amount of information that can usually be
obtained easily. One example would be the writing of small sets of rules that
can help in selecting parse trees [80]. Another would be the use of HTML
annotation to guide selections on edge directions [106].
Unsupervised dependency parsing has an extended history in Natural
Language Processing as can be seen from the short review given in [57] and
received more attention in recent years [45]. In section 5.1 a short review
of existing approaches will be given. Then there will be a presentation of
the alignment model by Brody [12]. This is the model used for evaluation
of the dependency samplers from this thesis. The reason why this model is
used is that is is very natural to demand that there is only a single root in
a sentence when this model is used. Sampling has been used for inference
with this model and the approach has been formulated in a way that is very
amendable to sampling. It does not perform at state-of-the-art levels, but
achieving great performance is not the main goal of this section. Instead it is
investigated how well the different sampling algorithms do on the inference
task. This evaluation is somewhat problematic since it is not possible to
compute any interesting expectations for the model without making use of
some approximation algorithm, otherwise there would be no reason to even
use the MCMC algorithms. Instead of tracking convergence towards some
known statistic, evaluation is based on the weight of the annotation found
according to the model. In order to evaluate the convergence and the quality
of the resulting parses an existing dataset will be used which is presented in
section 5.5. Then evaluation results are then given in the following sections.

5.1

State of the Art in Unsupervised Dependency
Parsing

The dominant model for unsupervised dependency parsing in recent years
has been the Dependency Model with Valence (DMV) that was originally
introduced by Klein and Manning [57]. The idea for the model is based on
an observation by the authors that existing dependency models tended to
only make use of the frequency with which words or tags tended to occur
together. They suggested that it would be important to also model the
fertility of a word. This means that any model should also have some concept
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of how many children any word is likely to have. The model attempts to
describe the way a dependency tree is generated by breaking it up into the
individual decisions to generate each child word one by one i.e. deciding
to generate another child in one direction and then deciding which child
nodes to actually generate. The probabilities for each of these decisions is
only based on POS tags and makes no use of the actual words. There are
extensions to the model that make use of words, but even these extensions
only use the most frequent ones [52].
This seemingly simple model has gained a lot of attention in the literature. Since unsupervised learning usually makes it necessary to guide
a learning algorithm towards results of a certain type a lot of the papers
that used this model combine it with some learning paradigm that the authors wish to investigate. Among the approaches that have been used is
Bayesian learning based on Variational Inference [22]. There the authors
attempted to guide learning by connecting the values of the different parameters that need to be estimated. Another technique tested was using
more global restrictions on the structures that were induced in a framework
called posterior regularization [41]. A similar approach by Tu [110] that also
made used of the DMV was one of the best performing participators in the
2012 Pascal Challenge on Grammar induction [45]. It has been shown that
Viterbi Training, i.e. the use of only the best performing tree assignments
in an iterative training approach like Expectation Maximization, can lead
to good results in combination with the DMV [105, 100]. It is especially
interesting that the Viterbi approach seems to be relatively robust with respect to initialization. This is important since most algorithms based on the
DMV are very dependent on the initialization they used. If a technique for
inference with this model attempts to reduce the influence of initialization,
then the performance can easily deteriorate [93]. This is also the main reason why the DMV is not used here. While the sampling process obviously
needs some form of initialization, preliminary experiments showed that the
sampling process had a tendency to “move away” from the initialization
without being overly influenced by it. In development experiments with the
DMV it showed that, without the initialization or any other guidance, the
model did not perform any better than the model that is actually used.
Spitkovsky has, in collaboration with varying authors, improved the results of the DMV by using information that is indicative of the dependency
structure of a sentence without being gold standard information [103, 104].
One example for this approach would be the use of HTML-Mark-Up to
guide learning [99]. This can be seen as a form of weakly supervised learning. There have also been some attempts to extend the model by including
constituency information [57] [104]. Beyond the use of better training techniques and extended models there some investigation has been made into
the simultaneous use of corpora in different languages [?, 21]. Learning that
uses multiple languages could be a good field for the application of depen-
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dency sampling, since the alignment that can be used in this case can easily
lead to hard estimation problems [94]. Finally, some researchers have investigated the use of universal rules in combination with the DMV [80] this is
also a natural way that weak supervision could be understood in the context
of unsupervised dependency parsing.
There is much less research into the unsupervised learning of dependency
trees that is not based on some type of hand annotated POS tags [53].
Where unsupervised tags are used the performance is usually much worse.
Exceptions to this are an approach based on ranking words that operates
completely without tags [95] and an algorithm that is based on “diversifying”
a given set of unsupervised POS tags [98].
After this short review of the DMV, the dominant model in unsupervised
dependency parsing, it is time to present the model that is used in this
chapter. It is based on the idea of alignment and presented in its own
section.

5.1.1

Self Alignment Model

Brody [12] introduced a model that is inspired by the task of translating
sentences between languages. He noted that the task of mapping a word to
its head can be interpreted similarly to the task of aligning words between
parallel sentences [65]. The specific inspiration were the so called “IBM
models” for translation [13]. They were originally intended to map words
in a sentence in one language to the words in its translation so that the
mapping would represent which words were a translations of which other
words. Brody noted that this has a correspondence to dependency parsing
if the task of dependency parsing is seen as mapping words to the heads
that license them. This means that, instead of mapping words between sentences, the IBM models are used to map words within a sentence. The only
restriction Brody enforced on the dependency parses was that no word could
be mapped to itself. In other words there was no restriction to dependency
trees and it was possible for cycles to occur. The model was completed
into an actual weight function over the different dependency assignments
for a complete corpus by defining weights based on the Chinese Restaurant
Process [88, 38]. With this model a simple Gibbs sampler was used that
re-sampled every word in turn, disregarding any tree structure.
Mareček and Žabokrtský [69] used a version of the model presented by
Brody that did not make use of the concept of fertility. Instead they extended the model by forcing the presence of a single root, the adherence to
a correct tree structure and using a weight that discouraged nouns being
used as heads. A slight extension of their model is used in this chapter to
induce dependency structures. The sampling algorithms by Mareček and
Žabokrtský [69] sampled without regard for tree structure or single rootedness. When a cycle or a second root was created, then one of the offending
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nodes was chosen and the head for that node was re-sampled under observation of the single root constraint. Since the sampling algorithms developed
in this thesis are capable of enforcing these restrictions during the normal
sampling step, the constraints can be included without any extensions. It
will be seen that the repression of incorrect roots that they introduced is
indeed very helpful in finding better dependency trees.
While the amount of attention that this alignment based model has
received is not of the same order as the attention devoted to the DMV, it
does represent an interesting addition to the range of tools that can be used
in the induction of unsupervised dependency structures. In the next section
a formal specification of the dependency model is given.

5.2

The Model

This section presents the model against which evaluation is done. This model
is specified for every legal head assignment over a corpus. This means that it
can be used in evaluation with projective and non-projective sampling algorithms. The main feature of the definition is that it encourages assignments
that are consistent throughout the corpus. The idea is that configurations
which can be repeated often are a sign of some underlying relation between
words instead of being the by-product of the way these relations are realized. This is then used as justification for proposing dependency relations
since these are assumed to be the main relations within a sentence. This
is of course a great simplification of actual syntactic processes [5, 87, 59]
but a more detailed model may also cause great problems. This is because
the model would need more guidance in order to decide between different
parameter settings.
In the definition of the model it is assumed that the input is some corpus
c = s1 , . . . , sn of sentences. Each of the corpora used here is actually be from
the 2012 PASCAL Challenge on Grammar Induction [45]. The evaluation
setting is the use of sentences that are shorter than ten symbols and have
their punctuation removed. This last fact explains some decisions made in
the design of the model. Each sentence is assumed to simply be a sequence
of gold standard part of speech tags sn = tn1 , . . . , tnm . There is of course
much more information available for each sentence but most of it is not be
used in the experiments here. Most noticeably no use is made of the actual
words that occur in the sentences. This is standard practice in unsupervised
learning for dependency parsing [57] and is done in order to reduce the
amount of data sparsity.
The goal is to pick a dependency assignment hs for every sentence s ∈ c.
The weight assignment for a complete corpus c = s1 , . . . , sn and sequence of
head assignments hs1 , . . . , hsn is defined by:
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Y

P (hs1 , . . . , sn i, hhs1 , . . . , hsn i) =

P sent (si , hsi )

(5.1)

si ∈s1 ,...,sn




Y

P sent (si , hsi ) = 

P pos (tj , si , hsi )

tj ∈si =t1 ,...,tm

×f ert(root, si , hsi )

(5.2)

This definition is of course incomplete as long as it is not stated how
the probability for each position P pos (tj , si , hsi ) is computed. root refers
to the position of the artificial root node. The actual position is irrelevant
and it is only used as a place holder. It should be noted that the weight
function should have an index for the previous sentences and assignments
since they contribute to the definition of the full weight function. This index
is suppressed here. The weight for each tag and position tj decomposes into
three terms.
P pos (tj , si , hsi ) = tag(th(j) , tj )dist(d(j, hsi (j), tj ), tj )
×f ert(f (j, si , hsi ), tj )

5.2.1

(5.3)

Tag to Tag Weight Function

The function head models the weight of a tag tj to have a head of a certain
type. It is defined by:
P
tag(ti , tj ) =


1(t
=
t
∧
t
=
t
)
+α
i
j
k
h(k)
tk ∈preceding(tj )
P

tk ∈preceding(tj ) 1(tk = tj ) + (|T | + 1)α

(5.4)

In this definition preceding(tj ) refers to all tags in positions that precede
tj including positions in preceding sentences. The head assignment function
in the expression th(k) refers to the head assignment function for the sentence
in which tk occurs. The expression basically reduces to counting how often
the type tj has taken a head of tag type ti before. This weighting is in
principle the same as the one used by the Chinese Restaurant Process. T
refers to the set of all tags that are present in the corpus and α is a smoothing
parameter. One is added to the value |T | in order to account for the fact
that there is a special tag reserved for the artificial root node. The general
tendency of this function is to give greater weight when the pairings of tags
between a word and its head tends to be consistent across the complete
corpus. The α parameter can be used to control how strong this tendency
is and a value of α → 0.0 would imply that almost all the weight is centred
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on a corpus in which all the tags are attached to a single type of head tag.
Previous research [12, 69] suggested that varying this parameter within one
order of magnitude does little to change the behaviour of the model and this
was confirmed in development experiments. For this reason the parameter
is simply fixed at 1 throughout the experiments presented here.
The motivation for this part of the model is the idea that words that
are instances of a certain Part-of-Speech tend to be arguments to another
fixed type of Part-of-Speech [87]. It would also be possible to use the reverse
of this relation as the DMV does [57] or combine both into a single model.
This is left to future research.
Due to the normalization of terms that is used repeatedly in the complete weight function it may seem that P (S, H) is a generative probability
function. This is in fact not the case. The reason for this is that the model
gives weight to dependency trees that are impossible. Take for example the
distance feature that will be introduced. The model does not make any
statements that would account for the fact that it is impossible for all children to be 10 words to the left of their heads. As with all finite weight
functions over a finite set of possibilities it would be possible to sum up
the function and normalize it in order to create a discriminative probability
function, but this would not change the algorithms presented here in any
way since the normalizer would be dropped in the computation of ratios of
weights.

5.2.2

Distance Weight Function

The function dist is used to model the position that words and their heads
take relative to each other. It is of course not the case that words occur in
completely fixed relative positions to their heads but, especially on corpora
of short sentences, it can be used as an approximation.
First it is necessary to define the function d that is used in order to
express distances. If hsi (j) is equal to the position of the artificial root,
then d(j, hsi (j)) = 0. This is done in order to make the weight function
independent of whether the root is place to the left or the right of a sentence.
Otherwise the function is defined as:

d(j, hsi (j)) = j − hsi (j)

(5.5)

Since it is not allowed for word positions to align to themselves, this
distance is always greater or smaller than 0. The result is that the distance is
only taken as 0 for the artificial root. Since only sentences of length 10 or less
are used, the absolute value is always less than 102 . The assumption is then
that the the position of a child word relative to its head is only dependent
2

It is actually limited to 9 but ten is used as a round number.
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on the Part-Of-Speech of the word. Consider for example a determiner
like “the” or “a”, it will generally appear directly to the left of the noun
it applies to or a number of adjectives might intervene. This is of course
only a tendency but it gives an expression of the things that the function
described in this section is intended to model. It is important to note that
the distance is signed in order to make a distinction between having a head
to it’s left or its right. It may be an interesting topic for future investigation
to model this as an individual element in addition to distances. Finally the
weight function is:
P
dist(v, tj ) =


= v ∧ tj = tk ) + α
P

(5.6)
1(t
=
t
)
+
21α
j
k
tk ∈preceding(tj )

tk ∈preceding(tj ) 1(d(k, h(k))

The notation is the same used for the previous function. The α parameter plays the same role and it is once again set to the value 1 with the same
reasoning as before. The 21 in the divisor is used because it is assumed
that the maximum distance considered in every direction is 10 and there is
a special distance for the artificial root node.

5.2.3

Fertility Weight Function

The two weight functions presented so far are the ones that have been used
by Mareček and Žabokrtský [69] in their paper. The final weight function
is used as an extension. Development experiment showed that it does not
influence performance very strongly as long as no indication of the correct
dependencies is given to the model. The reason it is added is to make the
learning problem more difficult for the model to optimize. It does follow
the original proposal by Brody [12] and it is an extension that was proposed
as further research by Mareček and Žabokrtský [69]. Modern theories of
syntax assume that every head has a set of argument frames it can use
which determine how many children it may take as normal arguments[5].
An infinite number of adjuncts is theoretically possible, but generally their
number will be small, especially in the short sentences used here. This
property of syntax is used for the final weight function. As stated before, it
did not show any strong influence on the results obtained. It may be possible
to extend it in such a way that it helps inference especially by modelling
the relative position of the arguments in addition to their number. This is
done by the DMV and as mentioned previously it may be helpful to combine
both models. The fertility function makes it necessary compute the number
of children a word has:
f (j, si , hsi ) =

X
tk ∈si

1 (hsi (k) = j)

(5.7)
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The weight function is then defined by:
P
f ert(v, tj ) =


1(f
(k,
s
,
h
)
=
v
∧
t
=
t
)
+α
p
s
j
k
p
tk ∈preceding(tj )
P

tk ∈preceding(tj ) 1(tk = tj ) + 11α
(5.8)

The sentence sp is the sentence in which the tag tk appears. The value 11
is chosen in the divisor since there are at most 10 children3 in sentences of 10
words or less. The weight function is the only function that introduces some
dependency between the head assignments for the different word positions,
aside from the consistency encouragement introduced by using counts of
assignments made so far. The latter introduces dependencies between all
sentences but it is not necessarily very strong within a single sentence. This
is the case since the counts from a single sentence will usually make little
impact compared to the counts from the rest of the corpus. The fertility
function (hopefully) limits the number of children a word may have and this
means that the choices within a sentences are made to interact. Aside from
the constraint to trees and projective assignments the other functions are
unlikely to cause much interaction.

5.3

Why Sampling is Necessary

The obvious question is why this model is handled by applying a sampling
algorithm. Both the tasks of finding on optimum of the function and computing expectations over the different assignments and their weights are
intractable. This is caused by the use of counts from previous sentences in
the definitions of the weight functions. This means that techniques used
to make algorithms more efficient, such as dynamic programming, can no
longer be applied. When a choice is made in one dependency tree it influences the weight contribution of every other tree and the same is true for
choices within the same tree. This means that some approximation technique has to bee used.

5.3.1

Why Single Rooted Sampling is Necessary

The direction of the tag to tag weight function is from the child to its
head. Since the artificial root node is present in every sentence it could
always be used as a head for all words. Since the particular definition of the
weight functions encourages all assignments to be similar this can lead to a
degenerate case in which all words in a sentence pick the artificial root as
their head. Brody [12] already noted a tendency of the model to create far to
3

If the artificial root takes all the words in the sentence as children.
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many dependency relations of this kind. The obvious way to fix this problem
is to enforce a constraint on the number of root nodes a dependency tree
may have. Mareček and Žabokrtský [69] made the choice to allow only one
root node. Since this thesis has presented a series of MCMC algorithms that
can deal with this setting, this is the choice made here too. Therefore only
MCMC algorithms with the single root constraint are evaluated. This has
the side effect of evaluating all the same techniques here as were evaluated
in chapter 4.

5.4

Evaluation Setting

This section explains how the model presented in section 5.2 is used for
evaluation of the sampling algorithms presented in chapter 3. The decisions
that need to be made are the same as in chapter 4 and many of them are
made in a similar way.

5.4.1

Initialization

It has been shown that unsupervised dependency induction with the DMV
is very sensitive to initialization [57, 45]. At the same time the research by
Mareček and Žabokrtský [69] and preliminary experiments suggest that the
initialization has little effect on the result of sampling the alignment model
as long as the initial structures are sufficiently randomized. This may be
because the head choices made by the model influence each other less then
they do in the DMV model.
Naturally the definition of random is somewhat arbitrary. The actual
initialization used is the same as in section 4.3.1 in chapter 4. All words
pick their heads randomly from among the remaining choices and the heads
are picked either left to right or right to left. Non-projective samplers use a
non-projective initialization and projective samplers a projective one. The
exact algorithms can be found in section 4.3.1. Note that this is similar
to the initialization found to perform best by Mareček and Žabokrtský [69]
with the small caveat that their paper did not specify the notion of random
for the random initialization.

5.4.2

Implementation of Sampling and Derivation of a Result

Sampling the complete assignments for the corpus with some algorithms a
was achieved as follows:
• 3 parallel chains were used. It would have been more desirable to use
more chains but the need to store multiple head assignments for every
sentence in the corpus means that the problem eventually becomes
prohibitive in terms of working memory used. This is unfortunate
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since chapter 4 showed that it can be very useful to use a large number
of chains.
• The head assignment for each sentence is initialized as described in
section 5.4.1.
• 250 “burn in” iterations are made [40]. This may seem excessive and as
will be seen in the actual evaluation most of the iterations do not substantially lead to “better” regions in the space of possible assignments.
Many iterations are made to ensure that any plateaus that occur are
not simply temporary. It is of course still possible that assignments
change substantially during later steps, but this seems unlikely to occur quickly given the behaviour of the sampler in the evaluation.
• After the burn in steps and then again in every third step afterwards
a sample is drawn from every chain. This is continued until 10 samples are generated from each chain resulting in 30 samples. The steps
between the times the samples are drawn are used to allow for some
additional exploration of the probability function. Such intermediate
steps are also sometimes added to reduce the correlation between samples drawn. In order to achieve this on the more complex assignments
presented here it would most likely take a large number of steps.
• During every iteration each head assignment is sampled in turn from
first to last. Each head assignment hi is replaced by a new one h0i
that is generated by calling the evaluated algorithm with hi as an
argument and all other parameters set properly. The weight function
will be given by
P (s, h0i ) = P (hs1 , . . . , sn i, hhs1 , . . . , h0i , . . . , hsn i)

(5.9)

meaning that the weight is computed by placing the head assignment
in the position i. Note that this is similar to a Gibbs sampler over the
dependency trees as variables. It is a valid sampler since every call of
the algorithms preserves P (S, H) as an invariant distribution and each
algorithm that was presented here allows steps in place and movement
from every head assignment to every other head assignment4 . The
weight function is also defined for every possible sequence of trees.
The means that for the whole corpus it is possible to move from every
combination of dependency trees to every other possible combination
of assignments.
• Because of the way that the weight function is defined, most of the
terms in the computation can be dropped and it is only necessary to
4

Save maybe for the constraints to trees and projective structures.
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keep track of the sums that are used. In fact it would be possible
to reduce the computation of the weight ratios needed for techniques
that sample only a single head to the inspection of two words: the
one for which the head is sampled and the head assignment, since
they are the only ones that are inspected. The latter optimization will
not be considered since it does not represent a general feature of the
algorithms, but rather is due to this specific model.

It will also be necessary to define how a final result is generated from the
sampling process. Here two choices will be investigated. The first is the use
of the sequence of assignments h0 , . . . , hn among the ones seen during sampling and burn in that has the highest value of P (S, H). The second choice is
an instance of minimizing the expected loss [2]. It is implemented by choosing as the head for each word the head it was assigned most frequently in
the 30 samples that have been drawn. This is a use of an actual expectation
that justifies the use of a sampler instead of a pure optimization algorithm
beyond the fact that samplers have been used before for this problem. The
experimentation will show whether this leads to any improvements in the
results that are achieved. Note that the minimum of the expected loss is
computed with respect to the loss represented by the so called unlabelled
attachment score [57] and this implies that there is no consideration given to
whether the resulting head assignments actually constitute trees. Mareček
and Žabokrtský [69] also tested a variant that searches for a non-projective
tree that maximizes the frequency with which its edges where seen in the
sample. This will not be investigated further here.

5.4.3

Auxiliary Function

The auxiliary functions are defined relatively straightforwardly. The greedy
weight function g is defined by using the weight function P as defined before
with the single change that words that have no head assignment due to the
greedy construction are ignored both for the computation of the component
functions and for the determination of the counts. For the edge factored
auxiliary function the functions dist and tag are used. The counts for the
other words in the sentence are ignored.
The way in which the functions are derived shows once again that these
functions are often easy to define. It is once again the case that the edge
factored function is much easier to compute than the the greedy auxiliary
function and the actual weight function. This means they will once again
be scaled by sentence length for evaluation purposes.

5.4.4

Statistics Used

The only statistics that are re-used from the evaluation in section 4.5 of
chapter 4 are the weight function evaluations and the auxiliary function
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evaluations. The functions are scaled in the same way they were previously.
The amount of times that certain reference structures have been seen, as
well as the median and third quartile ratios of those reference parses are
not used. The reason for this is that it would not be clear which reference
parses to use and what ratio to expect from them. In fact there is no
clear expectation that could be used to measure the quality of the sampling
process. Instead a different statistic is used. This is the weight of the
best sequence of assignments h0 , . . . , hn according to P (hS, Hi) encountered
during sampling. This statistic is common in the evaluation of heuristic
optimization techniques [62]. The inverse logarithm of the function is used.
The logarithm is used to prevent underflow problems. The inverse to make
it possible to plot positive numbers. This implies that a small value of this
evaluation measure will be considered better.
Note that the best weight is only a weak substitute for any actual expectation in terms of evaluating the performance of a sampler. It may be
possible to achieve a much better performance in terms of optimization by
using some approach specifically intended for this task such as a genetic
algorithm. A sampler is not generally intended to find the best possible
setting of some set of parameters, although it will be encountered sooner or
later during sampling, at least if there is a finite set of possible values and a
sampler can be used for the task of optimization[17]. At the same time the
best weight encountered can be an indication of how well a sampler explores
the space of possible variable settings. Since substantial weight differences
mean that certain settings are much more likely than others it would be
expected that they are encountered much earlier during sampling. If a sampler takes very long to reach an optimum,or reaches points that are in some
way short of an optimum, then it can be expected that the sampler does not
converge very well.
Since the evaluation is done with an actual Natural Language Processing
task, part of the statistics presented should also include some performance
evaluation. This will be done by comparing the dependency parsing results
with gold standard parses. The results of the comparison will be presented
in the form of two scores: directed accuracy and undirected accuracy. The
former is computed by counting the times that the position of the head
assigned to a word in the gold standard is equal to the position of the
predicted head. This count is then divided by the number of words in the
corpus to generate the accuracy. For the undirected accuracy the count of
correct heads is replace by the number of times the correct head was either
also the head in the predicted data or one of the children in the predicted
data. This latter measure is used since the order in a head-child relation is
often non-trivial to establish [57, 59]. Note that the undirected accuracy is
always higher that the directed version.
It would of course be interesting to extend the evaluation to some more
applied task but there is a lack of a well establish tasks that can be used to
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for this[96, 59]. Therefore this addition is kept for future research.

5.5

Data Used

As a last step before any evaluation can be presented it is necessary to
present the input data and the way that there corpora are prepared. The
Workshop on The Induction of Linguistic Structures was held in 2012 and
part of the workshop were shared tasks on the induction of dependency
trees and/or Part-of-Speech Tags. Along with the task a set of corpora
was published, some of which are publicly available. The publicly available
corpora are the ones used here. These are [45]:
• The Basque 3lb Dependency Treebank
• The Danish Copenhagen Dependency Treebank
• The Dutch Alpino treebank
• The Portuguese Floresta Sintà(c)tica Treebank
• The English CHILDES US/Brown Subcorpus
• The Swedish Talbanken Treebank
• The Slovene jos500k Treebank
all the corpora are converted to a special format for the workshop task.
For more information consult the overview paper by Gelling et. al. [45]. In
the following the different corpora will be referred to simply by the language
they represent a sample from. Note that the CHILDES English corpus is
very dissimilar from the other corpora since it is taken from conversations
between parents and their children. The corpora are provided with a training, development and testing split of the data. Since training is supposed to
not make any use of dependency information from the corpora it was standard practice for the challenge to use all the data in the final run and then
make an evaluation against the gold standard dependencies in the test set.
The development set is intended to tune parameters and test out different
settings, which is exactly what it was used for during the preparation of the
results presented here. The final results where then derived on the test set.
It is a common difficulty reduction technique to only consider sentences
of length 10 or shorter for unsupervised tasks in parsing [57, 69, 45] and
punctuation is dropped for both training and evaluation since the handling
of punctuation is often a rather arbitrary decision during the development of
treebanks. The performance of the model presented here is compared against
the other results from the WILS task. This means that all choices are made
in the same way as they were for the workshop. The decision whether a
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sentence is of length 10 or less is made before punctuation is removed. The
corpora are provided with a universal tag set that was developed by Petrov
et. al. [86]. The universal tags are used to decide which words to remove
as punctuation. All words that are tagged with the universal tag “.” are
removed both for the sampling process and for evaluation. If a word in the
gold standard dependencies is attached at a removed word w, then its head
is changed to the head of w. If this new head is also removed, then it is
attached to the head of that word and so on until a word that has not been
removed is reached or the process stops at the artificial root node.

5.6

Pure Alignment Model

Throughout the evaluations presented here coarse Part-Of-Speech tags are
used. As stated before, the corpora also provide universal POS tags that
are identical for all the languages. These tags are computed automatically
with a tool that Petrov et. al. developed [86]. The reason these tags are
not used is the fact that they are a reduction of information from the coarse
Part-Of-Speech tags used to compute them. There are also some instances
in which the universal tags are somewhat suspicious. Two examples of this
is the unusually high number of words tagged “X” in the reduced corpus
for Basque. “X” is the tag used for miscellaneous and should not be as
frequent in the corpus. The universal tagging also has an influence on the
task presented here. In the Danish corpus a large number of punctuation
marks are assigned the universal tag “X” and are therefore not removed in
the reduction of the corpora which is based on the universal “.” tag.
The corpora also provide a fine grained POS tag for every word in the
corpus. This tag is only different in from the coarse POS tag for some of
the corpora. Where it is provided it can be so fine grained that it does not
remove the problem of data sparsity.
The evaluation in this section proceeds as follows. For every language
the curves for the weight function after a certain number of iterations are
presented. They are more or less all similar across languages and there
are some general tendencies that can be derived from them. There are
some interesting deviations in behaviour for some languages. For Basque
and Danish the numbers of weight and auxiliary function evaluations are
plotted. The plots for other languages would be similar up to some scaling
for the number of sentences in a corpus. The ordering of relative sizes of
the graphs are similar to what was observed in chapter 4. Therefore the
presentation of the function evaluations is reduced somewhat in order to
save space. In the number of evaluation there was also an overflow problem
for the larger corpora.
After a discussion of the convergence behaviour of the different sampling
algorithms a presentation of the performance in terms of an comparison to

186

CHAPTER 5. UNSUPERVISED PARSING EVALUATION

the gold standard parses is given. The results achieved are not competitive
with the state of the art in unsupervised dependency parsing. While this is
regrettable, it does not mean that the sampling algorithms presented here
are inherently faulty. In section 5.8 it is argued that the sampling algorithms
would perform much better if the model more accurately represented the
properties of dependency structures. If this idea is correct, then the problem
is not one of the sampling processes, but rather one of the model that is used
and it would be a task for further research to find a weight function that
improves on the results presented here.
Before the sampling results are presented it should be mentioned once
again that the results employ the restriction to a single root and that this can
be seen as a guidance towards linguistically motivated structures, since it is
unlikely that the annotation a linguist would chose for a sentence contains
a large number of root nodes.

5.6.1

Convergence of the Sampling Process

The inverse logarithm of the weight function for the different corpora is
presented in figures 5.1, 5.2, 5.3 and 5.4. Note that these numbers represent
the averages over the 3 repetitions of the algorithm. After the first few
iterations the variance becomes small enough to become uninteresting. The
amount by which values vary is at least two orders of magnitude smaller than
the observed values. For this reason the averages are presented here without
any annotation for variance. Note that the Gibbs sampling algorithms very
quickly reduce the value of the target function. For some languages the
projective version performs slightly better than the less restricted version.
This is not true for all corpora and where it is the projective version will
usually not outperform the others by very much. But it should still be noted.
The projective algorithms already performed surprisingly well in on the
artificial problem presented in section 4 so it is no longer very surprising
that GibbsProj performs well on this task. Sometimes even better than
GibbsProj. MH generally outperforms MHProj. But there are also cases
in which the projective version performs better. At the very least it is the
case that even in this task which potentially has more local optima than the
artificial task it is possible to successfully apply head by head sampling for
projective structures.
Another very important takeaway is the fact that the random proposal
in MH works very well. The value reached by this algorithm is always
nearly as good as the value reached by Gibbs. As will be seen later, this is
achieved at a substantially lower cost than that of the Gibbs algorithm. It
should be mentioned again that the given numbers do not guarantee accurate computation of expectations. The numbers only indicate that a good
function value is reached. The sampling algorithm then “moves around” in
the area around the high function value. The areas sampled are generally
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Figure 5.1: This figure plots the best value of the inverse logarithm of the
weight function over the iterations for the Basque corpus. The shown data
is an average over 3 repetitions of the experiment.
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Figure 5.2: This figure plots the best value of the inverse logarithm of the
weight function over the iterations for the Danish Corpus in the upper figure
and the Dutch corpus in the lower one. The shown data is an average over
3 repetitions of the experiment.
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better than the intermediate assignments by a substantial amount. This
also means they should be visited substantially more often during MCMC
steps in order for the better structures to be represented by an appropriate
amount. The discovery of high weight areas can indicate that the sample
becomes more representative by increasing the number of times that these
areas occur in the generated structures.
The results presented are less encouraging for Greedy and GreedyEdge.
They reach good values slower and the values they reach are worse. While
it would be possible that this is because a preliminary optimum is reached
when the whole structures are sampled at once, it seems far more likely
that this is caused by the root sampling step. The two algorithms sample
their roots only during the greedy global step they make. Both Edge and
GreedyProj do not have a similar problem. The current conclusion that can
be drawn from these results is that with the auxiliary function defined as it
is, finding a root is difficult. In future experiments it would be of interest
to add root sampling steps for MH and Gibbs to the Greedy algorithm.
The question is then whether this combination could perform as well as
the GreedyProj algorithm. The algorithm reaches the best function values
in all the languages. It outperforms GibbsProj which it extends by a greedy
global sampling step. It is interesting that this global step seems to have
some effect on the quality of the results. The global step in Edge has no
noticeable positive effect on the performance of the algorithm compared to
the basis of Gibbs on which it improves. This is most likely the case since
the single edge approximation used is so close to correctness in this case that
the Gibbs sampler can also work well with its word by word updates.
All the statements made so far only describe how well the MCMC schemes
do in obtaining good function values. It is of course also of interest to know
how much resources have to be expended in order to achieve these results.
Figure 5.5 shows the number of function evaluation used. They are scaled by
the sentence lengths. As stated before, in order to compute the values it is
only necessary to keep counts from the other sentences and then inspect the
head assignments currently sampled. This means that when a head assignment for a sentence of length n is sampled and the weight function evaluated,
then n will be added to the number of evaluations. This makes the results
comparable to the edge factored auxiliary evaluations that only inspect a
single edge. It also means that longer sentences that make a larger contribution to the computation time during function evaluations are represented
accordingly in the graph.
The results on the function evaluations are in line with what was seen
in chapter 4. The Gibbs root sampling steps are the most expensive part
of the process. The use of the restriction to projective structures brings
something of a reduction in the number of function evaluations that are
needed. It should be noted that the MH and MHProj algorithms use a
reduced number of function evaluations to achieve their performance.
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Figure 5.3: This figure plots the best value of the inverse logarithm of the
weight function over the iterations for the English corpus in the upper graph
and the Portuguese corpus in the lower figure. The shown data is an average
over 3 repetitions of the experiment.
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Figure 5.4: This figure plots the best value of the inverse logarithm of the
weight function over the iterations for the Slovene corpus in the upper graph
and the Swedish corpus in the lower one. The shown data is an average over
3 repetitions of the experiment.
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Figure 5.5: This figure plots the number of evaluations of the inverse logarithm of the weight function done against the number of iterations over the
Basque corpus in the upper graph and the Danish corpus in the lower graph.
Numbers shown are averages over 3 runs of the algorithms. Note that the
evaluations were scaled by the length of the sentences to make comparison
with the auxiliary functions possible and factor in the cost of evaluating
different sentences.
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made up to a certain number of iterations over the Basque corpus in the
upper graph and the Danish corpus in the lower graph. Shown is the average
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scaled by the length of the sentences. This is done to make a comparison
with the Edge factored function possible.
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Figure 5.7: Directed accuracy derived from the setting with the highest
function value that was encountered during sampling. As stated in the text
only sentences of length 10 or less are used and punctuation is removed.
The results are generated from 3 runs of the algorithms and the numbers
are averages rounded to two digits behind the decimal point. The numbers
in brackets represent the average absolute value of the relative deviation
from the mean as explained in the text.
The final part of the investigation before the results of the accuracy
testing are presented is a discussion of the auxiliary function evaluations.
As before the greedy evaluations are scaled by sentence length in order to
ensure comparability to the main function evaluations ad the edge factored
function. The results are again similar to what was seen in chapter 4. The
edge factoring is much cheaper than the greedy function evaluations needed.
The costs for these greedy steps are similar to the costs of the Gibbs sampling
steps. It might therefore not make the algorithms noticeably slower if both
elements were combined.

5.6.2

Quality of the Generated Parses

As mentioned before, the dependency parses that result from the model
are not up to the standard of the current state of the Art in unsupervised
dependency parsing. The results that were presented for the 2012 Pascal
Challenge are given in figure 5.8. The figure also lists the papers in which
these results were presented. The quality of parsing that can be achieved for
inference on short sentences is quite impressive and represents a substantial
leap since the seminal paper by Klein and Manning [57].
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A quick remark on the meaning of the numbers in brackets that are
listed behind every performance average. The main numbers represent the
average performance for all 3 runs of the algorithm. If the performance
numbers of the different runs are a1 , a2 , a3 and the average is a then the
number in brackets b is given by:
i=3
X
ai − a
b=
a

(5.10)

i=1

This means that the values in brackets express how much the individual values tend to deviate from the mean measured relative to the size of
the mean. This measure is chosen as an alternative to the variance which
would be extremely small. The amount of the deviation tends to be small
and not larger than five percent. They are given here to show that the
MCMC schemes tend to generate the same solutions every time they are
run. Because the algorithms are started from initial assignments that are
randomized, this suggests that the sampling algorithms are able reduce the
influence of the different initializations. This may be caused by the fact
that the results are generated by 3 parallel chains. It also explains why the
preliminary experiments with different initializations did not produce any
improvements in the result.
As already stated the dependency structures evaluated in this section
are derived in one of two ways. The first is simply taking the best structure
encountered in the sampling process according to the weight function. Since
there are 3 parallel chains used, the best result is the best one seen in each of
these chains. The accuracy figures for this approach are shown in figures 5.7
and 5.9. They do not come close to what has been shown possible but are of
interest as far as the use of the sampling algorithms goes. The numbers vary
along algorithms just as the weight function results are not equal among each
other. The most noticeable difference is between the projective and the nonprojective approaches. The best results for every language are more often
produced by the non-projective algorithms. This is surprising since it would
be expected that the projective structures represent a useful guideline for
inference. It should also be noted that the weight function is apparently
not a good indicator of the “right” dependency structures. GreedyProj
performs very well as far as the best weight found is concerned, but it does
not generate the best numbers by far. For Danish GreedyProj beats all other
algorithm noticeably as far as the weight function goes, but is actually the
worst performing algorithm as far as accuracy is concerned. A better weight
function might improve the results as stated before.
The undirected results are of course better. They indicate that for about
half of the words there is at least an edge between the word and its correct
head even if the order is not correct. The results are still not competitive
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Best Directed Accuracy
0.586 [110]
0.614 [70]
0.517 [110]
0.622 [7]
0.763 [7]
0.677 [110]
0.765 [110]

Best Undirected Accuracy
0.664 [110]
0.711 [70]
0.633 [70]
0.706 [7]
0.819 [7]
0.720 [110]
0.837 [110]

Figure 5.8: Best results from the 2012 Workshop on Induction of Language Structures Pascal Challenge for Unsupervised Learning of Dependency Structures. Note that these are not the numbers for any particular
approach. Instead they represent the best numbers over all approaches presented and all types of tags [45]. Only the languages that are also used in
this thesis are represented. As stated in the text only sentences of length 10
or less are used and punctuation is removed.

and they do sometimes change the order of the algorithms as far as the best
results go.
The second setting which is used are the parses generated by using the
most frequently seen head in the sample. The numbers for this approach are
presented in figures 5.10 and 5.11. The directed numbers are consistently
as good or slightly better than the results that the best setting generated.
While not overly impressive this shows that there is merit to the use of
expectations which can be derived by a sampling approach.
The undirected results for expectations are also always better or as good
as the results for the best setting found so far. There are far more cases
where the results are equal. This may mean that the expectations are mainly
helpful in deciding the direction in which edges should be pointing.
Overall the results in this section show that the model is not the best
possible choice for the task of learning dependency trees. Good weight values
do not indicate high accuracy. At the same time this section showed that the
algorithms produce similar results in repeated runs. The following sections
discuss how these results can be improved further. Unfortunately there is
no indication that the use of only projective trees does anything to improve
results.
One of the most problematic aspects of the evaluation is the fact that
the sampling algorithms can lead to very dissimilar results. This is most
likely due to some bias introduced by the sampling process that it would
take a large number of iterations to overcome. The next section introduces
a technique that can be used to reduce this variability over different algorithms.
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Language
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0.47 (0.0)
0.47 (0.05)
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0.43 (0.01)
0.41 (0.01)
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0.54 (0.01) 0.52 (0.01)
0.52 (0.05) 0.52 (0.01)
0.49 (0.0)
0.38 (0.0)
0.65 (0.02) 0.57 (0.02)
0.53 (0.0)
0.49 (0.01)
0.45 (0.0)
0.41 (0.02)

Figure 5.9: Undirected accuracy derived from the setting with the highest
function value that was encountered during sampling. As stated in the text
only sentences of length 10 or less are used and punctuation is removed.
The results are generated from 3 runs of the algorithms and the numbers
are averages rounded to two digits behind the decimal point. The numbers
in brackets represent the average absolute value of the relative deviation
from the mean as explained in the text.
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0.25 (0.01) 0.22 (0.04) 0.29 (0.07)
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0.20 (0.02)
0.28 (0.01)
0.33 (0.09) 0.38 (0.02)
0.36 (0.01)
0.16 (0.0)
0.25 (0.02)
0.39 (0.0)
0.47 (0.0)
0.35 (0.04)
0.32 (0.02)
0.35 (0.02) 0.36 (0.01) 0.51 (0.02)
0.22 (0.0)
0.22 (0.02) 0.24 (0.01)
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0.25 (0.04)
0.25 (0.01) 0.21 (0.01)
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0.35 (0.03)
0.36 (0.09) 0.37 (0.02)
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0.16 (0.0)
0.27 (0.0)
0.30 (0.02)
0.46 (0.01) 0.43 (0.01)
0.51 (0.02)
0.35 (0.01) 0.35 (0.01)
0.24 (0.01)
0.22 (0.01) 0.22 (0.0)
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0.19 (0.01)
0.19 (0.01)
0.40 (0.01)
0.17 (0.0)
0.31 (0.0)
0.36 (0.0)
0.22 (0.01)
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0.25 (0.0)
0.36 (0.01)
0.33 (0.1)
0.16 (0.0)
0.47 (0.0)
0.35 (0.02)
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Figure 5.10: Directed accuracy derived from the head expectations in the
sample drawn. As stated in the text only sentences of length 10 or less are
used and punctuation is removed. The results are generated from 3 runs of
the algorithms and the numbers are averages rounded to two digits behind
the decimal point. The numbers in brackets represent the average absolute
value of the relative deviation from the mean as explained in the text.
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0.48 (0.06) 0.52 (0.03)
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0.54 (0.01)
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0.47 (0.01)
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0.39 (0.0)
0.60 (0.0)
0.59 (0.02)
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0.57 (0.0)
0.53 (0.01)
0.55 (0.0)
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0.46 (0.0)
0.47 (0.01)
0.46 (0.01)
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0.50 (0.0)
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0.48 (0.02)
0.51 (0.06) 0.52 (0.01) 0.48 (0.07)
0.53 (0.0)
0.40 (0.0)
0.49 (0.0)
0.39 (0.0)
0.55 (0.01)
0.60 (0.01) 0.65 (0.01) 0.61 (0.0)
0.61 (0.01)
0.53 (0.01) 0.54 (0.01) 0.53 (0.01)
0.46 (0.01)
0.44 (0.01)
0.46 (0.0)
0.44 (0.02)

Figure 5.11: Undirected accuracy derived from the head expectations in the
sample drawn. As stated in the text only sentences of length 10 or less are
used and punctuation is removed. The results are generated from 3 runs of
the algorithms and the numbers are averages rounded to two digits behind
the decimal point. The numbers in brackets represent the average absolute
value of the relative deviation from the mean as explained in the text.
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Annealing

In this section it is investigated how the results of sampling can be improved
by using simulated annealing. The technique was used in the paper that
originally introduced the concept of Gibbs sampling by Geman and Geman
[46]. The idea is that the weight function P can be changed to be more or
less peaked by creating a new weight function P ∗ :
P ∗ (x) = P (x)a

(5.11)

were a is some annealing value. Since a sample is drawn from the normalized weight function and the values of P ∗ (x) decrease in absolute difference
as a is decreased, this means that a value of a can be used to “flatten out”
the weight function if it is chosen at less than 1 and create a function more
similar to a uniform distribution which is easy to sample from. If a is increased, then the weight function becomes more “peaked” and the sampling
process becomes less likely to move away from any optima it has found [64].
Both facts can be used in a sampling in order to escape local optima and
make the movement towards global optima more likely. The way it is used is
as follows: First a the weight function that is used in sampling is generated
by setting a to a small value, then the value is increased with each subsequent iteration until it reaches 1 or maybe even higher. The hope is that it is
possible to move to quickly explore the complete space of optima during the
phases of low values and then pick the best one as the annealing increases.
Another hope is that this ensures that the same optima are visited.
For the investigation presented here three sampling algorithms that performed well in the previous experiments are used with the addition of simulated annealing. If the current iteration is i counted from 0, then the
annealing factor is set to:
a =

1
max(0.1, 25.0 − (0.1i))

(5.12)

and the Probability function will be P ∗ (S, H) = P (S, H)a . Note that
the highest value of a is 10. This means that once the final samples are
drawn the weight function that is actually used is a more peaked version of
the original weight function.
The sampling algorithms investigated are GreedyProj, Gibbs and GibbsProj. In order to use GreedyProj it is necessary to define the greedy weight
function g for the greedy sampling step. The function is redefined so that it
also takes into consideration the annealing process. This is done by taking
the version of g used so far and also applying the annealing exponent of the
current iteration to it. The hope is that the more uniform initial moves will
reduce the problem of the initial bias that the different sampling algorithms
introduce.
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Convergence of the Sampling Process

The development of the best seen function values generated with simulated
annealing for some of the corpora is presented in figures 5.12 and 5.13. The
function values that are reached are not increased so greatly that it on its
own seems to justify the added time for annealing. The annealing process
does have the benefit of bringing the differing results of the sampling process
much closer together. Recall once again that this is not a guarantee that
the sample actually becomes more and more similar, as this is not expressed
in the statistic presented here.
The main takeaway of this section is that the annealing process can be
used as an replacement for more complicated sampling techniques in order
to ensure the discovery of a good optimum. While this does not guarantee a
good sample it can ensure a sample close to an optimum without to difficulty
of designing a complex algorithm.

5.7.2

Quality of the Generated Parses

Does the simulated annealing process have an influence on the quality of
the parses that are generated? Even if the optimum found becomes more
reliable, the disconnection between weight and parsing results means that
this does not have to reflect in the parsing task.
The actual parsing results are presented in figures 5.14 and 5.15. Note
that the difference between using the best values and the use of the sample expectation is not longer present. This is most likely caused by the
“sharpening” of the weight function.
The results show that the annealing process does indeed do the same for
the accuracy results as it does for the weight results. The achieved scores
become very similar across approaches. The sole exception to this are the
results achieved for Slovene which take a substantial jump when annealing
is applied, but the jump exists only for the non-projective Gibbs approach.
This suggest that in this case the non-projective structures actually allow
for a substantially better result.
The annealing procedure is successful as far as the reason for its use
in this section is concerned. The variance between different algorithms is
reduced substantially. This does not lead to a improvement in the accuracy of the generated dependency trees. Because of this the next section
investigates a simple source of very useful information.

5.8

Extending the Model with Noun and Function
Word Information

The models that Mareček and Žabokrtský [69] presented only achieved their
best performance when steps where taken in order to make sure that nouns
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Figure 5.12: This figure plots the best value for the inverse logarithm of
the weight function discovered over a given number of iterations for the
Basque corpus in the upper figure and the Danish corpus in the lower one.
Presented are averages over 3 runs. These results are generated by using
simulated annealing.
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Figure 5.13: This figure plots the best value for the inverse logarithm of
the weight function discovered over a given number of iterations for the
Dutch corpus in the upper figure and the English corpus in the lower one.
Presented are averages over 3 runs. These results are generated by using
simulated annealing.
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Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish

Gibbs
0.25 (0.01)
0.35 (0.01)
0.38 (0.01)
0.16 (0.0)
0.46 (0.01)
0.61 (0.01)
0.22 (0.02)

GibbsProj
0.26 (0.01)
0.36 (0.02)
0.40 (0.01)
0.16 (0.0)
0.47 (0.01)
0.36 (0.01)
0.23 (0.01)

GreedyProj
0.26 (0.0)
0.36 (0.0)
0.40 (0.0)
0.16 (0.0)
0.47 (0.01)
0.37 (0.01)
0.23 (0.01)

Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish

Gibbs
0.50 (0.0)
0.54 (0.0)
0.52 (0.0)
0.41 (0.0)
0.60 (0.01)
0.66 (0.01)
0.43 (0.01)

GibbsProj
0.51 (0.0)
0.56 (0.02)
0.54 (0.0)
0.38 (0.0)
0.61 (0.01)
0.54 (0.0)
0.47 (0.0)

GreedyProj
0.51 (0.0)
0.57 (0.02)
0.54 (0.01)
0.38 (0.0)
0.61 (0.01)
0.55 (0.01)
0.47 (0.01)

Figure 5.14: Directed and Undirected accuracy derived from the setting with
the highest function value that was encountered during sampling. Upper table contains the directed and the lower figure contains the undirected values.
The results presented here were generated by use of simulated annealing. As
stated in the text only sentences of length 10 or less are used and punctuation is removed. The results are generated from 3 runs of the algorithms and
the numbers are averages rounded to two digits behind the decimal point.
The numbers in brackets represent the average absolute value of the relative
deviation from the mean as explained in the text. The experiments were
conducted with the use of simulated annealing.
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Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish

Gibbs
0.25 (0.01)
0.35 (0.01)
0.38 (0.01)
0.16 (0.0)
0.46 (0.01)
0.61 (0.0)
0.22 (0.02)

GibbsProj
0.26 (0.0)
0.36 (0.0)
0.40 (0.01)
0.16 (0.0)
0.47 (0.02)
0.37 (0.01)
0.23 (0.0)

GreedyProj
0.26(0.0)
0.36 (0.0)
0.40 (0.0)
0.16 (0.0)
0.47 (0.01)
0.37 (0.01)
0.23 (0.01)

Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish

Gibbs
0.50 (0.0)
0.54 (0.0)
0.52 (0.01)
0.41 (0.0)
0.60 (0.0)
0.67 (0.01)
0.44 (0.01)

GibbsProj
0.51 (0.0)
0.57 (0.0)
0.54 (0.0)
0.38 (0.0)
0.61 (0.0)
0.55 (0.0)
0.48 (0.01)

GreedyProj
0.51 (0.0)
0.57 (0.0)
0.54 (0.0)
0.38 (0.0)
0.61 (0.0)
0.55 (0.01)
0.48 (0.0)

Figure 5.15: Directed and undirected accuracy derived from the head expectations in the sample drawn. Upper table contains number for directed
and lower one for undirected accuracy. The results presented here were
generated by use of simulated annealing. As stated in the text only sentences of length 10 or less are used and punctuation is removed. The results
are generated from 3 runs of the algorithms and the numbers are averages
rounded to two digits behind the decimal point. The numbers in brackets
represent the average absolute value of the relative deviation from the mean
as explained in the text. The experiments were conducted with the use of
simulated annealing.
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Universal Noun Tags
Universal Function Tags

NOUN
CONJ, PRT, PRON, ., ADP, DET

Figure 5.16: The figure shows the tags that are discouraged from being roots
in the extension of the weight function.

were not attached as root nodes. The reasoning behind this decision is the
fact that nouns often serve as arguments to other words in a sentence. They
are therefore usually only the roots of sample sentences if these sentences
are actually headlines or other constructions that use a somewhat reduced
syntax. The noun-root suppression also has the effect of making verbs more
likely to be moved into root positions where they usually appear. This is
because they define most of the structure of a sentences[5, 87]. It might
actually be possible to achieve a similar effect by trying to discover verbs
with the unsupervised techniques of Hänig [50]. These verbs could then be
forced into the root position of the sentence. This approach is left for future
research and instead this section shows the results that can be achieved by
making use of supervised information.
Another class of words that are unlikely to be the roots of a sentence
are function words or words that belong to closed POS classes. These words
usually take care of the task of adding additional syntactic information to
words and phrases that express semantic information. Since they are used
to modify other words, they are unlikely to appear in the root position.
As a consequence of the considerations made so far the model is extended
as follows. All the words labelled with the universal tags listed in figure
5.16 are considered unsuitable root words. The weight function P (S, H)
is extended such that the weight is multiplied by e125 for every hsi that
assigns an artificial root as the head for an unsuitable word. With the low
factor that is used it becomes virtually impossible for an unsuitable word
to be the root if there are suitable candidates. This raises the question of
why the restriction is not implemented as a hard constraint. The greedy
sampling algorithms could easily deal with such a constraint. This is not
done because there may be some sentences, such as headlines, that do not
contain any suitable root words. If these sentences made the weight of the
whole sequence go to 0, then this could compromise the whole inference
procedure.
The extension represents a light amount of supervision introduced into
the algorithm. In a practical setting this could be done by having a competent user of this algorithm chose which tags in a corpus represent the
different word classes that need to be restricted from the root position.
There is one additional remark that needs to be made about the results
presented here. Due to an accident the experiments were run 4 times instead
of 3 times as before. This should only improve the reliability of what is
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presented. It is however necessary to explain this difference to the other
experiments. For the experiments annealing is once again used in order to
make everything more stable.

5.8.1

Convergence of the Sampling Process

A small set of evaluations of the best result seen up to a iteration is presented
in figure 5.17. The characteristic “sharp dip” that the best seen function
value showed in all previous experiments still occurs much later than it did
when no annealing was used, but it comes much earlier than it did with
annealing before. This is most likely because the force towards a certain
root guides the induction process and therefore induction is less dependent
on the other assignments made so far.
The weights reached are not substantially worse than those that are
reached with annealing in the case of the original model. The difference is
still large enough to suggest that some sentences cannot be parsed without
assigning an unsuitable word to the root position.

5.8.2

Quality of the Generated Parses

Figures 5.18 and 5.19 contain the accuracy numbers that are achieved with
the additional suppression of noun and function word roots. There is a large
improvement. The numbers are still not high enough to compare to the state
of the art values. At the same time the numbers show that it is possible to
achieve good performance with the sampling algorithms when the model is
specified correctly.
It could be argued that the improvement in performance is due to the
greater ease of convergence since part of the model, namely the factors added
for suppression of certain roots, do not change with different assignments.
This is in contrast to the the remainder of the model that is dependent on
counts of observations that constantly change as assignments change. This
argumentation would not stick since the results presented earlier strongly
suggest that the sampling process does not make any large changes by the
time it ends.
It should be noted that there is once again a difference between the
results generated by sampling and those that come from the use of the best
seen value. The difference is no longer purely in favour of the sampling based
approach and it is once again a relatively small effect. One would expect
that the weight function becomes more focused on a single point if certain
roots are ruled out and that the difference between the best function and the
expected values would actually become smaller with the added constraint.
It would be a topic for further investigation what causes this behaviour.
The projective algorithms perform better than the non-projective ones
with the root constraint for all languages other than Basque. It seems
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Figure 5.17: This figure tracks the best seen function values of the inverse
logarithm over iterations. The upper graph shows numbers for Basque and
the lower one for Danish. The values are averages over 4 repetitions of the
experiment. The experiments were done with the use of annealing for weight
and auxiliary functions. The reported results are for the model extended
with suppression of noun and function word roots.
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Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish
Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish

Gibbs
0.55 (0.01)
0.44 (0.01)
0.33 (0.02)
0.70 (0.0)
0.67 (0.01)
0.57 (0.01)
0.43 (0.01)
Gibbs
0.61 (0.0)
0.61 (0.01)
0.48 (0.02)
0.77 (0.0)
0.76 (0.01)
0.62 (0.01)
0.55 (0.01)
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GibbsProj
0.51 (0.01)
0.49 (0.0)
0.35 (0.01)
0.70 (0.0)
0.67 (0.01)
0.61 (0.01)
0.45 (0.02)
GibbsProj
0.62 (0.0)
0.66 (0.0)
0.53 (0.01)
0.77 (0.0)
0.79 (0.01)
0.67 (0.01)
0.61 (0.01)

GreedyProj
0.51 (0.01)
0.49 (0.01)
0.34 (0.01)
0.70 (0.0)
0.68 (0.01)
0.61 (0.01)
0.49 (0.01)
GreedyProj
0.62 (0.01)
0.66 (0.01)
0.52 (0.01)
0.77 (0.0)
0.79 (0.01)
0.68 (0.01)
0.62 (0.01)

Figure 5.18: Directed and Undirected accuracy derived from the setting
with the highest function value that was encountered during sampling. The
upper table contains the directed and the lower one the values for the undirected evaluation. The results presented here were generated by use of simulated annealing and using constraints on the admissible sentence roots. The
results are generated from 4 runs of the algorithms and the numbers are
averages rounded to two digits behind the decimal point. The numbers in
brackets represent the average absolute value of the relative deviation from
the mean as explained in the text.
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Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish
Language
Basque
Danish
Dutch
English
Portuguese
Slovene
Swedish

Gibbs
0.57 (0.01)
0.45 (0.01)
0.33 (0.01)
0.71 (0.0)
0.65 (0.08)
0.60 (0.0)
0.44 (0.01)
Gibbs
0.63 (0.0)
0.62 (0.0)
0.50 (0.0)
0.78 (0.0)
0.75 (0.05)
0.66 (0.0)
0.57 (0.01)

GibbsProj
0.52 (0.01)
0.49 (0.01)
0.35 (0.01)
0.70 (0.0)
0.69 (0.01)
0.62 (0.01)
0.47 (0.0)
GibbsProj
0.63 (0.01)
0.66 (0.0)
0.53 (0.01)
0.77 (0.0)
0.80 (0.0)
0.68 (0.0)
0.63 (0.0)

GreedyProj
0.53 (0.0)
0.50 (0.0)
0.35 (0.01)
0.70 (0.0)
0.68 (0.01)
0.62 (0.0)
0.50 (0.01)
GreedyProj
0.63 (0.0)
0.66 (0.0)
0.53 (0.01)
0.77 (0.0)
0.79 (0.01)
0.68 (0.0)
0.64 (0.01)

Figure 5.19: Directed and Undirected accuracy derived from the setting
with the expected heads. The upper table contains the directed and the
lower one the values for the undirected evaluation. The results presented
here were generated by use of simulated annealing and using constraints
on the admissible sentence roots. The results are generated from 4 runs of
the algorithms and the numbers are averages rounded to two digits behind
the decimal point. The numbers in brackets represent the average absolute
value of the relative deviation from the mean as explained in the text.
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that with a little more linguistic information it is possible for the projective
constraint to make at least a small positive contribution.
The main takeaway of this sections is the fact that the MCMC technique
can be used in the weakly supervised learning of dependency trees. In contrast to approaches like that of Naseem et. al. [80], which use very concrete
rules to improve parsing results, the constraint presented here is very vague
and does not contain much information about which words are supposed to
be in which relations.

5.9

Conclusion and Further Research

This chapter has combined both positive and negative results for the different sampling algorithms. The positive results are represented by the fact
that the algorithms can reliably and predictably find optima of a weight function that creates complicated relationships between the different dependency
assignments made for a whole corpus of sentences, the good performance of
the GreedyProj algorithm and relatively good parses that result when the
model is modified in order to prevent noun and function word roots. The
first negative is the low accuracy numbers produced with the base model.
While the sampling process finds trees that do well in terms of the defined
model, it seems that a better value does not correspond to better parsing.
The second negative result is the fact that, at least without annealing, there
can be large differences in the performance of the sampling algorithms. A
last negative result is the weaker performance of the algorithms that only
have the greedy sampling step to find a good root word. This problem is
not present in the GreedyProj algorithm. This suggest that the other algorithms could perform as well as this algorithm if they were combined with
the root picking step used in the Gibbs algorithms to give an example.
The main takeaways of this section are as follows:
• Annealing can be used to reliably find a good result and reduce the
differences between algorithms.
• If only a quick and possibly suboptimal solution is needed, then the
MH and MHProj algorithms can be used.
• At least for the task of local optimization Gibbs can be used. It quickly
discovers a good setting of the assignments and does this for all the
corpora in the set.
• In the model used here the projective constraint does not contribute
much to a more accurate solution. The constraint does not prevent
techniques from working towards a solution quickly. Eventual differences between GibbsProj and Gibbs can be removed by annealing.
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• The combined algorithm GreedyProj can be used to optimize the target function very well. It may also be able to generate a good sample
from the function.
• The use of expected heads instead of the best assignment leads to
slightly better results than using only the best assignment. The difference is too slight to justify the use of sampling on its own. Since this
section serves mainly to investigate the performance of the algorithms,
it is still a result of interest.
• The edge factored global sampling step does not add much performance over the head by head approach with which it is combined.

Overall the results presented in this chapter are not as encouraging as
those from chapter 4. Everything presented here can still be used to come
up with some guidelines on the use of the sampling algorithms. The optimization of the weight function is only an auxiliary measure for the quality
of the sampling process, but the Gibbs algorithms did well on this task in
this section. The algorithm reaches its final value quickly and if this is the
only goal then the algorithm can be used without any auxiliary function.

Chapter 6

Conclusion and Further
Research
This chapter gives a short summary of the thesis. The main objective of
this is to pronounce the gain in knowledge achieved. From this analysis it is
also possible to derive some possible directions of future research that could
be undertaken in order to extend and sharpen what was observed here.
The main takeaways of the investigation made here are of course the algorithms that have been presented. This is not restricted to simply presenting
the algorithms. Along with them came proves of their correctness and, most
importantly, a thorough investigation of the behaviour of the algorithms on
two inference problems. The artificial problem that was presented in chapter 4 helped investigate the actual convergence of the sampling algorithms
towards correct expectations. The more applied problem that was discussed
in chapter 5 could not be investigated for correctness against any predictable
statistic. What could be drawn from the research made in that chapter is
the fact that the sampling process quickly moves towards some high probability area in which the MCMC algorithm then moves in order to generate a
draw from the desired distribution. Since MCMC algorithms generally only
require the computation of ratios between weight functions, the results also
suggest that the algorithms presented here could be used as simple default
algorithms to implement optimization during the development of algorithms
that deal with dependency structures.
The following sections first review the results of the thesis in section 6.1.
There is no one simple conclusion that can be drawn from the experiments
made here. Therefore these results are split up into multiple points in order
to elaborate on the different aspects that need to be highlighted.
After a review of the thesis section 6.2 discusses what could be done with
the discoveries made here. The testing of the different sampling algorithms
could obviously be extended arbitrarily. Beside this obvious direction for
future research a short mention is made of other techniques that could be
213
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used with the MCMC algorithms developed here.

6.1

Results

The primary result of the the thesis is a toolbox of different MCMC sampling
algorithms for dependency trees. The algorithms developed here came in two
flavours. The first where algorithms that sample head assignments one at a
time. This can be costly if the Gibbs approach is used and it is necessary to
evaluate all possible settings for every word in a sampling step. It may be
possible to make this more efficient if it is possible to drop a number of terms
in the computation of weights that are needed. This is an optimization that
is specific to every model for which the samplers are to be used. Therefore
this optimization was not discussed here.
One of the results in this thesis that is not one of the main foci of this
summary is the performance of the unsupervised learning model presented
in chapter 5. The model is a slightly extended version of the one presented
by Mareček and Žabokrtský [69]. The only extension is the addition of a
fertility model. It seems that the model alone is not able to determine good
dependency trees. Taking another hint from Mareček and Žabokrtský [69]
the concept of unsuitable roots is added to the model and this can be used
to show that the poor performance is not a result of the sampling algorithms
but rather caused by a poor modelling of dependency relations.
The MCMC schemes presented here have shown different strengths and
weaknesses and it is therefore necessary to make a subdivided presentation
of the different conclusions that can be drawn from the thesis. This is done
in the rest of the section.

6.1.1

The Surprising Helpfulness of Restricted Options

One of the things this thesis set out to show is that it is possible to sample subsets of the full set of dependency structures. The first step in this
was giving a set of simple algorithms that can compute the possible heads
for a word given the other edges in the sentence. Then it was shown that,
with the use of this simple algorithms, it is possible to sample the set of
dependency trees, both projective and non-projective correctly. Another restriction to the set of trees that was discussed is limiting the investigation
to a single root. This required some additional techniques that are interesting in themselves, since linguistic structures will often have one or few
root nodes. Another reason why this constraint is interesting is the fact that
most of these techniques could be re-purposed in order to deal with similar
constraints like demanding that a certain word may have at most one child
or that words have one of a certain set of argument frames.
Investigation on the different tasks showed that there are actual benefits
to the convergence and optimization side of sampling that can result from
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restricting the set of possible trees and then moving exclusively on this set.
In the artificial evaluation task the projective samplers showed a greater
robustness than the sampling algorithms that visited all possible trees. It
is possible that this improvement is partly the result of a reduction in a
possible bias. There is an additional benefit in using only projective trees as
far as performance goes. The algorithm that was used to find projective head
candidates is asymptotically no more costly than those used to compute nonprojective head candidates. Therefore the amount of additional time spent
reducing the head candidates in order to ensure projective trees can easily
be made up for by a smaller number of function evaluations needed in the
Gibbs inspired and greedy algorithms.
The projective greedy sampler proved to be the best in the task of function optimization on the unsupervised task and in the artificial problem
showed the ability to handle a very complex sampling problem. The projective Gibbs sampler is less reliable for optimization but performed much
better than the non-projective version in the artificial task. The same can
be said for the sampler based on uniform selection. The strength of samplers
for restricted options is an interesting and important takeaway and it may
be possible to investigate even more restrictions in the future. It would be
important that these added restrictions are also linguistically motivated so
that they do not rule out any choices that would be necessary for the use of
the dependency samplers in Natural Language Processing.

6.1.2

Usefulness of Global Steps

The thesis showed that with a good approximation of the actual weight
function it is possible to implement a change of the complete structure in
a single sampling step. This can be exceptionally helpful when complex
weight functions are sampled or when there are sharp local optima. At the
same time this opens the possibility of a bad design of the auxiliary function.
In this thesis this problem was highlighted when the greedy step was not
able to select a correct root of a sentence in the unsupervised task. One
way it was attempted to handle this problem was by combining the global
sampling steps with the global steps.
Even the relatively simple edge factored approximation helped substantially with the handling of the artificial inference task. The influence is not
noticeable in the unsupervised task in which the Gibbs steps can easily do
all of the heavy lifting necessary.
The general takeaway would be that it is possible to achieve a lot with the
use of global steps if it is possible to design a appropriate auxiliary function
and the function to be sampled from is actually complicated enough to
justify the use of such a complicated tool.
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The Surprising Efficiency of Simple Samplers

The simple head by head sampling algorithms can be be thrown off by using a
target function that introduces very complex relations between the different
head assignments. This was shown by the artificial sampling problem. It
is possible to somewhat reduces this problem by using more than one chain
run in parallel, but it will become a more pronounced problem when the
number of relevant optima of the target function increases. The simple
sampling algorithms can usually guarantee a substantial improvement in
the weight of the sampled structures even if they cannot move between the
optima.
The most well known global approach in sampling for Natural Language
Processing is the algorithm for sampling binary trees introduced by Chapellier and Rajman [17] and applied to corpus wide inference through MCMC
by Johnson et. al. [56]. Like the algorithms presented here these global
approaches will generally need the possibility to approximate the weight
function. Designing this function is something that can easily be avoided
when the simple head by head algorithms are used. Then it is only necessary
to be able to evaluate the weight function somewhat efficiently. This makes
the simple algorithms an interesting out of the box solution that can be used
in the design of future models and tasks.

6.1.4

The Reliability of Gibbs Sampling

One goal that this thesis set out to achieve was to show that Gibbs sampling,
which was used to a small extend in previous research on dependency trees,
can be applied to a broad set of dependency sampling tasks without having
to do much additional design of algorithms and without having to wastefully
operate on the set of all dependency trees and then restrict the sampled set
afterwards.
One design that had to be contributed was a possibility for the Gibbs
algorithms to sample single attachments, specifically single roots. This technique is similar in style to the general Gibbs approach and leads to a pleasantly simple rule of rejecting new roots based on the ratio of the trees possible with the old and the new root. With this tool and the computation of
the possible head candidates it is possible to apply the simple Gibbs sampler
widely and reliably. It is not necessary to develop a clever re- parametrization of the problem to allow for the use of Gibbs sampling [67]. When one
is ready to pay the price of additional weight function evaluations, then the
Gibbs algorithm will at the very least quickly find a solution with a weight
comparable to that found by other algorithms.
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Further Research

In this section some future research directions that additional investigation
could be directed towards are presented. It is typical of nearly any research
that it raises about as much questions as it answers, if not more. This is
of course also the case for this thesis. Even with this admission there are
still some clear future directions of research that open up. One of the most
obvious ones are open problems from this thesis such as:
• If there are widely applicable way of designing the auxiliary functions
for edge factored and greedy sampling that can make it less difficult
to use these algorithms.
• In this thesis the evaluation was focused on single rooted trees. This
was done in order to be able to evaluate all aspects of the algorithms
developed here. It was also done to limit the size of the thesis. It would
easily be possible to switch out different root sampling approaches for
each other.
• Can the seeming initial bias of the Gibbs algorithms be reduced by
randomizing the order in which head assignments are sampled and in
which root nodes are proposed.
These and additional extension questions were already mentioned in the
main text of the thesis. In the following few sections some extensions are
mentioned that are not direct consequences of the things discussed in the
thesis. They represent combinations of the results presented here with some
additional research presented in other texts.

6.2.1

Other Unsupervised Dependency Models

As already mentioned in the text it was researched in preliminary investigations whether the sampler could be successfully combined with the DMV
model by Klein and Manning [57]. These investigations, which were not
presented here, could not produce any results that are better than what was
shown. This could be due to the sampling algorithm moving away from any
clever initialization that is necessary or some other reason. In the future it
could be attempted to combine the DMV with the alignment inspired model
that was used here.
The alignment based model does not include any information on whether
a words should have children on one or the other of its sides. It also does
not model any connection between the numbers of children, or among the
different distances. If a word tends to be right next to its head, then this
does not mean that it becomes more likely for it to appear in a distance of
one word any more than it becomes more likely to be in distance ten. This
could be remedied in extended models.
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It was very helpful to add linguistic knowledge to the model of dependency trees. This was done by suppressing unsuitable dependency roots. In
future research it would be possible to decide which words are suitable or
unsuitable as roots in an unsupervised fashion such as the verb detection
approach by Hänig [50] or the function content word separation presented
by Zhao and Marcus [121].
The bad performance of the unsupervised inference is one of the main
weak points of what was presented. There is still a great amount of headway
that could be made in this direction.

6.2.2

Use with Different Tasks

There is only a limited amount of space that can be used for any investigation
in a single thesis. This meant that the results that could be presented here
were limited to one artificial task and one more applied topic. It would be
of great interest to know what results can be drawn from evaluations with
additional tasks.
One possible additional topic of investigation is the use of the computation of expectations in order to train models similar to conditional random
fields[35, 60]. If it is possible to approximate feature counts, then one could
train models based on global properties of a dependency tree.
The samplers could also be extended to include a mapping from dependency structures to sentences in order to use the samplers in tasks such as
machine translation. This has already been done for the sampling of parse
trees [29, 120] and it would be interesting if dependency trees can be successful in complex translation models if sampling is used to compute the
expected translations for a sentence.

6.2.3

Population Based Techniques

In recent years there has been a move to combine techniques such as genetic
algorithms with sampling approaches in order to improve both [10, 64, 62].
Since the research here has had the implication that it can be helpful to
use a number of parallel chains, this would be of great interest in future
investigations. If parallel chains are run in order to improve convergence, it
may be helpful to add such population based techniques to further help the
sampling process.
There are also other approaches such as Population Monte Carlo [15, 55]
that are not instances of Markov Chain Monte Carlo techniques, but make
use of similar transitions. It would be possible to combine the algorithms
presented here with those techniques. The question is then whether this
would improve the performance of the sampling approach that results or if
the required population size is to great for a successful application.

6.3. CONCLUSION
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Conclusion

This section reviewed some of the results of this thesis. It also suggested
some future research directions. As stated before this thesis introduced as
many new questions as it answered. It did have some relevant takeaways
however. A set of tools for dependency sampling being the most important
one. The ideas presented here could be applied to a number of new problems
and enable a large amount of follow-up research.
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[33] Manaal Faruqui and Sebastian Padó. Training and evaluating a german named entity recognizer with semantic generalization. In Proceedings of KONVENS 2010, 2010.
[34] Jenny Rose Finkel, Trond Grenager, and Christopher Manning. Incorporating non-local information into information extraction systems by
gibbs sampling. In Proceedings of the 43rd Annual Meeting on Association for Computational Linguistics, pages 363–370. Association for
Computational Linguistics, 2005.
[35] Jenny Rose Finkel, Alex Kleeman, and Christopher D. Manning. Efficient, feature-based, conditional random field parsing. In ACL 2008,
Proceedings of the 46th Annual Meeting of the Association for Computational Linguistics, pages 959–967, 2008.
[36] Jenny Rose Finkel and Christopher D. Manning. Nested named entity recognition. In Proceedings of the 2009 Conference on Empirical
Methods in Natural Language Processing, pages 141–150. Association
for Computational Linguistics, 2009.
[37] David Flanagan. Java In A Nutshell. O’Reilly Media, 2005.
[38] Bela A. Frigyik, Amol Kapila, and Maya R. Gupta. Introduction
to the dirichlet distribution and related processes. Technical report,
University of Washington, 2010.

225
[39] Victoria A. Fromkin, Susan Curtiss, Bruce P. Hayes, Nina Hyams,
Patricia A. Keating, Hilda Koopman, Pamela Munro, Dominique
Sportiche, Edward P. Stabler, Donca Steriade, Tim Stowell, and Anna
Szabolcsi. Linguistics - An Introduction to Linguistic Theory. Blackwell Publishing Ltd., 2000.
[40] Dani Gamerman and Hedibert F. Lopes. Markov Chain Monte Carlo Stochastic Simulation for Bayesian Inference. Chapman & Hall/CRC,
2006.
[41] Kuzman Ganchev, João Graça, Jennifer Gillenwater, and Ben Taskar.
Posterior regularization for structured latent variable models. Journal
of Machine Learning Research, 11:2001–2049, 2010.
[42] Jianfeng Gao, Jian-Yun Nie, Guangyuan Wu, and Guihong Cao. Dependence language model for information retrieval. In Proceedings of
the 27th annual international ACM SIGIR conference on Research and
development in information retrieval, pages 170–177, 2004.
[43] Jianfeng Gao and Hisami Suzuki. Unsupervised learning of dependency structure for language modeling. In Proceedings of the 41st Annual Meeting of the Association for Computational Linguistics, pages
521–528, 2003.
[44] Carl Geiger and Christian Kanzow. Numerische Verfahren zur Lösung
unrestringierter Optimierungsaufgaben. Springer, 1999.
[45] Douwe Gelling, Trevor Cohn, Phil Blunsom, and João Graça. The
pascal challenge on grammar induction. In Proceedings of the NAACLHLT Workshop on the Induction of Linguistic Structure, pages 64–80.
Association for Computational Linguistics, 2012.
[46] Stuart Geman and Donald Geman. Stochastic relaxation, gibbs distributions, and the bayesian restoration of images. In Martin A. Fischler
and Oscar Firschein, editors, Readings in computer vision: issues,
problems, principles, and paradigms, pages 564–584. Morgan Kaufmann Publishers Inc., 1987.
[47] Kevin Gimpel, Nathan Schneider, Brendan O’Connor, Dipanjan Das,
Daniel Mills, Jacob Eisenstein, Michael Heilman, Dani Yogatama, Jeffrey Flanigan, and Noah A. Smith. Part-of-speech tagging for twitter:
Annotation, features, and experiments. In The 49th Annual Meeting
of the Association for Computational Linguistics: Human Language
Technologies, Short Papers, pages 42–47, 2011.
[48] Joshua Goodman. Parsing algorithms and metrics. In Proceedings of
the 34th annual meeting on Association for Computational Linguistics,
pages 177–183. Association for Computational Linguistics, 1996.

226

CHAPTER 7. BIBLIOGRAPHY

[49] T. L. Griffiths, M. Steyvers, D. Blei, and J. B. Tenenbaum. Integrating topics and syntax. Advances in Neural Information Processing
Systems, 17:537–544, 2005.
[50] Christian Hänig. Knowledge-free verb detection through tag sequence
alignment. In Proceedings of the 18th Nordic Conference of Computational Linguistics. Association for Computational Linguistics, 2011.
[51] Nora Hartsfield and Gerhard Ringel. Pearls in Graph Theory: A Comprehensive Introduction. Dover Publications, 2003.
[52] William P. Headden, III, Mark Johnson, and David McClosky. Improving unsupervised dependency parsing with richer contexts and
smoothing. In NAACL ’09: Proceedings of Human Language Technologies: The 2009 Annual Conference of the North American Chapter of the Association for Computational Linguistics, pages 101–109.
Association for Computational Linguistics, 2009.
[53] William P. Headden, III, David McClosky, and Eugene Charniak.
Evaluating unsupervised part-of-speech tagging for grammar induction. In COLING ’08: Proceedings of the 22nd International Conference on Computational Linguistics, pages 329–336. Association for
Computational Linguistics, 2008.
[54] Hans Jürgen Heringer. Morphologie. Wilhelm Fink, 2009.
[55] Ajay Jasra, David A. Stephens, and Christopher C. Holmes. On
population-based simulation for static inference. Statistics and Computing, 17(3):263–279, 2007.
[56] Mark Johnson, Thomas L. Griffiths, and Sharon Goldwater. Bayesian
inference for pcfgs via markov chain monte carlo. In Human Language
Technology Conference of the North American Chapter of the Association of Computational Linguistics, pages 139–146. The Association
for Computational Linguistics, 2007.
[57] Dan Klein and Christopher D. Manning. Corpus-based induction of
syntactic structure: Models of dependency and constituency. In Proceedings of the Association for Computational Linguistics, pages 478–
485, 2004.
[58] Kenichi Kurihara and Taisuke Sato. Variational bayesian grammar
induction for natural language. In International Conference on Grammatical Inference, pages 84–96, 2006.
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[67] David Mareček. Unsupervised Dependency Parsing. PhD thesis,
Charles University in Prague, Faculty of Mathematics and Physics,
Institute of Formal and Applied Linguistics, 2012.
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In dieser Arbeit werden Markov Chain Monte Carlo (MCMC) Methoden für das Sampling von Dependenzbäumen entwickelt. Dependenzbäume
sind ein Formalismus für die syntaktische Annotation von natürlichsprachlichen Sätzen. Dieser Formalismus hat in den letzten Jahren immer mehr an
Bedeutung gewonnen und zur gleichen Zeit sind die Modelle, die zur Generierung und Verarbeitung von Dependenzbäumen verwendet werden, immer
komplexer geworden.
Diese neuen Modelle machen es notwendig, Approximationsalgorithmen
zu verwenden, um Erwartungswerte und Optima zu berechnen. Beides wird
häufig für Machine Learning Ansätze benötigt. Eine Klasse solcher Algorithmen sind die sogenannten Markov Chain Monte Carlo Techniken. Da
Dependenzbäume eine starke innnere Struktur haben, besonders wenn linguistisch motivierte Teilmengen betrachtet werden, können sie nicht ohne
weiteres durch MCMC Methoden bearbeitet werden. Die vorliegende Arbeit entwickelt Techniken, die die Anwendung von MCMC für Modelle von
Dependenzbäumen unter sehr generellen Umständen ermöglicht. Es werden sowohl lokale Methoden entwickelt, die einen kleinen Teil eines Dependenzbaumes in einem Schritt verändern, als auch globale Ansätze, die eine
komplette Neustrukturierung erlauben.
Nach der Vorstellung der verschiedenen Algorithmen werden diese anhand von zwei Problemen evaluiert. Das erste ist ein künstliches Problem,
welches eine tiefere Einsicht in die verschiedenen Methoden erlaubt. Das
zweite ist ein unüberwachtes Lernproblem, welches untersucht wie sich die
Tehniken bei größeren, untereinander verbundenen Daten verhalten.
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